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Voice assistants, such as Amazon’s Alexa and Google Home, increasingly find their way into consumer homes. Their
functionality, however, is currently limited to being passive answer machines rather than proactively engaging users in
conversations. Speakers’ proactivity would open up a range of important application scenarios, including health services,
such as checking in on patient states and triggering medication reminders. It remains unclear how passive speakers should
implement proactivity. To better understand user perceptions, we ran a 3-week field study with 13 participants where we
modified the off-the-shelf Google Home to become proactive. During the study, our speaker proactively triggered conversations
that were essentially Experience Sampling probes allowing us to identify when to engage users. Applying machine-learning,
we are able to predict user responsiveness with a 71.6% accuracy and find predictive features. We also identify self-reported
factors, such as boredom and mood, that are significantly correlated with users’ perceived availability. Our prototype and
findings inform the design of proactive speakers that verbally engage users at opportune moments and contribute to the
design of proactive application scenarios and voice-based experience sampling studies.
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INTRODUCTION

In Ubicomp scenarios, intelligent voice assistants are often depicted as not only answering users’ questions
but proactively delivering relevant or important information, such as reminders to bring an umbrella before
heading out. Proactive message delivery can either happen during ongoing conversations or initiated at opportune
moments. Smart speakers, such as Amazon’s Alexa or Google Home, can proactively deliver time-based reminders.
More recently, those speakers have begun to recommend products and services after a user-initiated conversation.
However, the existing proactivity of smart speakers is still limited, and most Voice-User-Interfaces (VUIs) remain
passive and have a limited range of applications. Enabling proactivity that allows smart speakers to initiate
more diverse voice prompts can open up new application scenarios and services. Well-timed context-aware
reminders [7] and just-in-time health services [12] have already been investigated and developed for smartphones
in the form of notifications. Those proactive services are informative and can bring convenience to users; they can
also be achieved in VUIs. In particular, one sector that could immensely profit from proactive VUI engagement
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is digital health: smart speakers are able to remind patients to take medications or help doctors check up on
patients living in their homes with voice. In this paper, we focus on investigating user perceptions of proactive
speakers that can initiate conversations.
A challenge for most proactive services is their potential to cause unpleasant interruptions to users [61]. Push
notifications on smartphones, for example, can provide news or information of relevance, but a notification at an
inappropriate time can be disruptive. When a push notification is triggered on a proactive speaker in the form of
speech, it can be even more of a nuisance than a mere smartphone notification as those can be delivered through
a silent form (i.e., vibration or LED indicator) and be acted on by users at a time of their choosing. When users
are around, voice-based interruptions initiated by proactive speakers are always in-situ and require immediate
attention. On the other hand, voice notifications can be missed if users are far away from the speaker [42].
Therefore, it is essential for proactive speakers to deliver voice messages or initiate conversations at appropriate
moments.
Some work has considered proactive VUIs and studied opportune moments [8, 28]. However, investigating
people’s perceptions of VUI interruptions is still challenging. Researchers currently have no suitable platforms
to deploy proactive VUI services or investigate proactive speakers. Although existing smart speaker models
allow users to set up time-based reminders, and Amazon also provides developers with APIs 1 to proactively
send notifications [58], those reminders are more akin to alarms and generally do not trigger any multi-turn
conversations. Existing work on proactive VUIs relied on post-hoc manual speech transcription and did not
implement multi-turn-taking conversations either [8, 28]. Our work, on the other hand, uses a popular commercial
smart speaker Google Home to interact with users in real-time. We believe future proactive VUI applications can
enable more sophisticated conversations to engage users. Also, we conduct our study in people’s home where
smart speakers are generally located in real life. Most users may spend the majority of the day outside or out
of reach of the smart speaker. This “disconnection” between users and smart speakers is a challenge because
patterns of speaker usage may be indicative of users’ availability for interactions [17, 55]. Developers cannot
easily track the in-situ usage patterns of smart speakers either. Furthermore, the granular interaction between
smart speakers and users cannot be accurately captured as VUIs allow contactless and “remote” interaction. For
example, users could be cooking when they command the speaker to set a timer [1], but the cooking event cannot
be easily detected. Little information can be obtained from a smart speaker alone; proactive speakers need to be
augmented with sensors. Lastly, current smart speakers adopt a conservative and less intrusive way, mostly using
visual cues, to deliver time-based reminders or indicate new messages. With Google Home, users need to verbally
request speakers to utter the reminder content 2 . This approach does not utilize VUIs to engage users and is not
effective in initiating time-sensitive interactions. Henceforth, we investigate what are other alternatives that
proactive speakers can use to initiate conversations.
In this paper, we develop and field-test a proactive smart speaker prototype. We have designed a custom
hardware add-on that turns conventional Google Home speakers into proactive speakers. With a custom Google
action, we allow voice-based Experience Sampling that collects users’ personal contexts. We further propose
three different conversation starters for the proactive speaker and test users’ preference towards different ways
of initiating conversations. Based on the collected data, we built machine learning models that predict user
responsiveness to voice prompts and identify predictive features of responsiveness. We subsequently analyzed
the correlations between various contextual factors and users’ perceived availability. Our findings and lessons
learned during the study inform the design and implementation of proactive VUIs and smart speakers.

1 https://developer.amazon.com/en-US/docs/alexa/smapi/proactive-events-api.html
2 https://support.google.com/assistant

Proc. ACM Interact. Mob. Wearable Ubiquitous Technol., Vol. 5, No. 4, Article 185. Publication date: December 2021.

Understanding User Perceptions of Proactive Smart Speakers •

2

185:3

RELATED WORK

The proactive speaker interrupts people using voice in the home. This apparatus and its interrupting modality
are not similar to smartphones. There is a plethora of work on interruptibility management of smartphone
notifications; however, little is known about the proactive nature of speakers and the interruptions that come
with them. In this section, we review previous findings on interruption modalities, in-home interruptibility
management, and the user experience with conversational agents.

2.1

Learning Interruptibility at Home

When designing proactive smart speakers, it is critical to consider the particular environment: the user’s home.
Prior studies have suggested that understanding users’ ambient environment and personal contexts can help the
modelling of interruptibility [8, 19, 25, 70]. However, learning people’s real home life and daily activities can be
challenging to researchers [47].
Prior studies have used different methods to study home life. For example, the ethnographic approach was
used in [48], but this method is time-consuming to researchers and also quite intrusive to participants’ personal
lives. Another approach is to deploy sensors and recording devices at home to collect rich context data and
track the daily life of people. Augmenting a home can be one approach to collect rich data, but it is too costly
and not scalable for research purposes [13, 27]. Therefore, the commonly used approach is to install cameras in
people’s homes [71]. In a recent study with proactive speakers [8], Cha et al. investigated students’ interruptibility
in university dormitories. Former studies have suggested that people may be more interruptible when they
are in the transitioning between two activities (e.g., sitting to standing) [23]. Therefore, Cha et al. utilized the
smartphone camera with a wide-angle lens to detect activity transition moments. Although they applied grayscale
and Gaussian blurring filters to captured images to protect privacy, some of their participants still expressed
concerns about being photographed. Privacy-preserving is one of the significant challenges for research in the
home.
Nevertheless, several contextual factors have been identified to be indicative of people’s availability in their
homes through a mixed approach of the Experience Sampling Method (ESM) and interviews [47]. Nagel et
al. have found that different rooms and engaged activities, as well as individual differences, are indicative of
availability at home [47]. Cha et al. have identified the personal contexts (business, mood, engagement) and daily
routines (mobility and others’ social presence) can affect students’ availability with regard to proactive speakers
in university dormitories. Our study aims to investigate people’s availability to proactive voice prompts through
the ESM approach in realistic home life.

2.2

Interruption Modality and Contextual Factors

Interruptions come from different sources: humans, landline phones, computers, smartphones, and other systems.
The format of interruptions revolves with the interactive technologies. Landline phones interrupt people with
ringing tones, and push notifications are normally delivered with a combination of Earcons and vibrations
[49]. More recent technology, using audio and visual cues, such as smartwatches that notify users of incoming
messages.
Prior studies have looked into people’s availability to different forms of communication interruptions, such as
phone calls, emails, and Skype calls [14]. Researchers utilize two types of features to model user interruptibility:
(1) phone/computer usage activities, and (2) user ambient environment cues. For example, Smith et al. developed
RingLearn [64] that used an algorithm trained on features from time, contacts, network and GPS information
to mitigate disruptive phone calls. Similarly, Fisher et al. [18] built an in-context application that constructs
personalized models of interruptibility for incoming phone calls with four types of contexts: (1) phone status
(phone posture and ringer switch), (2) voice activity and sound level, (3) time (hour and weekday), (4) location.
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For desktop interruptions, Iqbal et al. considered the task breakpoints as opportune moments for interruptions
and their system detected breakpoints by tracking mouse/keyboard and application window events [26].
It is reported that a person may receive on average more than 60 notifications from smartphones per day [53].
Therefore, researchers have also been investigating ways to reduce users’ burden of being interrupted by
smartphones. Ho et al. [23] reported that the mobile messages delivered at physical activity transitions were
better received, such as sitting to walking and standing to sitting. The time after a user finished an interaction with
mobile phones, such as phone call and text message, is also found to be potential opportune moments to deliver
notifications [17]. Features from smartphone usage patterns such as the interaction with the notification center
and the screen activity together with proximity sensor features, and the ringer mode changes are found to be
strong predictors of responsiveness to instant messages [55]. Timing information, such as the hour of the day, has
been found to be predictive of attentiveness to messages as well [52, 55]. Pielot et al. [52] have found that higher
noise levels and more stable light conditions during the day are correlated to user engagement with smartphones.
Lastly, cognitive contexts such as boredom [52, 54] and mood [70] are reported to be indicative of interruptibility.
Cognitive contexts are usually acquired through the ESM self-reports. For example, Pielot et al. asked participants
to rate their feelings with sliders on three dimensions: happy, sad, and bored [50]. Yuan et al. adopted a more
standard 16-item BMIS scale to measure mood [70]. With the smartphone screen, Meschtscherjakov et al. even
created five emoticons for users to choose their emotion in ESM [46]. However, voice-based ESM does not have
the ability to present multiple ESM items simultaneously and may be slow. Implementing a 16-item BMIS on a
mobile application may be “quick and easy”, yet they are not appropriate on the VUI. In our study, we also use
the ESM approach to collect cognitive contexts, but we use shorter questions.
When a push notification arrives to a smartphone, depending on the ringer mode setting, users can be notified
by earcon, LED light, vibrations, or a combination of those three. On occasions when users are completely
uninterruptible to smartphone notifications, such as in the cinema or in work meetings, people will turn on the
silence mode. As people can control how they want smartphone notifications to interrupt them, the ringer mode
is found to be a predictive feature of user interruptibility [9, 53, 55]. Voice interruptions, on the other hand, are
distinct from smartphone interruptions. Prior studies with airplane pilots suggest that voice interruptions are
easier to be noticed and more attention-directing than visual interruptions [67]. Voice is more intrusive and
disruptive to the interruptee’s current activity [34, 35]. Additionally, voice is public. As a smart speaker can be
shared among family members to use [3, 24], voice prompts may interrupt more than the targeted user. Similar to
the silent mode of smartphones, smart speakers can also be muted. However, current speakers require “physical
mute” (i.e., users need to push a button on the speaker); users need to approach the speaker to do so while
silencing a smartphone is easier and quicker. Furthermore, speech is transient and requires immediate attention.
Therefore, predictive ambient contexts, personal contexts, and timing information of smartphone interruptibility
may not be predictive of proactive VUI interruptions.
Earlier work on interruptibility used audio prompts to ask about participants’ availability [19, 25]. In those
studies, the audio prompt was used as a method to collect participants’ availability in the workplace, and
participants could respond their availability orally. It is interesting to notice that a participant withdrew from
the study due to the “interruptibility prompts were annoying” [19]. A few recent studies have tried to estimate
opportune moments for voice interruptions. Driving is one of the scenarios that users can benefit from the use of
proactive VUI. Kim et al. [29] explored drivers’ interruptibility to proactive voice tasks and reported that driving
sub-tasks, such as checking mirrors, could be a useful in-situ predictor of driver interruptibility. In terms of
proactive speakers, Komori et al. [32] used a depth camera to detect the activity transition of users and used a
laptop to serve as the VUI interface. Their system intermittently asked participants “Do you have a minute?”
and participants replied with their in-situ availability through finger gestures. Their results suggest that activity
patterns before and after activity transition indicate potential opportune moments. Cha et al. [8] developed a
proactive speaker prototype based on the combination of a smartphone and a commercial Bluetooth speaker.
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Through their prototype, they implemented a voice-based ESM and collected data through a one-week field study
in student dormitories. Approximately every 20-min, their prototype asked participants one question “Is now a
good time to talk?” and participants were required to answer yes or no and provide further contextual reasoning.
This system could not engage in multi-turn-taking conversations, and participants’ responses were recorded for
further manual analysis. Results from previous studies on voice interruptions revealed three contextual factors that
are related to people’s interruptibility: personal factors (e.g., psychological/physical states, auditory/verbal channel
availability), movement-related factors (entrance/departure behaviors), and social factors (e.g., co-occupant’s
presence).
Prior studies on proactive smart speakers or voice interruptions remain limited for a number of reasons.
Interruptions across different modalities can have a different impact on users, and contexts that are predictive of
phone calls and smartphone interruptibility may not be predictive of interruptibility for voice prompts. Users’
interruptibility can partially be inferred from their smartphone/computer usage patterns as people’s activities can
be estimated from those patterns. Conversely, the usage patterns of smart speakers are not only sparse [5] but also
difficult to obtain [57]. Additionally, smartphones are usually carried along by users and have multiple built-in
sensors that can sense users’ ambient environment. Smart speakers are usually situated at a fixed location in the
user’s home. While certain useful contexts have been reported [8, 32], yet no field-test has validated machine
learning prediction models in realistic settings. Furthermore, to the best of our knowledge, there is no existing
work that more generally has implemented and tested interactive proactive smart speakers that allow multi-turn
conversations in realistic settings. Thus, in this study, we make a first step towards implementing a proactive
speaker that is interactive, proposing models to predict user responsiveness, and identifying predictive contexts
for availability.

2.3

Proactive Speaker Design

We think that proactive speakers should push useful information or collect data through voice prompts. While
some research has looked into user experience with smart speakers [5], interacting with proactive speakers is
quite different from interacting with passive speakers. For proactive speakers, we need to consider how should
the proactive speaker initiate and engage users in multi-turn conversations.
In previous work [8, 32], proactive speakers were prototyped by using a laptop or a smartphone to fake
the speaker. The system implemented by Komori et al. used voice prompts to ask participants’ availability and
collected participants’ availability through finger gestures rather than speech. The simulated speaker implemented
by Cha et al. also did not react to users’ in-situ responses but rather recorded user responses and used manual
transcription for post-hoc data analysis. In both studies, the simulated proactive speakers do not respond to user
speech input and are not capable of maintaining a multi-turn conversation. Multi-turn conversations with smart
speakers can be more error-prone and can cause user confusion when interaction errors occur [57]. Interaction
errors, such as incorrect transcription and unmatched dialogue intents, can cause poor user experience with
conversational agents [60]. In fact, due to the nature of VUIs, interaction errors can be more prevalent in real
life [4]. In [28, 29, 40], Kim et al. deployed an in-vehicle proactive VUI through the Wizard of Oz approach because
they found that the speech recognition on the Android was too erroneous during the driving scenario. Previous
work has yet to implement multi-turn interactions with real-time speech recognition when investigating how
users engage with proactive speakers. Although at the current stage, relying on post-hoc analysis may seem a
good strategy to study user interactions with proactive VUIs. Yet, real-time multi-turn conversations provide a
full-on user experience with proactive speakers and have more potentials in applications. Speech recognition
errors, for the foreseeable future, will still exist. Even at an opportune moment, users may still choose not to
talk to a proactive speaker if they think interaction errors will occur. Lastly, we believe that interruptibility also
depends on the type of interrupting tasks. Previous studies have used interruption duration and difficulty as
Proc. ACM Interact. Mob. Wearable Ubiquitous Technol., Vol. 5, No. 4, Article 185. Publication date: December 2021.
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features in building the interruptibility model [2, 38]; henceforth, we believe that multi-turn conversations should
be implemented when investigating user perceptions of proactive speakers.
Lastly, for the design of proactive speakers, we should consider how should the proactive speaker initiate
conversations. Current smart speakers, including Google Home and Amazon speakers, have “intermediate” modes
to indicate reminders or messages. For Google Home, when it is time to deliver pre-defined reminders, Google
Home will say “You have a reminder” and display a single white light for 10 minutes. Similarly, Amazon Echo
also uses lights to indicate incoming messages. Those intermediates can be easily missed as visual cues are
very subtle. Existing methods to alert are akin to voice messages or alarms, which we consider as non-real-time
conversations. We think that proactive speakers, especially when they want to engage users with multi-turn
conversations, could also adopt a more noticeable way to catch users’ attention with speech. On the other hand,
the initiations should not be annoying. Cha et al. reported that they added a soft alarm sound (“ding-dong” for
about 1-2 seconds) before the ESM question to improve user experiences after the pilot study [8]. This soft alarm
is quite similar to Earcons in smartphone notifications or doorbell ringing. As people are quite used to different
types of Earcons in daily life, we want to test whether proactive speakers should start talking with an Earcon.
Alternatively, previous studies on Interactive Voice Response (IVR) systems and chatbots have suggested that
humanizing the interface can improve participant response quality [30, 68]. A greeting or utterance, which is
learned from human-to-human conversations, has been used to initiate human-robot conversations [21]. In our
study, therefore, we have included designed conversation starters: baseline, Earcon, utterance. We aim to compare
them in terms of user preference and performance.

3 STUDY
3.1 Motivation
The majority of work on interruptibility has been conducted on smartphones. Because smart speakers are
distinctly different from smartphones, it is unclear whether the interruptibility findings from smartphones apply
to proactive speaker designs. Unlike smartphones, smart speakers are static, are confined to people’s homes, are
used much less frequently, lack sensors, and interrupt people with voice. In this study, we aim to understand
people’s perceptions towards proactive speaker interruptions and gain a better understanding of how and when
should smart speakers proactively engage users.

3.2

Hardware Design

To build a proactive speaker, we develop a custom hardware add-on from scratch for Google Home, as shown
in Figure 1. Our hardware consists of an enclosed Raspberry Pi “connected” to a Google home via a pair of
earphones. Two earbuds are attached directly to the two microphone ports on top of Google Home, using a
custom 3D-printed “tiara” to keep the earbuds in place. By doing so, Google Home can be “secretly” activated by
“listening to” pre-recorded invocation samples played by the Raspberry Pi. The net effect for users at home is that
the speaker proactively starts speaking to them, and they can interact with it if they choose to. Additionally, the
Raspberry Pi has three sensors that are continuously recording the environment: a light sensor (BH1750) that
measures ambient light levels, a USB microphone that captures ambient noise levels and records 90-second audio,
and the built-in Bluetooth scanner that detects the user proximity by measuring the RSSI of the participant’s
smartphone. All the sensors are controlled by Python scripts running in the Raspberry Pi. To ensure a successful
deployment of the Raspberry Pi, we use two open-source platforms: BerryLan 3 and Shell Hub 4 . BerryLan allows
participants to connect the Raspberry Pi to their home WiFi through a smartphone app, and Shell Hub enables
3 https://berrylan.app/
4 https://www.shellhub.io/

Proc. ACM Interact. Mob. Wearable Ubiquitous Technol., Vol. 5, No. 4, Article 185. Publication date: December 2021.

Understanding User Perceptions of Proactive Smart Speakers •

185:7

Fig. 1. Our proactive smart speaker system. Our custom hardware add-on on the left (Raspberry Pi), is used to turn a
conventional smart speaker to a proactive one on the right (Google Home).

remote access to the Raspberry Pi so that we can monitor and control the add-on. Additionally, all the locally
captured sensor data on the Raspberry Pi is uploaded to our OneDrive cloud storage twice per day.

3.3

Voice-based ESM Design

To understand when proactive speakers should talk to users, we rely on the sensor data captured by our hardware
to build models that predict whether the user will respond to a prompt or not. Furthermore, to learn whether
personal contexts can be indicative of user availability, a custom Google speaker service (known as Google Action)
that prompts voice-based ESM surveys is built and deployed on our prototype speaker to collect self-reported
data. The custom Google action is called Be Proactive and is published as an Alpha test version for all participants
to access during the study. It is programmed using the Dialogflow ES 5 and a webhook fulfillment for the action is
deployed on Firebase 6 . As suggested by previous literature, cognitive contexts such as boredom [54], mood [70],
and engaged activity [70] are indicative of people’s perceived availability. To assess whether these contexts are
still relevant in the use case of proactive speakers, we have designed four questions for Be Proactive. We drew on
work by former studies [50] that asked participants to rate their happiness and boredom with a slider and [46]
that provided participants five emoticons to rate their mood, and we adapted those approaches to be voice items.
Considering that interacting with the VUI is slower than the GUI, we propose a 4-item ESM survey rather than
adopting more standard but much longer scales (e.g., BMIS has 16 items) to collect data. The survey is listed
below:
(1) (Q1) Rate your availability on a scale of 1 to 5.
5 https://dialogflow.cloud.google.com/
6 https://firebase.google.com/
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Table 1. Weekly Questionnaire (5-point Likert-scale except for the last question)

Questions
The way the system initiates conversation is appropriate.
The way the system initiates conversation is irritating.
The way the system initiates conversation encourages me to answer questions.
The way the system initiates conversation is too short.
The way the system initiates conversation is too long.
The way the system initiates conversation feels awkward.
I would be happy to use this system for many months.
Do you have any thoughts on the system? Or any suggestions to improve the system?
(2) (Q2) Rate your boredom level on a scale of 1 to 5.
(3) (Q3) Rate your current mood on a scale of 1 to 5.
(4) (Q4) What are you currently doing?
The 5-point Likert scale is adopted as it is commonly used in many other studies, and it may be more familiar
to most people. The last open-ended question allows free-form input. We aim to make the ESM survey easy and
quick to answer. Participants are asked to provide numerical answers to the first three questions, while the last
question is open-ended. The entire survey typically takes 45 seconds to complete. In our implementation of the
webhook for Be Proactive, if the answer to each question is successfully recognized, the answer will be stored in
the Firebase Cloud Storage in real-time. Furthermore, to collect richer interaction data, the USB microphone on
our hardware is programmed to record a 90-second audio record every time the ESM is prompted. The audio
recordings should be able to capture the whole interaction between speakers and participants. The recordings
provide valuable ground-truth data about what happened during and shortly before/after the interaction.
To understand how proactive speakers should talk to users, we designed three conversation starters: 1) baseline
(no opening starter, the control condition), 2) Earcon starter [6] (simulate the smartphone notification ringtone),
3) utterance starter (simulate the human conversation starter). For the baseline starter, the speaker will abruptly
initiate the conversation. For the Earcon starter, the speaker will play a 4-second music chime before initiating
the conversation. For the utterance starter, the speaker will start with a question - Hey, are you available?. The
conversation initiates only if participants answer “yes”, or alternatively, the speaker will respond Let’s try again
next time if participants answer “no”. These 3 conversation starters form the 3 main experimental conditions
in our study. Three invocation commands are pre-recorded and stored in the Raspberry Pi to invoke the ESM
surveys with different conversation starters accordingly. For example, the ESM with a baseline opening can be
initiated by the Raspberry Pi playing the following voice sample via the earphones: “Hey Google, talk to Be
Proactive”.

3.4

Protocol

We designed a within-subjects experiment with a single independent variable (conversation starter) having 3
main conditions (baseline, earcon, utterance). Each participant enrolled for 3 weeks in our experiment, spending
one week in each experimental condition. At the end of each week, we sent participants an online questionnaire
(see Table 1) about their experience within the specific experimental condition. When a participant completed
the three-week study, we conducted an exit interview over Zoom.
Participants were recruited using online advertising on our university’s platform. We only recruited participants
who had experiences with Google Home or Google Mini Nest. Before a participant enrolled in the study, we had
a one-on-one onboarding session, where we explained to them the purpose of the study, the data we collect, and
Proc. ACM Interact. Mob. Wearable Ubiquitous Technol., Vol. 5, No. 4, Article 185. Publication date: December 2021.
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Table 2. Participant demographics and living conditions.

ID

Age

Gender

Home type

P01
P02
P03
P04
P05
P06
P07
P08
P09
P10
P11
P12
P13

25
33
24
26
23
38
19
26
25
29
25
24
29

M
M
F
M
M
M
M
F
F
F
F
M
F

Apartment
House
Apartment
Apartment
House
House
Apartment
House
Apartment
Apartment
House
Apartment
Apartment

Home size
(m^2)
40
130
85
24
180
834
80
180
80
20
570
30
80

Speaker
location
Living room
Bedroom
Bedroom
Bedroom
Bedroom
Bedroom
Living room
Bedroom
Living room
Living room
Bedroom
Living room
Living room

Room size
(m^2)
21
11
9
10
14
N/A
N/A
25
25
20
16
15
12

Living alone?
(y/n)
y
n
n
n
n
n
n
n
n
y
n
y
n

Shared?
(y/n)
n
n
y
y
y
n
n
n
n
n
y
n
n

Response
rate
52.2%
38.0%
34.5%
43.0%
23.6%
32.6%
49.0%
9.7%
40.6%
19.8%
9.6%
68.0%
40.2%

participants were able to complete the informed consent form. We helped them to set up the hardware in their
home, and we walked them through the process of connecting our hardware to their home WiFi network. We
also trained them on how to answer the ESM questions because we designed the questions to be succinct to
reduce the interaction time. Each participant would also nominate a smartphone, and we captured the Bluetooth
MAC address of that device for proximity measurements. For multi-person households, we asked that only the
recruited participant responds to the speaker’s prompts. To avoid bringing too many interruptions to users, the
ESM was scheduled to be delivered every hour (with 18-min randomness) between 9 AM to 10 PM (by default,
but can be customized by participants). During the study, we encouraged participants to answer as many ESMs
as they can while maintaining their usual lifestyle. All the participants were compensated with a $50 gift card for
completing the whole study. We obtained ethics approval from our university’s human-subjects committee.

3.5

Participant Demographics

In total, we recruited 16 participants through online advertising who are either full-time or part-time students.
Three participants dropped out within the first week due to technical reasons or task burden; 13 participants
completed the study. The demographics and each participant’s living conditions are shown in Table 2. Age
ranges from 19 to 38 years (M = 26.6, SD = 4.6), and the gender split is balanced (46.2% female, 53.8% male). All
participants had prior experience with Google speakers (Google Home or Google Mini) that range from 1 month
to 3 years. We did not control their living conditions. Therefore, home and co-occupant conditions varied across
participants. All participants belonged to different households: 4 participants lived with their partners, and 1
participant also lived with a child; 3 participants lived alone in apartments; 2 participants lived in shared houses,
and 2 participants lived in shared apartments. Participants also put the proactive speaker prototype in different
rooms. For the 5 participants who lived in a house, they put the proactive speaker in their bedroom, while 6
participants living in apartments put the speaker in the living room, and 2 participants living in apartments
put the speaker in their bedroom. All participants who lived with housemates (not a partner or relative) put
the proactive speaker in their bedroom. This information is important as the type of living accommodation can
impact participants’ range of movement at home and their activity types.
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Table 3. Data types collected in the study and used to understand responsiveness and availability.

Data Types
Availability
Boredom level
Mood
Activity
Light lux
RMS
RSSI
Time

Descriptions
1) highly unavailable, 2) unavailable, 3) neutral, 4) available, 5) highly available
1) not bored at all, 2) not bored, 3) neutral, 4) a little bored, 5) very bored
1) very bad mood, 2) bad mood, 3) neutral, 4) good mood, 5) very good mood
Working, studying, watching videos, having meals, relaxing, and etc.
Ambient light level
Ambient noise level
The participant’s phone’s Bluetooth signal strength received by the Raspberry Pi.
This metric estimates user proximity.
ESM prompt time

4 RESULTS: USER RESPONSIVENESS
4.1 Dataset Overview
An overview of our collected data is shown in Table 3. Since our speakers are activated externally, activation
cannot be 100% guaranteed. Several reasons can lead to failed activation attempts, such as significant noise in the
environment, a muted Google Home, unplugged hardware, or temporary network disconnection. Under those
conditions, the speaker could not initiate a conversation. In total, 3802 attempts to invoke the ESM prompts were
scheduled, and 3447 ESM prompts were successfully activated. This means that our hardware add-on achieved
an overall success rate of 90.7% in activating Google Home. This rate slightly varies by experimental condition:
baseline starter (90.2%), Earcon starter (89.2%), and utterance starter (93.1%). Overall, our proactive speaker
prototype has shown to be robust.
In total, 1213 ESM responses were received from 13 participants over the 3-week study. The response rate
for each participant is shown in Table 2. The number of ESM prompts and responses per participant for each
condition is shown in Figure 2. The overall response rate of participants to our voice ESM prompts is 35.2%.
Among 13 participants, P12 had the highest response rate (68.0%, 200 responses out of 294 ESM prompts) and P11
had the lowest response rate (9.59%, 28 responses out of 292 ESM prompts). The response rate for each condition
also varies, with 35.0% prompts with the baseline starter being answered, 38.3% prompts with the Earcon starter,
and 32.2% prompts with the utterance starter. Since we counterbalance the starter of each week’s prompts for
different participants, we also calculate the average response rate for each week: 36.9% in week 1, 35.2% in week
2, 33.7% in week 3. As the Earcon is a 4-second music chime, combined with the first question, it is harder for
users to ignore.

4.2

Factors Affecting Responsiveness

To understand the factors that affect users’ responsiveness to our speakers prompts, we build a binary classifier
and use a range of features from our dataset. We model participant responsiveness as a binary variable: 0 when
participants failed to respond to the ESM prompts, and 1 when participants answered the ESM prompts. Since
we have no prior knowledge of what features can be useful for predicting user responsiveness, we extract a
list of features from the reading of the light sensor, the USB microphone and the RSSI values (user proximity).
Specifically, we calculate the mean (𝜇) and standard deviation (𝜎) for every 1-minute, 5-minute and 10-minute
segments as statistical features. In total, we extract 23 features from sensor data. Standard deviation cannot be
calculated for RMS at a 1-min level as the microphone stops recording when a prompt occurs. We also extract 2
temporal features: hour and the day of the week at each prompt. Considering the “effective range” of a speaker,
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Fig. 2. Answered and unanswered ESM prompts with different starters for each participant. From left to right, the bars
represent week 1, week 2, and week 3. P09 requested the prompting schedule to be between 5 PM to 11 PM, so the numbers
of ESM prompts and responses are lower for P09.
Table 4. Features extracted from sensors, timestamps, and study information.

Data source
Light sensor
Microphone
Bluetooth
Time
Study info

Features
Lux, Lux_5min, Lux_10min, Lux_30min, Lux_std, Lux_5min_std, Lux_10min_std, Lux_30min_std
RMS, RMS_5min, RMS_10min, RMS_30min, RMS_5min_std. RMS_10min_std, RMS_30min_std
RSSI, RSSI_5min, RSSI_10min, RSSI_30min, RSSI_std, RSSI_5min_std, RSSI_10min_std,
RSSI_30min_std
Hour, Day_of_week
Starter, Weeks, House_type, Room_type

we also include the house type (house vs. apartment) of each participant and the room type (living room vs.
bedroom) where the speaker was placed as two constant features. As suggested by many previous ESM studies,
participants’ response rate tends to gradually decrease over time. Therefore, we add the week number and the
type of starter into the feature set. All data is z-score normalized at a participant level. In total, 29 sensor features
mentioned here are used to build the model to predict participant responsiveness at different moments (shown in
Table 4).
We use XGBoost to build a general model for the whole dataset, as well as a separate individual model for
each participant. XGBoost is a gradient boosting regression tree algorithm, which is efficient and has a low
computation cost [10]. Additionally, there is some missing data in our dataset, and XGBoost naturally accepts
sparse feature format. Furthermore, we can estimate the predictive power of each feature based on the parameter
feature importance generated during the XGBoost modelling.
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Table 5. Classification Results of Responsiveness.

Predicting Response/No Response (1/0)

Baseline classifier

Accuracy (SD)
Precision (SD)
Recall (SD)
F1-score (SD)

0.550 (0.048)
0.350 (0.041)
0.364 (0.163)
0.336 (0.093)

General Model
(Leave-One-Out)
0.716 (0.113)
0.577 (0.185)
0.544 (0.264)
0.528 (0.198)

Individual models
(5-fold validation)
0.705 (0.145)
0.646 (0.132)
0.640 (0.134)
0.525 (0.213)

To effectively measure the performance of the general model, we use the Leave-One-Participant-Out method,
while individual models are assessed using 5-fold cross-validation because the sample size is limited. For the
baseline comparison, we adopt a DummyClassifier provided by scikit-learn with the Stratified strategy, where
predictions are generated randomly by respecting the overall probability of each class. Because 1213 responses
were collected from 3447 ESM prompts, our dataset for user responsiveness is imbalanced — 1 (𝑟𝑒𝑠𝑝𝑜𝑛𝑑𝑒𝑑) :
0 (𝑛𝑜𝑡 𝑟𝑒𝑠𝑝𝑜𝑛𝑑𝑒𝑑) ≈ 1.85 : 1. Therefore, in addition to prediction accuracy, we also calculate the precision, recall
and F1 scores as evaluation metrics. The precision score measures the correctness of a positive prediction (i.e., the
accuracy of predicting a responded ESM), the recall score measures the percentage of correct positive predictions
among all positive predictions, and the F1 score is the weighted measure of precision and recall. In all cases, we
wish to treat each individual with an equal weight, and so the averaged scores are calculated over 13 participants.
Table 5 shows the evaluation results of the baseline, general, and individual models. Both the general and
individual models outperform the baseline classifier and achieve a classification accuracy over 70% and improved
precision score, recall score and F1-score than the baseline classifier. Compared to the general model, individual
models, on average, achieve better precision (64.6%), better recall (64.0%). The general model and individual
models achieve similar F1 scores. The precision score describes how well a classifier can perform in predicting
whether a prompt will receive a response and the recall score indicates how well a classifier can correctly predict
actually responsive moments among all predicted responsive moments in our study. It is important that a proactive
speaker should be as precise as possible in prompting at the right moment.
To further understand how different features and contexts affect user responsiveness, we rank the feature
importance reported by the general model XGBoost classifier (see Figure 3). The importance of each feature is
also averaged over the 13 Leave-one-out validations. As can be seen in Figure 3, the most important feature is
RSSI, followed by House_type, RSSI_5min and Room_type. As suggested by the feature ranking, we find that the
response rate varies significantly depending on the living conditions and the speaker’s locations. The response
rate is 43.5% for participants living in houses and 22.7% for those living in apartments; the response rate is 45.6%
when speakers are placed in the living room and 26.8% when speakers are placed in the bedroom. Unlike previous
findings on predicting interruptibility for smartphone notifications [52, 55], the hour of the day is the least useful
feature in the general model. Also, while, on average, the response rate varies across our three experimental
conditions, the conversation starter and the week of study are not highly ranked features.
We also estimate the importance of each feature for each participant’s model in Figure 4. A bigger sized bubble
indicates a more important feature. For most participants, features such as RSSI, RSSI_5min are highly ranked
in their individual models. However, they are not important in the individual model of P07. During the study,
we found that P07 turned off his smartphone’s Bluetooth for more than 14 days, so less RSSI data was collected.
Since a significant amount of RSSI data is missing for P07, the classification accuracy is only 49.6% for P07’s
individual model and 53.5% for the general model evaluated on P07’s data. Unlike other individual models, P04’s
model relies more on features from the light sensor. The difference in feature importance may be due to that this
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Fig. 3. General model: feature importance when predicting responsiveness. Measurements reported by the XGBoost classifier
(gain metric).

Fig. 4. Individual models: feature importance when predicting responsiveness. The size of each bubble represents the
importance of the corresponding feature.
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participant put the speaker on his study desk near the screen and lamp. When P04 was sitting at his desk, he was
more responsive.

5 RESULTS: SELF-REPORTED DATA
5.1 Data Cleaning and Processing
Due to noise, distance, or accent, participants’ verbal responses were sometimes incorrectly transcribed by Google
Home. We know this because we manually transcribed our ground-truth audio recordings for interactions that
generated outlier data in our database. For example, if a participant utters ’4’ twice in quick succession when
responding to the ESM, then Google will transcribe ’44’. Inaccurate transcriptions occurred most frequently
when participants reported their current activity. Using our ground truth data, we manually corrected the data
transcribed erroneously by Google.
Based on the self-reported activities (ESM Q4), we code activities into 10 categories (see Table 6). The categories
are adapted based on activity taxonomy from former studies [8, 65]. Most self-reported activities are coded as one
activity category, while 18 activity entries are labelled with two activity codes. Since we only want to use one
code for each self-reported activity for data analysis, activities with two codes are discussed among researchers
and usually the code for the most recent activity or the activity with a higher assumed workload is selected.
Furthermore, Cha et al. suggested that people’s interruptibility to proactive speakers would be low when their
auditory/verbal channels are obstructed [8]. On the other hand, smart speakers are considered to be convenient
as they allow multitasking [20, 22]. As suggested by Wickens’ multiple resource theory [69], people’s dual-task
performance will be hampered if two tasks are similar. Since answering to the voice ESM requires both listening
and speaking, we are interested in whether the occupation of people’s auditory and verbal channels will affect
availability. In addition, we also consider the vision channel and physical movements, as we think these two
channels are not directly interfering with the interaction with proactive speakers. In total, four channels are
considered: vision, hearing, speech, and physical movement. For each self-reported activity, we add a secondary
label. For example, we code vision and hearing to be 1 if participants report they are watching videos; we code
hearing and speech to be 1 if participants report they are having a conversation with other people. Further,
we discuss whether sensor features and self-reported personal contexts are correlated and indicative of user
availability.

5.2

Boredom, Mood, and Availability

The distribution of the self-reported availability, boredom, and mood scales are shown in Figure 5. We observe
a decreasing trend of the self-reported boredom from ’1’ to ’5’, while ’3’ and ’4’ are more commonly reported
mood values. Previous studies [19, 47] have suggested that individuals tend to report availability/interruptibility
based on different personal scales. We also observe significant individual reporting differences in our study. A
few participants exhibit certain response patterns. For example, P02 and P10 started to report their availability to
be 1 after the first week of the experiment. For P02, especially, he answered 113 ESM surveys, but his availability
was 1 for 93 times. Some participants also tend to report more 5 in their ESM responses. P08, for example, has
a relatively low response rate but reported her availability to be 5 for 22 out of 26 times. P13 has a pattern of
replying 5 to all three questions (Q1, Q2, Q3) for 35 out of 90 times. Lastly, P07 reported his availability to be 3 for
93 out of 153 times.
The self-reported availability distribution in two former studies [19, 25] conducted in the workplace differ
from the self-reported availability distribution in our study. For knowledge workers in the office, the “highlyunavailable” status is the most common response while other status distribute equally. In our dataset, similarly,
the most common self-reported availability is ’1’ (least available), accounting for 30% of the data. However, the
second most common self-reported availability is ’3’ (not very unavailable and not very available), which accounts
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Fig. 5. Self-reported ESM Data Distribution

Fig. 6. Reported availability and responsiveness, by hour of
day.

Fig. 7. Reported availability, by week of study.

for 26.2% of the data. This distribution may indicate that when people are not in the circumstance where they
consider they are absolutely unavailable or absolutely available, they tend to choose the middle ground between
being “very available” and “very unavailable”. Overall, while there are availability variations at different times of
the day (Figure 6), the hour-of-day does not impact participants’ availability. This finding is consistent with a
former study [8]. However, we do find that participants perceived themselves to be less available in the final
week of the study (𝑟 = −0.125, 𝑝 < 0.001) (see Figure 7).
Previous work on smartphone interruptibility management [52, 55, 70] has reported a correlation between
people’s mood and boredom and their openness to interruptions. Therefore, we also evaluate these two personal
contexts in our study. We use Spearman’s Rank Correlation to compute their correlations with availability (see
Figure 8). A weak positive correlation can be observed between boredom and availability (𝑟 = 0.273, 𝑝 < 0.001)
and mood and availability (𝑟 = 0.232, 𝑝 < 0.001). The correlations indicate that participants perceive themselves
to be more interruptible/available to voice prompts when they are more bored or in a better mood.
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Fig. 8. Boredom vs Availability (left) and Mood vs Availability (right).
Table 6. Activity code and percentage.

Code
1
2
3
4
5
6
7
8
9
10

5.3

Activity
Hygiene (e.g., washing face, shower, cleaning and chores)
Food (e.g., cooking or eating)
Entertainment (e.g., watching videos, playing games)
Work/Study
Socialization (e.g., chatting with friends)
Religion (e.g., pray, attending church online)
Exercise
Sleep
Transfer (e.g., go out, or just come home)
Others

# Case
33
164
251
382
53
4
9
42
32
71

Percentage
3.2%
15.8%
24.1%
36.7%
5.1%
0.4%
0.9%
4%
3.1%
6.8%

Activity

Regarding self-reported activity types, the most common activity is work/study, accounting for 36.7% of the data,
followed by entertainment (24.1%) and food-related activities (15.8%). Sometimes, participants would simply reply
“nothing” to the last question, and we categorized this type of response to be “Others”. The two least common
activities are religion and exercise. This is because religion was only practised by one participant, and exercise
was only practised by two participants. We have two participants who tend to give very detailed responses to
this question. For example, one of the responses from P03 was “eating while catching up my last lecture to prepare
for tomorrow’s exam, I’m last minute queen”.
Prior studies have suggested that people’s activity can affect their perceived availability [8, 51]. Nagel et al.
also suggest that different home activities can suggest different levels of availability [47]. With our manually
categorized self-reported activities, we show the availability distribution of each in Figure 9, and we make two
major observations: (1) people’s perceived availability can vary even when performing the same type of activity,
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Fig. 9. The distribution of perceived availability, for each type of reported activity.

and (2) participants’ perceived availability is generally lower when they engage in religious activity, exercising,
sleeping and transferring (i.e., going out or arriving home).
Entertainment and study/work type of activities account for about 61% of responses. Previous studies have
reported that when people perform leisure activities, they are more likely to be available at home [8, 47]. Considering the varying availability reported by participants, we use a Mann-Whitney U test for comparing participants’
availability when performing these two categories of activities. The mean availability for entertainment is 2.82
(𝑆𝐷 = 1.45, 𝑛 = 251) and the mean availability for study/work is 2.62 (𝑆𝐷 = 1.34, 𝑛 = 392), and no significant
difference is found (𝑈 = 44502, 𝑍 = −1.53, 𝑝 = 0.13). Since we notice that P02’s availability responses are skewed
(gave availability = 1 for 93 responses), we conduct the Mann-Whitney U test again without including P02’s
data and find a significant difference in availability (𝑈 = 31345.5, 𝑍 = −2.88, 𝑝 = 0.004) between entertainment
(𝑀 = 3.12, 𝑆𝐷 = 1.36, 𝑛 = 209) and study/work (𝑀 = 2.75, 𝑆𝐷 = 1.32, 𝑛 = 351) activities. In other words,
participants perceive themselves to be more available to voice prompts when they are engaged in entertainment
and leisure activities.
As suggested by Cha et al. [8], people’s auditory channel or verbal channel availability can also impact their
perceived availability to voice prompts. To test this, we analyze the secondary activity labels that are coded
based on whether participants are engaged in physical movement, or their visual, auditory, or verbal channel
is occupied. To investigate whether the occupation of these channels impacts perceived availability, we use
the Mann-Whitney U Test. We did not find any significant differences in participants’ perceived availability
when their four input-output channels were occupied. In particular, we find that, among all four channels,
physical movements tended to lower the perceived availability of participants, although no significance was
found (𝑈 = 127998, 𝑍 = −1.06, 𝑝 = 0.29). This finding is not consistent with results from the previous study by
Cha et al. [8]; it may be due to that participants’ input-output channel usages cannot be accurately interpreted
from self-reports.
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Proximity, Light, Noise

We are able to estimate participants’ proximity to the proactive speaker through Bluetooth. Using Spearman’s
Rank Correlation, participants’ proximity is found to be weakly correlated to their perceived availability (𝑟 =
0.128, 𝑝 < 0.001). This suggests that when participants are closer to the proactive speaker, they are more likely to
report being available.
The light levels are tracked using the light sensor on Raspberry Pi. Overall, we find no significant correlation
between perceived availability and the light level (𝑟 = −0.05, 𝑝 = 0.086). However, the reading of the light
sensor is highly dependent on the location of the proactive speaker. If the speaker is exposed to both natural and
artificial lights, the light sensor data will be impacted by the sunlight during the day and be impacted by user
presence (with artificial lights on) in the room at night. Since we do not have any accurate information about the
exact location of the proactive speaker in each participant’s home, we run the Spearman’s Rank Correlation test
separately for bedroom-placed speakers and living room-placed speakers. A weak negative correlation exists
when the speaker is located in participants’ living rooms (𝑟 = −0.134, 𝑝 < 0.001).
The USB microphone would stop monitoring the ambient noise when it is time for an ESM survey to be
prompted. Therefore, we use the averaged 5-min RMS values prior to ESM surveys as the estimation of the
ambient noise levels. A weak negative correlation is found between noise levels and perceived availability
(𝑟 = −0.083, 𝑝 < 0.005). This suggests that participants are less likely to perceive themselves to be available when
the environment is noisier.

6

RESULTS: USER PREFERENCES

In summary (see Figure 10), most participants prefer the utterance starter, followed by the Earcon starter, while
the baseline starter is least preferred. Specifically, most participants think the Earcon starter and the utterance
starter are more appropriate than the baseline starter. We have 5 participants agree that the baseline starter
is irritating; only 2 participants find the Earcon starter and the utterance starter to be irritating, while other
participants disagree or remain neutral. Although the response rate to ESM prompts with the utterance starter is
the lowest, 8 out of 13 participants believe that this starter encouraged them to answer questions. Compared
to the baseline starter, more participants agree or remain neutral thinking the Earcon starter encourage them
to answer questions. Regarding the length of each conversation starter, most participants are neutral about the
utterance starter. 4 participants agree that the Earcon starter is too long. As the baseline starter is actually no
starter, 7 out of 13 participants think it is awkward for speakers to ask questions directly, while fewer participants
think the Earcon starter and the utterance starter are awkward. Lastly, most participants claim that they would
be happy to use the proactive speaker prototype when the utterance starter is used. During the exit interview,
many participants also mentioned that existing smart speakers could be more functional with proactivity.
In the weekly questionnaire, two participants commented about their preference for the utterance starter: P01
commented I like the way the system starts the conversation this week. I can just say “no” when it’s inconvenient. P09
further explained that (the utterance starter) gives me the choice to interact, so it performs more like humans. Other
participants also agreed that the turn-taking nature and how the speaker checked with them first before asking
all the questions made the utterance starter more desirable. On the other hand, P12 explicitly mentioned that I
find the way the Google Home asking “Are you available” for further questions as a starter is somehow more and
more annoying when repeating over and over again, compared to initial times (the baseline starter). We specifically
asked P12 again, in the exit interview, why he preferred the Earcon starter to the utterance starter. He told us
that the Earcon music was comforting while the utterance starter was annoying. For another participant (P08), who
also liked the Earcon starter the most, she mentioned that she felt like she had a mission to finish whenever she
heard the music. In [8], authors suggested that users would be less likely to neglect a message if it feels natural.
In our case, however, the utterance starter is the most personified starter, yet its response rate is the lowest, while
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Fig. 10. Summary of Weekly Questionnaire Results. (B: baseline starter; E: Earcon starter; U: utterance starter)

the Earcon starter has the highest response rate. The response rate difference may be due to the fact that the
utterance starter is shorter and could more easily go unnoticed than the 4-sec music clip of the Earcon starter.
Additionally, users can refuse to complete the ESM survey under the utterance condition by simply saying “no”.
We also ask participants to provide their thoughts and suggestions on the system in the weekly questionnaire
and the exit interview. Many participants reported that the speech recognition performed poorly when there was
ambient noise while responding to the speaker. A few participants suggested that the questions can have more
variations so that prompts are less monotonous. Two participants also suggested that the speaker can provide
some feedback based on their responses. More specifically, P03 commented that For example, I have answered my
mood is very bad (rated as 1), Google could perhaps respond by asking further questions or give further responses
such as supplying information or saying that probably could help better my mood. In the interview, when asking
about what time is suitable for them to receive proactive prompts from the speaker, most participants suggested
that they would like to receive information, such as the weather forecast before they head out of home. Two
participants (P02, P03) also suggested that the speaker could tell them about deals or discounts information
proactively.
Regarding the interaction experience with the proactive speaker, most participants mentioned that they could
multitask [62], and they did not need to stop what they were doing in order to answer the ESM. One participant
(P04) even mentioned that he could easily answer the ESM questions when he was sleeping. Nevertheless, some
participants did address the speech recognition issue again and said that they sometimes needed to get closer to
the speaker to have their answers recognized. When manually correcting some transcriptions of Q4, we also
notice that sometimes if participants are in another room when the ESM prompt starts, they would enter the
room where the speaker is located to answer the ESM. We have learned that if participants are watching videos,
they usually pause the playing videos to better answer the ESM.
Participants also suggested changes in the question design. A few participants reported being confused about
the Likert-scale rating in the beginning, despite our training during onboarding. In order to shorten the questionasking time, we did not include the label of each Likert scale point [16]. P09 pointed out that the labelling of
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the rating scale (i.e., adding ’1 being not bored and 5 being very bored’) should be added to make participants
understand those questions easily. However, adding more descriptions could extend the question length and
therefore increase the amount of time that a user needs to finish the ESM prompt. On the other hand, P07
suggested that since he knew all the questions already, he sometimes answered too early while the speaker was
still in the middle of speaking, which resulted in interaction errors and poor user experience. Because participants
eventually became familiar with all the questions, extra details could be redundant. In fact, P01 complained about
the length of our ESM survey and suggested that we should reduce the survey length to be only 3 questions. The
trade-off between the clarity and the length of ESM questions should be carefully considered.

7 DISCUSSION
7.1 System Implementation: Lessons Learned
In this work, we implemented a proactive Google Home by adding a Raspberry Pi as a ’secret’ activating medium.
Since Google Home achieves proactivity externally, not internally (via an API), the prototype is less likely to issue
the scheduled ESM prompt when there is noise or people talking nearby the speaker. In fact, people’s speech can
also affect the external activation as the speaker can mix the speech with the pre-recorded invocation command
and then issue false prompts. For example, on some noisy occasions, instead of issuing the ESM (Be Proactive),
the Google Home issued another Google action G Prayer. Unsuccessful activation could occur at a time when
users are actually available. Users may be available while listening to music using Google Home [52], yet the
speaker might not be correctly activated due to the music.
An unstable network connection can also impact the system robustness [59]. As Google Home relies on the
cloud service for speech recognition and response generation, when a disconnection occurs, the ESM prompt will
not be issued, and only the default error message (e.g., cannot connect to the WiFi network) will be prompted.
In our study, participants can also choose to mute Google Home. If the speaker is muted manually by the user,
the message Mic is being muted will only be prompted once. Under this condition, our current prototype cannot
bypass the hardware turn-off. We noticed that a few participants (P04, P08, P12 and P13) chose to mute the
speaker or decreased its volume at “very inconvenient moments” (e.g., P08 muted the speaker after she answered
1 to Q1 as she was having an online discussion). P01 was not aware of the mute button, and, in the interview, he
mentioned that it was really awkward when I was taking an online lecture and the speaker suddenly started talking.
Eventually, he chose to unplug the whole system for an important lecture. We understand that participants
choose to mute Google Home for important occasions (e.g., online exams), but this behavior also suggests that
our dataset is more biased towards being “available”.
During the interaction, several reasons can lead to missing data. The first is imperfect speech recognition.
Google Home will end a conversation if the users’ speech has triggered the fallback intent more than three
times. Our ESM prompts require numerical inputs to the first three questions; due to accent, noise and distance,
participants’ responses (e.g., two and five) sometimes cannot be correctly recognized. If the fallback response
Please answer a number or you can come closer to me has been triggered three times, an error message Sorry, I can’t
help will be issued and the conversation will be ended by Google Home. When using a passive smart speaker,
users can always choose to invoke the speaker after a conversation ends again and even rephrase their commands
to increase the recognition rate. In our case, however, some data is missing due to poor speech recognition
and prematurely-terminated ESM conversations. Ideally, a proactive speaker should be designed to ensure that
a conversation is not easily terminated unless all required data is collected. Other than being completely not
understood by the speaker, interaction errors caused by speech recognition inaccuracy can also lead to missing
data. A few participants have reported that the ESM conversation would sometimes end randomly or issue
irrelevant information. For example, P03 reported that the speaker recognized her answer ’two’ as ’tattoo’. Instead
of issuing the fallback response Please give numbers, the speaker started to announce nearby tattoo shops to the
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participant. Other participants also had a similar experience; for example, P10’s answer ’five’ was recognized
as ’bye’, which triggered the default goodbye intent of Google Home. Although the designed Google action
should bound all the turn-taking conversations into the ESM survey, outlier conversations did occur a few times
during the study, which was beyond our control. Lastly, there were occasions where participants did not hear
the question clearly in the beginning or somehow got distracted during the interaction, and they had wished to
have the question repeated. Repeating was actually possible, but although all of our participants had previous
experience with smart speakers, only three of them successfully commanded Google Home to repeat a question.

7.2

Interruptions at Home vs. Work

There are drastic differences between managing interruptions in the workplace and home. First, the workplace is
more public, and perhaps it is easier and more acceptable to track user contexts with various sensors. Earlier
work [19, 25] on interruptibility predictions has used cameras and microphones to record user behaviors in
the office. More recent work [72] on software developers’ availability in the office even utilized EEG and eyetracker to obtain the stress and fatigue levels of users for features. Intrusive video monitoring or using EEG and
eye-tracker is almost impossible in people’s homes. Furthermore, even if the in-home tracking is technically
possible, Choe et al. have found that people would not want certain in-home activities, such as self-appearance
(e.g., partially dressed), intimacy (e.g., kissing), and oral expressions (e.g., having personal conversations), to
be recorded [11]. Therefore, while more detailed tracking of user context can help to build a better model of
interruptibility/availability, it is difficult to obtain rich in-home context without being too intrusive.
While it is well understood that people’s activity impacts their availability [8, 50], in our dataset, we find
that even when performing the same category of activities, participants’ availability can range from 1 to 5.
The reason could be the boundary between being available and not available is more clear in the workplace
but more ambiguous at home. Reducing poorly-timed interruptions in the workplace can help office workers
improve productivity [43, 66]. It has also been suggested that predicting interruptibility in the office is easier than
predicting interruptibility at home because dealing with interruptions is an important part of working in the
office [47]. At home, on the other hand, people do not need to perfectly describe their availability for productivity.

7.3

Interruptions by Smart Speakers vs. Smartphones

Existing studies on smartphone interruptibility try to model people’s interruptibility to notifications. For example,
Yuan et al. [70] built models to predict responsiveness and the model using Decision Tree achieved a 75% accuracy
with a 76% precision and a 76% recall. Similarly,the model for predicting user availability built by Sarker et al. [63]
achieved an accuracy of 76.7% with a precision of 74.9% and a recall of 74.7%. In this study, we use features
extracted from the collected sensor data, location and time contexts to predict user responsiveness. One general
model and individual models for each participant are built and evaluated against the baseline classifier. With
sensor features, especially RSSI features, both general models and individual models achieve an accuracy over
70%, which is compatible with prior studies on smartphone interruptibility. Comparing the general model and
individual models, we find that modelling interruptibility on an individual level can increase both the precision
score and the recall score. Although our models do not achieve great scores on precision and recall metrics
compared to prior studies on smartphones, we do not have rich features like other studies, and there are significant
differences between smartphones and proactive speakers. Similar to a former study done by Pielot et al. [52], our
study mainly contributes to finding important features for predicting responsiveness through machine learning.
Smartphones are carried by users almost all the time [15], and phone status and phone usage patterns are
among the most predictive features of user availability [50, 52]. Also, previous work has suggested that personal
context, such as mood, boredom, and activities, can be inferred from the usage patterns and built-in sensor
data of smartphones [39, 44]. Smart speakers, on the other hand, are fixed at a certain location. Taking the time
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constraints into consideration, most users may only be around smart speakers in certain time windows (morning
and evening), and speakers are therefore normally not used very often daily [5]. Through modelling, we find that
proximity features (i.e., users’ distance to the proactive speakers) and the living conditions are the most predictive
features of responsiveness for most participants, while time contexts have little predictive power. There is also an
outlier. P04’s individual model depends mostly on light sensor features rather than proximity, which we assume
may be caused by the location of the speaker. Further, the usage patterns of smart speakers may be indicative of
user availability to some extent (e.g., users may be available when they are listening to music or calling their
routine commands), yet this type of ground truth cannot be easily obtained by researchers in-situ.
Due to their modality differences, interruptions from smartphones and proactive speakers also have different
levels of disruption. Smartphone notifications can be delivered through vibration, LED indication, or Earcons.
Disruption from notifications can be reduced by using the vibration mode or even eliminated with the silence
mode. Users can also delay attending to those notifications. Due to the increasing amount notifications, it is
suggested that important notifications are likely to be missed by users [42]. As aforementioned, current smart
speakers adopt simple Earcons and visual cues to remind users, which are very subtle. Also, a physical mute needs
to be pressed to silence those speakers. Future proactive VUI applications can be used to deliver messages, as
well as collect self-reports. Those voice interruptions require immediate attention, especially for applications that
implement just-in-time intervention [63]. Current approaches are mostly silent and are not taking advantage of
VUIs, that is, to use utterance to engage users. In our study, we have proposed three ways to initiate conversation,
and participants are more willing to use the proactive speaker with the utterance starter. We argue that this
mode represents a more appropriate “intermediate” mode, and that the level of disruption may be reduced by
designing similar conversation starters. We also believe that future proactive VUI applications can include a
snoozing intent, which allows users to verbally mute the proactive messages [5]. Additionally, further personified
voice prompts also have the potential to reduce disruption.

7.4

Implications and Limitations

The goal of our study is to inform the design of proactive speakers. Here, we present implications for future
research on proactive speakers, and discuss the limitations of our study.
7.4.1 Conversation Starters Improve User Experience. VUIs are different from GUIs or haptic interfaces. Researchers and developers have the freedom to design various types of conversations with different genders [41],
emotions [37] and physical appearance [33]. For proactive speakers, the opportunities lie in the way they initiate a
conversation and engage users. We find that most people prefer the utterance starter. It is possible that participants
enjoy the human-like feature of the utterance starter as prior studies on IVR systems and chatbots have hinted
that humanization and personification are associated with improved user experience [30, 68]. The utterance
starter also provides users with the convenience to dismiss the interaction easily. Overall then, we argue that if
there is limited or unreliable information regarding user availability, a proactive speaker can always let users
decide, in-situ, whether to engage in conversation. We also realize that the Earcon starter could be used in a
similar way to the utterance one, i.e., users answer “yes” to the ringing Earcon to acknowledge their willingness
to interact. Our results have already suggested that people do prefer the Earcon starter over the baseline; however,
as we want to make sure the number of experimental conditions is manageable, we have not implemented an
Earcon starter that accepts user acknowledgment. Considering conversation starters is an important factor that
determines user experience with proactive speakers, further studies can explore two directions for conversation
starters: (1) context-aware utterances [45] or personalized utterances [31], and (2) compare the Earcon starter
with the utterance starter that both require user consent.
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7.4.2 Proximity and Setting Affects User Response. Cha et al. conducted a study on proactive speakers in a
compromised “home” environment — all participants lived in the university dormitory [8]. Students have limited
living space and cannot engage in certain in-home activities such as cooking. Additionally, the dynamic and
complexity of family home life cannot be captured by merely monitoring two roommates in the dormitory.
To capture more realistic living experiences in our study, we have not controlled the living environment of
participants. However, due to the difficulty of conducting this in-the-wild study, our sample size is limited.
Consistent with results from prior studies [13, 47], we observe that the type of residence and the location of the
proactive speaker all have an impact on user responsiveness and their perceived in-situ availability. Additionally,
we also find that the prompted ESM surveys sometimes are answered by participants’ family members instead
despite our instructions. Future studies on proactive speakers should take three factors into considerations: (1) the
living environment, (2) the mobility of users, and (3) the co-presence of family members during interactions [47].
If possible, it is preferable to control participants’ living environment and nominate the location of the proactive
speakers (e.g., only put the speaker in the living room). As a smart speaker used in a home is generally shared
among all family members [24], one less intrusive and possible method to collect the occupancy data can be
counting how many devices are connected to the user’s home WiFi network.
7.4.3 Enhancing Self-report Reliability. Our findings suggest that boredom and mood have significant positive
correlations with the perceived availability, which are consistent with prior work on smartphone interruptibility [52, 54, 70]. However, we also find that there are individual differences in self-reported scales. For instance,
when it comes to self-reported activities, the data quality varies significantly. Some participants gave detailed
and informative answers, where others just gave unclear and ambiguous answers like “nothing”. This variation
in quality can introduce noises to analysis, and therefore we caution against fully relying on self-reported data to
model availability. Collecting more objective data can help improve the subjective data quality [14], for example,
by relying more on objectively perceived rather than self-reported behaviors. In addition, we picture that proactive
speakers can be part of a larger technology ecosystem and can be connected to a range of smart devices, such as
smartphones, smart watches, smart TVs [5]. Data from the environment and people’s cognition can be acquired
from those connected devices and shared with future proactive speakers to predict opportune moments. Future
studies should consider integrating smart speakers with other devices to collect more data about user behaviors
and cognitive contexts. Additionally, we would consider providing users with more tangible and meaningful
survey options. For instance,availability - 1 can be defined as being available for a 10-second interaction session
(this can be an opportune moment for delivering one-liner announcements), and availability - 5 can be defined
as being available for a 5-minute or longer interaction session (this can be a good time window for initiating
lengthy intervention sessions [56]).
7.4.4 Limitations in the Participant Pool. We conducted this study with 13 experienced smart speaker users aged
from 19 to 38 years old. Those participants are not representative of the broader population. Proactive speakers
are promising in assisting the life of older adults, such as giving them medication reminders or activity recommendations. Future studies can involve more senior participants and learn their preferences of the conversation
starter. Also, we did not recruit any novice smart speaker users. People who have purchased and used smart
speakers have already developed their mental model; therefore, they have habitual ways of interacting with smart
speakers. On the other hand, novice users may have different ways to communicate with proactive speakers.
Furthermore, previous studies have suggested that privacy concern is a major deterring factor for smart speaker
adoption [36]. Our participants are all experienced speaker users, and they are more likely to accept the concept
of proactive speakers than non-users (who may become novice users). We believe that future work that recruits
both experienced and novice users can provide interesting insights that our study cannot speak to. Finally, a
follow-up study that includes participants with different family sizes would provide a further understanding of
one’s interruptibility for proactive voice interactions at home.
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CONCLUSION

We present an in-the-wild ESM study using a Google Home-based proactive speaker with 13 participants for 3
weeks. Participants placed the speaker prototype in their homes and were asked to respond to the hourly voice
ESM prompts. For each week, participants received ESM prompts with a different conversation starter. Most
people are found to like the utterance starter for its interactivity, and the Earcon starter is also preferred by
participants who like the proactive speaker to perform more like a machine. Using the collected data, we build
general and individual machine learning models to predict user responsiveness. We show that user proximity
(inferred from RSSI) is the strongest indicator of responsiveness. Participants’ living conditions are also predictive
features of responsiveness. Furthermore, we analyze correlations between users’ perceived availability and
different contexts. We find that boredom and mood are significantly correlated to perceived availability in general,
and participants tend to be more available when they are doing entertainment tasks than studying or working.
Among three proposed conversation starters, participants are found to prefer the utterance one more. Our work
is one of the first to investigate the challenges of making smart speakers aware of people’s responsiveness and
availability in a realistic setting, as well as exploring user attitudes and preferences towards such devices. We hope
our work can shed light on the development of proactive speakers, and we call for further studies on in-home
user research that will make proactive services available in the near future.
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