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ABSTRACT
Major navigation companies have resorted to crowdsourcing
for obtaining traffic data to improve their services. In fact,
a new generation of navigation systems are emerging for the
sole purpose of connecting drivers on the road (Waze.com)
so that they benefit from each other. The focus of these
efforts is on real-time traffic estimation. While obtaining
real-time data is desirable and has great benefits, it is still
limited, given the potential of the detailed individual data
from drivers. For example, commuters in a city have valu-
able knowledge about their city as a result of their daily
commute over many years. Using drivers as mere traffic
sensors and aggregating their data desposes off any human
knowledge that exists in their choices. In this work, we
demonstrate a social navigation system that can help drivers
avoid road incidents using expert advice in real-time with-
out explicitly consulting drivers but through an automated
system built on top of a location-based social network. In
our system, we do not aggregate data from individual users
and we instead outsource the task of finding a route that
best avoids incidents by looking up drivers’ old choices.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications
Spatial databases and GIS

General Terms
Algorithms, Design

Keywords
Location-based Social Networks, Location-based Services,
Traffic Management, Spatial Databases

1. INTRODUCTION
In recent years we have witnessed the rise of a new gener-

ation of navigation systems that connect people on the road
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to help them avoid problems in real-time. Being connected
on the road means that we can benefit from the experience of
other drivers as well. This can help us make better routing
decisions as we move. Waze.com is one of the new genera-
tion of social navigation system that started four years ago.
Today, Waze has an estimated user base of 55 million users
worldwide, and in 2013 Waze.com was acquired by Google.

Social navigation systems are using crowdsourcing for real-
time traffic estimation. With better traffic estimates, navi-
gation systems can give better route directions to help users
avoid traffic. However, despite the crowdsourcing efforts,
there is evidence that routes recommended by these naviga-
tion services are not good enough for local drivers. A re-
cent study conducted by [1] compares routes recommended
by Google Maps with routes that are popular among local
drivers. The study concludes that drivers prefer routes that
differ largely from routes recommended by Google Maps.
Local drivers use the road network on a daily basis and
usually visit close by destinations. Therefore, drivers learn
and build valuable knowledge about the road network and
its traffic patterns. However, using drivers as mere traffic
sensors and aggregating their data disposes off any human
knowledge that exists in their actions.

The knowledge of local drivers can be used to improve nav-
igation services. One area that can benefit from the knowl-
edge of local drivers is how to better avoid traffic events.
When navigation services route users based on current traffic
conditions, they do this without any background knowledge
about the event impact on the area. A congestion is usually
caused by unexpected traffic events such as accidents. These
kind of incidents do not occur often but they do occur fre-
quently enough to cause problems in traffic. Routing based
on current traffic conditions only without any background
knowledge about the incident and, the area will risk lead-
ing the user to unexpected further congestion. On the other
hand, local drivers and commuters are generally well aware
of implications caused by such traffic events on their city.

To illustrate our case let us examine the scenario in Fig-
ure 1. Figure 1(a) shows two drivers Alice (A) and Bob (B)
who are trying to avoid an incident (indicated by the caution
mark). Bob is using a state of the art navigation system,
and the system advised him to take the dotted path to avoid
the incident. However, by the time Bob reaches the inter-
section adjacent to the incident, he will end up getting stuck
in traffic caused by the follow on effects of the incident on
the neighbourhood as shown in Figure 1(b). On the other
hand, Alice being a local driver knows that incidents on this
road usually propagate to adjacent roads and decide to take



an earlier detour to follow the dashed path and avoid the
incident successfully as shown in Figure 1(b).

(a) Two drivers Alice (A) and Bob (B) planning to avoid an
incident (caution mark). Bob will follow the dotted path as sug-
gested by a state of the art navigation system. Alice is familiar
with the area and aware that incidents at this location spread to
adjacent roads quickly so she decides to take the dashed route

(b) Traffic propagate to adjacent routes and Bob is caught in
traffic
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Figure 1: Local drivers can find better routes to
avoid road incidents

As demonstrated in the example, expert drivers could use
knowledge about their local area and they can find routes
to avoid problems better than routing algorithms due to
this knowledge. With proper local knowledge, we can also
successfully divert other drivers who are not close to the
incident.

In this paper, we demonstrate a system that uses the
knowledge of local drivers to better avoid events. What
distinguishes our approach from other navigation systems
is that we take a data management approach and focus on
preparing and indexing the solutions provided by drivers in
a location based social network to be quickly and efficiently
found for future searches. We outsource the task of finding
the best alternative route to avoid an incident to drivers who
have domain knowledge and are better than computers at
solving complex navigation problems. We use past similar
events and solutions to augment a user’s path, and for this
purpose we do not aggregate past user data but we index it
for future retrieval. This framework will also enable us in
the future to provide personlised routing advice. For exam-
ple, we do not want to give a novice driver a path that is
usually taken by taxi drivers. Since we are evaluating tra-
jectories individually, we can give more priority to solutions
that come from drivers who match the profile (or behaviour)
of the user by including a similarity measure between the
user and trajectory owners in the evaluation process.

Recently, [4] have also illustrated the implication of rout-

ing users to avoid incidents without any background knowl-
edge. The authors have proposed a system called ClearPath
that uses a historical dataset to predicts the spatio-temporal
impact of a given incident. However, ClearPath does not
connect users in a location based social network and the
prediction is still based on aggregated traffic data that is
collected from street sensors. Also, ClearPath alternative
route advice is calculated using routing algorithms and it
does not directly include expert knowledge.

Furthermore, the work on capturing the knowledge of ex-
pert drivers was also recently investigated by [5]. The au-
thors proposed CrowdPlanner: a crowd-based route recom-
mendation platform. CrowdPlanner explicitly asks human
workers to evaluate a set of candidate routes and select the
best one. Thus, CrowdPlanner has three challenges. First,
it requires explicit efforts from other human workers who
may be in traffic themselves. Second, the contribution of
human workers is limited by a candidate set offered by an
automated system. In other words, the recommendations
originate from the system. Third, the candidate set is gen-
erated using frequent or popular route mining algorithms [2,
3, 1]. Popular route mining algorithms are used for discover-
ing routes that are frequently used by people. These routes
are beneficial to inexperienced drivers who want to travel in
unfamiliar areas. However, they are not suitable for avoid-
ing traffic events and they may lead to congestion which is
not desirable for local drivers.

The main idea in our approach is that we can learn how
to avoid traffic events that are happening now by observ-
ing the actions of drivers around similar events in the past.
Therefore, our approach uses two kinds of historical dataset:
trajectory and traffic events. We envision a location-based
social network for drivers where they can join and contribute
their data in exchange for routing services. The system
record drivers data and add it to the historical database
of trajectories. In this paper, we focus on how we combine
the trajectory and the traffic event database to find alter-
native routes. We perform this in two major stages. First,
incident matching and estimation, where we find similar in-
cidents from the past and estimate the incident impact from
this candidate set of similar incidents. Second stage is find-
ing a solution for the incident from historical trajectories.
The next section will present an overview of the system and
discuss these two stages in more detail.

2. SYSTEM OVERVIEW
We propose a client-server system where the client is an

application that can run on a modern mobile phone. Us-
ing the client, the user can ask for directions specifying the
source and destination. The server processes the request
and returns a route. Thus, our system is not different from
a classical navigation systems from usage point of view.

Our system is composed of a logic controller component
and three main modules: Incident Manager, Solution Finder
and Traditional Routing Unit. The Logic Controller (LC)
receives user requests and manages the overall workflow of
the system. The Incident Manager (IM) module is respon-
sible for finding similar events and estimating their impact.
The Solution Finder (SF) module is responsible for find-
ing a route that avoids an incident from past trajectories.
Traditional Routing (TR) module uses traditional routing
techniques to find an initial route.

Logic Controller: This component acts as the first en-
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Figure 2: System Overview

try point to the system. It receives requests from users and
dispatches them to the appropriate module. When a user
send a request, the logic controller will first ask the Tradi-
tional Routing unit to generate a path from the source to
destination. Then, it will ask the Incident Manager if there
is any known incidents along the path. When there is an
incident the Incident Manager will provide an estimated im-
pact of the incident. Then, the logic controller will supply
the path and the estimated incident to the solution finder in
order to change the path to avoid the incident. Finally, the
logic controller will return the augmented route to the user.

Traditional Routing Unit: This module uses tradi-
tional routing algorithms to find an initial path to a given
destination. We are currently using an implementation that
depends on OpenStreetMaps.

Incident Manager: This module maintains the state of
active incidents in the system. Also, it is responsible for
answering queries about past and current incidents. It has
three main tasks: Incident Monitoring, Incident Matching
and Impact Estimation.

Solution Finder: This module is responsible for find-
ing a way to avoid an incident using trajectories, given the
incident information from the IC module.

In the following two subsections, we will focus on the core
functionality of our system: incident estimation and solution
finding.

2.1 Incident Estimation
In incident estimation, we attempt to estimate the spatial

and temporal impact of a given incident using a historical
dataset. The aim is to define spatial and temporal search
boundaries to reduce the search space when we need to re-
trieve trajectories for finding solutions. Therefore, we are
interested at estimating the area of impact as two dimen-
sional spatial object and the lifetime of an incident as time
range. To estimate the impact of an incident, we follow two
steps: (1) Incident matching and (2) Impact estimation. In
incident matching, we search the historical database for sim-
ilar incidents. For this purpose, we use a multi-dimensional
hash index on basic incidents attributes like location, time
and incident type. After this, we obtain a set of similar
incidents and we use the impact estimator to estimate the
impact area. Currently, the impact estimator return a fixed

range and we plan to develop this further where incident
effects are estimated as function of time.

2.2 Solution Finding
In finding a solution, we search the historical trajectory

database to find a route that starts from user current lo-
cation to destination and avoids the incident. We perform
this in three steps: (1) Find relevant trajectories, (2) Gen-
erate solutions from relevant trajectories, (3) Evaluate the
generated solution.

First, we retrieve all relevant trajectories. Relevant tra-
jectories are trajectories that fall under the space and time
boundaries defined by the incident estimation stage. Then,
using the set of relevant trajectories, we generate all pos-
sible solutions that can take user from current position to
the destination. There are four type of trajectories at this
stage. Trajectories that intersect with user path before and
after the incident location. Trajectories that only intersect
with user path before the incident. Trajectories that only
intersect with user path after the incident. Finally, trajec-
tories that do not intersect with the user path. For now, we
only consider trajectories that are a complete solution. A
complete solution is a trajectory that comes from a single
driver and connect the user location with his path again.

Once we obtain complete solutions, we evaluate and rank
them based on a cost function. Since we are interested in
finding solutions that can avoid the incident and take the
user to his destination faster, we rank solutions based on
travel time from old data. However, this cost function can
also model user preferences and other factors, like road com-
plexity, number of intersections or traffic lights and type of
driver. Finally, we select the top route and provide it to the
user.

3. DEMONSTRATION SCENARIO
The demo of our system has the classical look and feel

of navigation systems. Users can interact with the demo
through two main functionality: (1) View active incidents,
where users can view current active incidents and their es-
timated impact. (2) Finding alternative routes, where users
can get route recommendations on how to avoid an incident.
Figure 3 shows three snapshots of the demo. Initially, the
demo will present all active incidents in a map for the user.



(a) Current or active traffic events
represented as red circles in the
map

(b) User can select source (A) and
destination (B) to obtain direc-
tions.

(c) The shortest path and an alter-
native path taken by a driver from
the past

Figure 3: Snapshots of the Demonstration Interface

An incident is annotated on the map as a red circle and the
incident impact as a red halo ring around it as shown in
Figure 3(a). The user can click on an incident to view its
details. To get directions on how to avoid an incident, the
user need to add source and destination points by clicking
on the map as shown in Figure 3(b). Once the user specify
his source and destination points, the client will query the
system and provide two paths: a shortest path and an al-
ternative path retrieved from past trajectories. The shortest
path will be presented as a solid gray line and the alternative
path as blue dashed line Figure 3(c).

4. FUTURE WORK
Currently, the demonstration presents our approach using

a baseline solution that is implemented using basic compo-
nents. We plan to improve our work and in particular the
quality of the generated solutions.

Performance: The presented baseline solution will not
scale efficiently. This is due to the fact that the system
handles each user request separately and query the database
for each request. This has the benefit of not querying the
database with each request.

Incident Matching: Currently the matching of events is
based on basic attributes. In the future we will include more
attributes and plan to provide a better similarity function
that takes into account the time varying nature of incidents.

Impact Estimation: The impact of incidents has a time
varying effect on the incident location and its neighbour-
hood. We plan to use a traffic model derived from trajecto-
ries to obtain a better model of the incident evolution. We
will use this representation to better understand the spatial
boundaries of incidents over time. Also, we will use it to ex-
tract incident features that can be used to improve similarity
and matching.

Finding Solutions: Currently our way for finding a path
that avoids incidents considers trajectories that give a com-
plete solutions. We will consider handling the case where
there is no complete solution in the relevant trajectory set.
This can be achieved by connecting partial trajectories to
generate a complete solution. Furthermore, we will extend
the solution evaluation process to add personalisation by in-
cluding similarity between the user and trajectory owners.
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