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Abstract. Users of online job search tools interact with result pages
in three different ways: via impressions, via clicks, and via applications.
We investigate the relationship between these three kinds of interaction
using logs provided by Seek.com, an Australian-based job search service.
Our focus is on understanding the extent to which the three interaction
types can be used to predict each other. In particular we examine models
for inferring impressions from clicks, thereby providing system designers
with new options for evaluating search result pages.

1 Introduction

Good search engine design requires that the list of documents generated in re-
sponse to a query be presented to users in a way that allows them to efficiently
identify material of interest. In the context of online job search, a results page
is a list of job summaries; and a user might proceed in any of a variety of ways,
such as examining many summaries before clicking on any of them; or clicking
on each summary in turn; or abandoning the search and issuing a new query.
Modeling of these interaction patterns is a key element towards good design.

Each chronology of user decisions can be represented as an action sequence,
the ordered series of activities performed by a particular user interacting with
a ranked list of results, defined as A = 〈(a1, r1), (a2, r2), (a3, r3) . . . 〉, where
(at, rt) is an action comprised of two elements: the type of action, at, and the
rank position at which the action took place, rt ≥ 1. The interaction logs used
in this work were provided by the Australasian job search site Seek.com, and
contain three types of action. An impression, at = “I”, is defined by Seek.com
to have occurred when a job summary is fully visible on screen for at least 0.5
seconds. While an impression is an imprecise measurement, the overall collection
of impressions is nevertheless a valuable resource for exploring and understanding
user behavior. A click, at = “C”, is recorded when the user selects a particular
summary and loads the corresponding job details page. An application, at = “A”,
occurs when the user clicks the “apply” button in the job details page, before
they actually fill out and submit the job application (akin to the “purchase” click
in online shopping). This action is a good signal for relevance. For example, one
action sequence excerpted from the Seek.com interaction logs commences with:

(“I”, 1), (“I”, 2), (“I”, 3), (“I”, 4), (“I”, 5), (“C”, 4), (“A”, 4), (“I”, 5), . . .
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Fig. 1: An action sequence as a combination of three sub-sequences.

where the user is presumed to have examined the summaries at ranks 1 through
5, then clicked on the summary at rank 4, then started an application for that
position, then viewed the summary at rank 5 again. Each action sequence can
also be regarded as being the interleaving of three component sequences, as
illustrated in Figure 1.

Examination of a collection of action sequences may provide an understand-
ing of how each of the actions relate to each other. In particular, it is desirable
to be able to infer the sequence of impressions from a sequence of clicks, since
the latter is almost always observable, and the former may not be. For exam-
ple, some interaction logs only contain clicks, and some browsers may obscure
impressions. Figure 2 illustrates this possibility. In the absence of impressions,
previous analysis has typically employed clicks to infer which documents in the
SERP the user has inspected [1, 2, 11], on the assumption that the last click
represented the last impression. But that assumption lacks supporting evidence.
Zhang et al. [17] propose a method to extrapolate user impressions beyond that
last click, but did not have access to resources that would have allowed their
method to be validated.

Here we develop models for approximating impressions using click informa-
tion. We first identify predictable patterns in regard to the three elements, im-
pression, click, and application, and use them to infer impressions from clicks. We
then evaluate this approach relative to hypothesized characteristics of user be-
havior, including conditional continuation probabilities [8, 9], seeking consistency
between the inferred characteristics and those derived from the real impression
information. Our results show that there are two key factors that have consider-

1 4 6 1 2 3 4 5 6 7 8 9 10 11 12 13 14 ...

Click sequence Inferred impression

Fig. 2: Click information as a predictor of impressions.
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able bearing: the deepest click rank; and the number of distinct clicked results.
The value of the resultant methodology is that it can be employed to compute
parameters for user models such as RBP [8] and INSQ [9].

2 Related Work

The most relevant prior work is that of Zhang et al. [17], who proposed a model to
predict which documents in the ranking had been inspected by users. Their ap-
proach, which infers impressions based on clicks, was used to identify parameters
for weighted-precision metrics that empirically matched predicted user behavior.
Zhang et al.’s work used MSN query logs containing 12 million clicks, but no other
information such as mouse-hover or eye-tracking records; an absence that meant
it was not possible for them to validate their impression model.

Other work on search behavior is also pertinent. White and Drucker [14]
study the variability of user’s search behavior when interacting with results
pages, using a collection of search trails from major commercial search engines,
in which each trail represents an interaction graph that begins with a query sub-
mission and ends once the user has completed their search task. Their findings
suggested two types of users: navigators who tend to solve problems sequen-
tially, and explorers who tend to pose many queries and visit many pages at the
same time [14]. Klöckner et al. [6] used eye-tracking experiments to investigate
how rankings are scanned. They found that the majority of users employed a
depth-first strategy, progressing down the ranking from top to bottom and de-
ciding sequentially whether or not to click to open the linked document. Cutrell
and Guan [3] also used eye-fixation data, but to study how the presentation
of search results affects the behavior of users. One of their findings that may
have implication for our work is that before the user clicked on a result, they
viewed almost all results before it, and only a few results beyond it. They also
confirmed the “top-to-bottom” reading behavior that previously had been inves-
tigated by Joachims et al. [5]. Thomas et al. [13] also used eye-tracking; they
concluded that users follow a “two steps forward, one step back” approach to
viewing result pages, with backward steps almost as common as forwards ones.

Two recent investigations have explored the behavior of online job seekers:
Spina et al. [12] study interaction logs from an online job site to investigate the
characteristics of job seekers in terms of click-through and query submission;
and Mansouri et al. [7] select job-related queries from among millions of Web
queries, and study several aspects such as query formulation and job search
intensity across the week. There have also been studies on e-commerce search
logs. Parikh and Sundaresan [10] analyze around 115 million eBay queries and
suggest that the frequency distribution of distinct queries follows a power-law
distribution. Hasan et al. [4] extended that same investigation. A notable finding
is that query frequency, a measure of query popularity, positively correlates with
the number of retrieved results in eBay, showing a balance between supply and
demand.



4 Alfan Farizki Wicaksono, Alistair Moffat, and Justin Zobel

3 Predictable Patterns

Our dataset is a representative sample of user interaction logs from Seek.com, a
job search site servicing a large English-language market [15]. Action sequences
for two distinct modalities were employed: online job search using a mobile-
based Android/iOS application, in which search engine results pages have no
pagination and continuous scrolling; and job search using a desktop-based web
browser, in which results pages are paginated, each containing 20 results. We
used a total of 20,000 action sequences in response to Android/iOS queries, and
the same number for browser queries.

Impressions as a prelude to clicks and applications. As an initial sum-
mary of user behavior, the left graph in Figure 3 shows the mean number of
distinct impressions below, and also beyond, each of the click actions, through
until the time of that particular click. For each value of rt the graph bars showing
below and beyond are offset from the marked value of rt matched on the vertical
scale, to create a visual representation of overall viewing activities. While users
typically examined almost all of the job summaries before and including rank rt

in the lead up to any click action at rank rt, they were also consistently recorded
as viewing a number of results beyond that rank prior to the click, reinforcing
the “two steps forward, one step back” observation already noted. For example,
prior to click actions at rank 5, on average a browser user inspected 4.9 results at
ranks 1 to 5, and 2.6 results at ranks 6 and deeper. Comparing the Android/iOS
users and browser users, it also seems that browser users examine a broader
range of job summaries before each click than the Android/iOS users. The right
graph in Figure 3 depicts similar analysis, but now pivoting on applications in-
stead of clicks. In most of the conditions the vertical bars are longer, suggesting
that active job seekers inspected the SERP more deeply before returning to
summaries they had already viewed in order to make an application. Overall,
the fact that the positional distribution of impressions across all clicked ranks
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Fig. 3: Mean number of distinct ranks examined prior to and including rank rt,
and beyond rank rt, as bars above and below the marked reference point rt

indicating the rank position of a subsequent click or application action. On the
left, the data is stratified by the ranks rt at which clicks occurred; on the right
the data is stratified by the ranks rt at which applications occurred.
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rt
Android/iOS Browser

before beyond before beyond

1 1.00 0.10 1.00 0.13
2 1.25 0.02 1.16 0.06
3 1.47 0.17 1.10 0.24
4 1.53 0.09 1.27 0.27
5 1.76 0.02 1.52 0.17

Table 1: Mean number of distinct ranks clicked up to and including rank rt, and
beyond rank rt, stratified by the ranks rt at which applications occurred.

Deepest click 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Android/iOS 3.7 5.0 4.7 5.3 6.7 5.8 6.3 6.9 6.8 7.5 6.7 6.7 8.4 7.6 9.3
Browser 3.7 4.9 5.5 5.3 4.9 5.9 5.2 6.3 6.6 4.8 6.7 7.0 5.5 6.9 6.8

Table 2: Mean number of distinct summaries that were examined beyond the
deepest click rank, stratified by the ranking position of the deepest click.

follows a similar pattern suggests that it should be possible to infer impressions
from click information; and that the additional signal provided by application
actions may strengthen that relationship.

Clicks as a prelude to applications. Table 1 shows the mean number of dis-
tinct ranks prior to and beyond rank rt that were clicked before a job application
took place at rank rt, adopting the same measurement methodology as used for
Figure 3. The most predictable pattern is that (unsurprisingly) an application
action at some rank rt is always preceded by a click action at depth rt. However,
a click action is not necessarily followed by a job application action in either
the short or long term, and additional click actions at ranks both shallower and
deeper than rt may occur before the application at rt is pursued.

Impressions beyond the deepest click. Table 2 shows the mean number
of distinct job summaries that were examined beyond the deepest click rank
observed in each action sequence. Users typically examined multiple job sum-
maries beyond even the deepest observed click; moreover, as the rank of the
deepest click increases, the mean number of distinct summaries viewed beyond
the deepest click rank also increases. This suggests that the deepest impression
rank could be predicted using the deepest click rank; and that this correction
should also be adaptive to the rank position of the deepest click [17].

Clicks versus impressions In recent work Wicaksono and Moffat [16] con-
sider three methods denoted “L”, “M”, and “G” for inferring an approximation
for C(i), the conditional continuation probability [1, 9] of the user viewing the
summary at rank i + 1, given that they have viewed the summary at rank i.
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Fig. 4: Observed conditional continuation probability, Ĉ(i), across twenty results
per query, estimated from impressions (left column) and clicks (right column).
The top row is for Android/iOS users, and the lower row for browser users.

Model Impression Click

Android/iOS browser Android/iOS browser

RBP φ = 0.85 φ = 0.75 φ = 0.42 φ = 0.33
INSQ T = 4.0 T = 1.9 T = 1.4× 10−13 T = 2.3× 10−9

Table 3: Best fit parameters for RBP and INSQ across the first twenty results,
computed using clicks and impressions. The click-based results suggest strongly
top-weighted behavior; the impression-based parameters are more plausible.

They compute an empirical value Ĉ(i) based on observed interactions; we apply
that same process here, and also using clicks instead of impressions, considering
only the first twenty results (the first page for browser-based users), and using
micro-averaging across contributions (the latter because clicks are top-heavy and
much sparser than impressions).

Figure 4 shows the resulting empirical conditional continuation probabilities
Ĉ(i), and compares them with two reference curves, those for SDCG and INSQ [9].
Continuation probabilities estimated using clicks are markedly different to those
derived from impressions. Table 3 then compares the best-fit parameters for the
metrics RBP and INSQ, also computed using clicks and impressions. Compared
to impressions, the use of clicks results in underestimation of the persistence
parameter φ (used in RBP) and volume of relevance parameter T (used in INSQ),
suggesting that clicks are not a direct surrogate for impressions. Thomas et al.
[13] make a similar observation, based on eye-tracking experiments. However,
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Fig. 5: Distribution of diff , the difference between the rank of the deepest click
and the rank of the deepest impression. If diff = 0 the two occurred at the same
rank in the SERP.

we argue that impressions can nevertheless be inferred from clicks, and develop
that theme in the next section.

4 Predicting Impression Distributions

This section describes ways that patterns of impressions can be modeled.

Regression-based prediction. A simple option is to build on these three
assumptions:

1. the user reads summaries from top to bottom of the ranking; and
2. inspects all summaries at ranks 1 to n if the one at rank n is clicked; and
3. may also inspect summaries deeper than rank n before or after clicking at

rank n.

The first of these assumptions is supported by previous experiments [3, 5, 15];
and the Seek.com interaction logs provide empirical support for the other two [15],
including the behavior depicted in Figure 3.

Figure 5 provides further evidence in support of the second assumption. It
shows the distribution of the difference between the deepest click rank and the
deepest impression rank across all queries (denoted diff ), through to rank 15.
When no clicks occurred the deepest click rank was set to zero. The difference is
always greater than or equal to zero, since the set of clicks is subset of the set of
impressions. Browser (Android/iOS) users inspected one or more job summaries
beyond the deepest click rank 97.0% (86.3%) of the time; and the expected
number of summaries inspected beyond the deepest click rank is 6.5 (8.0).

We then analyzed the contributions of two click-related characteristics to the
difference diff between the deepest click rank and the deepest impression rank.
These characteristics were the rank position of the deepest click (denoted dc),
and the number of distinct items clicked (denoted nc), the two factors used by
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Factor Android/iOS Browser

coef p coef p

intercept w0 = 6.06 0.000 w0 = 4.70 0.000
deepest click rank w1 = 0.19 0.000 w1 = 0.17 0.000
number of clicks w2 = −0.88 0.000 w2 = −0.15 0.235

Table 4: Linear regression quantifying the effect that the deepest click rank and
the number of clicks have on the numeric difference between the deepest click
rank and the deepest impression rank.

Zhang et al. [17]. Linear regression was employed to find the best coefficients
(wi) for the linear combination:

diff = f(dc,nc; w) = w0 + w1 · dc + w2 · nc .

Table 4 shows those best-fit values. With other factors held equal, diff tends
to increase with dc (w1 > 0) and decrease with nc (w2 < 0), with generally
small p values indicating a high degree of confidence in the direction of those
relationships. Note that the zero-click case (that is, dc = 0) was excluded in
this regression analysis since dc = 0 indicates a different type of interaction and
may be an amalgam of many behavioral patterns. The coefficients presented in
Table 4 support the third of the assumptions given above.

Figure 5 already showed the distribution of P̂ (diff = n) for 0 ≤ n ≤ 15.
Assuming that the user sequentially inspects the summaries from top to bottom,
the cumulative distribution P (diff ≥ n) is the fraction of times that the user
reads all summaries from rank DC (u, q) to DC (u, q) + n, where DC (u, q) is the
deepest click rank observed for user u after posing query q (zero if no clicks
were observed). Let P (imp = i | u, q) be the probability that user u records an
impression action at rank i for query q. Based on the three listed assumptions,
a general framework is given by:

P (imp = i | u, q) =
{

1 i ≤ DC (u, q) ,
P̂ (diff ≥ (i−DC (u, q)) | u) otherwise . (1)

If we also assume that all users have the same behavior in regard to diff , then
P̂ (diff ≥ n | u) = P̂ (diff ≥ n). Thus, the problem is to approximate P̂ (diff ≥ n).

Model 1. We build a heuristic approach by approximating P̂ (diff ≥ n) with
a mathematical function that has a “similar behavior” to it, and then use the
impression and click logs to select parameters. Figure 6 depicts the P̂ (diff ≥
n) observed from the Seek.com interaction logs, aggregated over all users and
queries, and suggests that an exponential decay function be considered as a
proxy. Hence, we define

P̂ (diff ≥ n) = e−n/K , (2)
where K > 0 is a parameter that controls the decay rate. Computing best-fit
values for the Seek.com logs then yields Kandroid = 7.05 and Kbrowser = 6.27.
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Fig. 6: P̂ (diff ≥ n) observed from the Seek.com interaction logs.

Model 2. Table 4 suggests that diff is sensitive to two factors, the deepest click
rank dc, and the number of distinct clicked items, nc. After defining K as a
response to dc and nc, we obtain:

Kandroid = 5.30 + 0.29 · dc − 1.10 · nc , and
Kbrowser = 3.72 + 0.19 · dc + 0.54 · nc .

Impression Model 2 then defines P̂ (diff ≥ n) as

P̂ (diff ≥ n) = e−n/g(K) ,

where g(x) = ln(1 + ex) is a “softplus” function that maps x to zero as x goes
to −∞, while approximately preserving the value of x when x > 0.

The ZPM impression model. Zhang et al. [17] propose the use of the click
gap distribution of a user, P (gap = n | u, q), that is, the probability that the
user u views n consecutive documents without any click after posing query q.
The ZPM impression model is then defined as:

P (imp = i | u, q) =
{

1 when i ≤ DC (u, q)
P (gap ≥ (i−DC (u, q)) | u) otherwise , (3)

where P (gap ≥ n | u) is determined by averaging P (gap ≥ n | u, q) across all
queries issued by user u; and the overall impression model for a single user,
P (imp = i | u), is computed by averaging impression model P (imp = i | u, q)
across all queries. Zhang et al. also address the question of smoothing for P (gap ≥
n | u), needed because the clicks observed from a single user are usually sparse:

P (gap ≥ n | u) = αuP (gap ≥ n | u) + (1− αu)P (gap ≥ n), (4)

where P (gap ≥ n) is the global click gap distribution across all users, and αu is
the smoothing parameter for user u, computed via:

αu = CT (u)
CT (u) + µ

. (5)

In this expression, CT (u) is the number of clicks observed from user u, and µ is
an empirical constant.
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Inferring C(i) from impression models. Wicaksono and Moffat [16] propose
three heuristics for computing empirical estimates of C(i) given sequences of im-
pressions, but require access to the impression sequences in order to do so. In the
absence of impression information (the situation assumed here), we propose an
alternative approach to estimate C(i), starting with the click sequences instead,
and using the impression models. Let N(i, u, q) and D(i, u, q) respectively be
the nominal numerator and nominal denominator for user u and query q that
contribute to the conditional continuation probability at rank i,

N(i, u, q) = P (imp = i+ 1 | u, q) and D(i, u, q) = P (imp = i | u, q) ;

and assume that the overall estimate is generated by micro-averaging across
users and queries:

Ĉ(i) =
∑

u∈U

∑
q∈Q(u) N(i, u, q)∑

u∈U

∑
q∈Q(u) D(i, u, q) , (6)

where U is a set of users and Q(u) is a set of queries from user u in the interaction
logs. For example, suppose we have three queries q1, q2, and q3 recorded from
an Android/iOS user; and the deepest click ranks are 1, 7, and 8, respectively.
Using Model 1, the first ten values of P (imp = i | u, q) are:

P (imp = i | u, q1) = 〈1.00, 0.87, 0.75, 0.65, 0.56, 0.48, 0.42, 0.36, 0.31, 0.27〉 ,
P (imp = i | u, q2) = 〈1.00, 1.00, 1.00, 1.00, 1.00, 1.00, 1.00, 0.87, 0.75, 0.65〉 ,
P (imp = i | u, q3) = 〈1.00, 1.00, 1.00, 1.00, 1.00, 1.00, 1.00, 1.00, 0.87, 0.75〉 .

Based on these, estimated values Ĉ(i) for i = 2 and i = 9 are:

Ĉ(2) = 0.75 + 1.00 + 1.00
0.87 + 1.00 + 1.00 = 0.96 Ĉ(9) = 0.27 + 0.65 + 0.75

0.31 + 0.75 + 0.87 = 0.87 .

Validating impression models. The impression models were evaluated on
held-out dataset that contains 100,103 action sequences from Android/iOS-based
queries. The continuous scrolling in the Android/iOS-based interface means that
these action sequences do not have page boundary effects that arise when results
are paginated, see the left-hand pair of graphs in Figure 4. We use these held-out
action sequences as a test set for measuring the quality of impression predictions
in two different ways – via fit against estimated conditional continuation proba-
bility, Ĉ(i); and as a probability weighting vector W (i) resulting from the use of
C(i) as a weighted-precision effectiveness metric [1, 9]. The latter is, of course,
why we are interested in impression distributions in the first place.

Continuation probability. We compare the Ĉ(i) values estimated using im-
pression models, with parameters developed using the original query sets and
then applied to the clicks in the held-out action sequences, against the corre-
sponding “true” Ĉ(i) values derived from the impressions present in the held-
out action sequences. Figure 7 does this visually, showing the different estimates
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Ĉ(i), Model 2
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Fig. 7: Observed conditional continuation probability, Ĉ(i), across the first 50 re-
sults for each query, estimated using impression models derived from the original
queries applied to the click sequences of the held-out queries; and, as a reference
point, the true impression sequences of the held-out action sequences.

Model WMSE (top-10) WMSE (top-50)

Clicks 172.0× 10−3 166.8× 10−3

ZPM (µ = 5) 6.7× 10−3 4.2× 10−3

ZPM (µ = 50) 4.2× 10−3 2.7× 10−3

Model 1 4.4× 10−3 2.6× 10−3

Model 2 2.1× 10−3 1.3× 10−3

Table 5: Weighted-by-frequency mean squared error (WMSE) between the ob-
served Ĉ(i) values and the Ĉ(i) values estimated using impression models, mea-
sured used the held-out action sequences. Lower numbers are better. Model 2 sig-
nificantly outperformed the other models (Wilcoxon signed-rank test, p < 0.01).

of Ĉ(i) for 1 ≤ i ≤ 50, and Table 5 provides details by reporting weighted-
by-frequency mean squared error (WMSE) differences between the “true” Ĉ(i)
values and four different estimation mechanisms tuned using the original action
sequences. Model 2 performs well compared to the other options and provides
a superior way of inferring user behavior based of the two common factors of
deepest click rank, dc, and the number of distinct items clicked, nc.

Impression distribution. Recall that W (i) is the weight associated with the
i th item in the SERP in terms of a weighted-precision effectiveness metric, and
is a direct estimate of the probability of the user viewing the i th summary in
the ranking and thereby generating an impression. In a weighted-precision met-
ric these weights W (i) are non-increasing, with W (i) ≥W (i+ 1), which implies
that the probability of viewing the documents at a deep rank is less than the
probability of viewing a document at a shallow rank. We employ KL-divergence
to measure the difference between pairs of probability distributions, again com-
paring the output of the four impression models (tuned on the original action
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P KL(P || I) (top-10) KL(P || I) (top-50)

Click distribution 4.62× 10−2 8.87× 10−2

ZPM (µ = 5) 0.71× 10−2 4.14× 10−2

ZPM (µ = 50) 0.40× 10−2 3.24× 10−2

Model 1 0.22× 10−2 4.03× 10−2

Model 2 0.29× 10−2 4.54× 10−2

Table 6: KL-divergence scores assessing Ŵ (i) estimated using impression models
P , and the reference distribution I, with Ŵ (i) estimated using held-out impres-
sion sequences across 10 and 50 items in each ranking. Lower numbers are better.

sequences, and then applied to the held-out click sequences) with the “true”
weights derived from the held-out impression sequences. Note that the opera-
tional definition of the distribution is the total observed numbers of impressions
(or clicks) per rank position, normalized by the total number of impressions (or
clicks) overall. Table 6 shows the resultant values when computed across the first
10 and 50 items in each SERP. Under this alternative evaluation process Model 1
outperforms Model 2, and, for the depth 50 evaluation, the ZPM methods also
outperform Model 2. Nevertheless, all of the impression models yield outcomes
that are better than those provided by the click distribution in all of the four
evaluations. Determining which of WMSE or KL-divergence is the more useful
“nearness” criteria (or whether there is a third assessment approach that might
be applied) is an area for future work.

5 Conclusion

We have examined the patterns of clicks and impressions in rich interaction logs
derived from a job search service, and confirmed that before making each of
their clicks (say, at rank i) users have usually inspected the great majority of job
summaries ranked at positions ahead of i, plus several summaries beyond rank i.
Based on these findings, we developed an impression model that infers which
documents in the ranking are likely to have been examined by the user, based on
the observed click sequence, thereby allowing estimation of parameters for user
models such as RBP and INSQ from such logs. Our study also confirmed that the
deepest click rank and the number of distinct clicked items are key factors in
terms of predicting how many additional job summaries the user viewed beyond
their deepest click action.
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