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Abstract—This is Part II of a two-part paper that explores the
fundamental limitations on energy consumption in optical commu-
nications. Part I covers energy consumption in optical transport.
Part II explores the lower bound on energy consumption in optical
switches and networks, analyzes the energy performance of a range
of switching devices, and presents quantitative models of the lower
bounds on energy consumption in these devices. These models are
incorporated into a simple model of a global switched network and
the lower bound on total network energy consumption is estimated.
We compare the results of this bottom-up calculation of the lower
bound on network energy with a previous top-down analysis of
overall network energy consumption based on real-world data for
state-of-the art equipment and “business-as-usual” forward pro-
jections. The present analysis confirms a previous finding in that
in a global scale network, the energy consumption of the switching
infrastructure is larger than the energy consumption of the trans-
port infrastructure. We find that the theoretical lower bounds on
transport energy identified in Part I and the switching energy in
this paper are more than three orders of magnitude lower than
predicted by a “business-as-usual” analysis. In this paper, we ex-
plore how the gap between the theoretical lower bounds on energy
consumption and current trends in network energy efficiency can
be closed. We argue that future research needs to focus on im-
proving the energy efficiency of switching and on devising methods
to reduce the quantity of switching infrastructure in the network.
Further key strategies for reducing network energy consumption
include developing of low-energy transport technologies, reducing
the energy overheads associated with peripheral functions that are
not central to the transport and switching of data, and reducing
the energy consumption of the access network.

Index Terms—Energy consumption, lightwave systems, optical
networks, optical switching.

I. INTRODUCTION

THIS PAPER is Part II of an exploration of the fundamental
limits on energy consumption in optical communications

systems and networks. In Part I [1], we analyzed the lower bound
on energy consumption in optically amplified transport systems.
We showed how the lower bound on energy consumption in op-
tically amplified fiber transmission links is ultimately limited
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by the Shannon bound on receiver sensitivity and is influenced
by fiber losses and by spontaneous noise in optical amplifiers.
We also showed how the lower bound on energy consumption
in optical transmitters and receivers is linked to the circuit con-
figuration and to a number of device parameters.

In this paper, we extend the analysis to include the lower
bounds on energy consumption in optical networks. As in
Part I, we use a simple, but powerful metric: the energy con-
sumption per bit of data (and in some cases, per packet) in the
network. This energy is usually expressed in terms of joules per
bit (J/b), but in the literature, it is sometimes given the (equiv-
alent) units of watts per bit per second (W/b/s). The concept
of energy per bit is powerful because it can easily be scaled to
provide a broad picture of the energy consumption in an entire
network.

Here, we analyze the energy performance of a range of switch-
ing devices and technologies and develop quantitative models
of the lower bounds on energy consumption in these devices.
These models are then incorporated into a simple model of a
global switched network and the lower bound on total network
energy consumption is estimated. In essence, this is a “bottom-
up” analysis of network energy consumption.

We compare the results of this bottom-up calculation of the
lower bound on network energy with a previous top-down anal-
ysis of network energy consumption. The previous top-down
analysis was based on a network model using real-world data
for state-of-the-art transport and switching equipment [2] and
a “business-as-usual” projection of current trends in improve-
ments in technology over time.

The present analysis confirms the finding in [2] that in a global
scale network, the energy consumption of the switching infras-
tructure is larger than the energy consumption of the transport
infrastructure. We find that the theoretical lower bounds on net-
work transport energy identified in Part I and switching energy
in this paper are more than three orders of magnitude lower than
predicted by the top-down “business-as-usual” model in [2]. In
this paper, we explore how the gap between the theoretical lower
bounds on energy consumption and current trends in network
energy efficiency can be closed.

We argue that future research needs to focus on improving
the energy efficiency of switching and on devising methods to
reduce the quantity of switching infrastructure in the network.
Further key strategies for reducing network energy consumption
include developing low-energy transport technologies, reducing
the energy overheads associated with peripheral functions that
are not central to the transport and switching of data, and reduc-
ing the energy consumption of the access network.
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Fig. 1. Energy per bit consumed by a variety of 2010-era switches and related
network elements.

In Section II of this paper, we present an overview of the sta-
tus of energy efficiency in current switching technology and
develop a simple model for estimating energy consumption
in a switched network. Section III explores the energy con-
sumption of a number of competing switch technologies, in-
cluding optical and electronic devices. In Section IV, we use
the model in Section II and the device data in Section III
to estimate total network energy consumption. Section V sum-
marizes some strategies that could be used to improve the energy
efficiency of networks.

II. NETWORK ENERGY CONSUMPTION

A. Status of Current Technology and Projections

Energy consumption in today’s telecommunications infras-
tructure is dominated by energy in switches and routers in the
metro and core networks, and by the access network [2], [3].
Fig. 1 shows the energy per bit of a number of network elements,
including routers, Ethernet switches, and a variety of transmis-
sion system components [3]. These data were assembled from
data sheets from a variety of manufacturers. Similar data based
on one particular vendor’s equipment is presented in [4]. From
Fig. 1, it can be seen that a typical (2010 era) high-end core router
consumes around 20 nJ/b, while Ethernet switches consume less
than 10 nJ/b [2] and packet-over-synchronous-optical-network
(SONET) transceivers consume approximately 0.5 nJ/b. It is
expected that commercial photonic integrated circuit (PIC)
transceivers [5] will consume less than 0.5 nJ/b.

Also included in Fig. 1 is data for a commercial forward-
error-correction (FEC) chip [6] with an energy consumption of
250 pJ/b. Many of the aforementioned devices offer the potential
of subwavelength grooming. Devices such as optical amplifiers
operate at the wavelength or waveband level, but consume less
energy per bit than other devices and can simultaneously handle
multiple wavelengths. As indicated in Fig. 1, a microelectrome-
chanical systems (MEMS) optical cross connect consumes less
than 10 pJ/b. Unfortunately, MEMS switches are generally re-
stricted to circuit switching applications because their switching
speed is too slow for subwavelength grooming and multiplex-
ing [7].

Future upgrades and expansions of network capacity will be
carried out using new generations of technology. These new
generations of technology will incorporate improvements in
energy efficiency enabled through improved design and new
generations of low-energy optical components and electronic
technologies, such as CMOS electronic integrated circuits. The
historical improvement rate in energy efficiency of routers prior
to 2006 was approximately 20% p.a. [8]. This improvement was
primarily due to energy efficiency gains in CMOS technology
and the design of improved energy-efficient circuits. A more
recent analysis of improvements in the energy efficiency of net-
working equipment [9] suggests that the improvement rate is
closer to 15% p.a., and recent modeling in [4] predicts an im-
provement rate of about 13% p.a. in routers over the 2010–2020
time frame.

The energy consumed by a bit of data as it traverses the
Internet can be estimated by counting the number of switches,
amplifiers, transceivers, etc. that the bit passes through, and
adding all of these contributions to the energy consumption of
that bit of data [2]. Fig. 2(a) shows the end-to-end energy as a
function of time for a bit of data passing through a network that
uses a passive optical network (PON) in the access network and
with an average hop count of 20 [2]. The average access rate per
user in Fig. 2(a) is taken to be 200 kb/s in 2010 and is assumed
to increase by 50% p.a. We assume that the oversubscription
ratio of the network is 25. Therefore, the peak access rate per
user in 2010 is 0.2 × 25 = 5 Mb/s. The average access rate
per user is plotted on the right-hand vertical axis. It rises from
200 kb/s in 2010 to almost 100 Mb/s in 2025.

The data in Fig. 2 assume that the energy efficiency of all
equipment improves at a rate of 15% p.a. This is somewhat op-
timistic improvement rate because even if the latest generation
technologies improve at 15% p.a., not all equipment in the net-
work will be replaced every year. The plots are derived on the
basis that the capacity of each network element is fully utilized;
the per-bit energy consumption increases proportionally if the
elements are under utilized.

The energy per bit in Fig. 2(a) is plotted as a function of
time from 2010 to 2025. While the data in Fig. 2 are plotted out
to the year 2025, we stress that it is difficult to make accurate
predictions this far into the future based on simple exponential
growth models. Nevertheless, the data in Fig. 2 provides useful
insights into general trends.

The total energy per bit in Fig. 2(a) decreases by almost two
orders of magnitude over the 2010–2020 timeframe. This two
orders of magnitude improvement is partly due to the increasing
energy efficiency of PON modems at higher access rates, which
occurs because PON infrastructure consumes almost constant
power, regardless of the access rate [10], and partly due to the
15% p.a. improvement in energy efficiency of the equipment.
Included in Fig. 2(a) for comparison, the broken line is the total
energy consumption per bit for a network built using 2010-era
equipment (i.e., with an energy efficiency improvement rate of
0% p.a.). Comparing the two “total” curves, it is clear that the
impact of a 15% p.a. efficiency rate is substantial: without any
efficiency improvements, the total energy in 2020 is around
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Fig. 2. (a) Energy per bit and (b) total power consumption of the network,
based on a top-down analysis assuming a 15% p.a. improvement in equipment
energy efficiency, a 50% p.a. growth in access rate, a 10% p.a. growth in the
number of users, and a user base of 1.8 billion in 2010. The average hop count
in the network is 20.

4 μJ/b, but this total energy per bit is less than 1 μJ in 2020 if
the improvement rate is 15%.

Fig. 2(b) shows the total power consumption of a global net-
work with 1.8 billion users in 2010 [11] and with a growth rate
in user numbers of 10% p.a. [11]. The other parameters are
the same as in Fig. 2(a). Fig. 2(a) and (b) both show how the
access network dominates energy consumption at access rates
from 2010 to 2020 and that router energy consumption dom-
inates after 2020. Therefore, development of high-efficiency
PON components will be centrally important in managing the
energy consumption of the network, especially over the next ten
years.

Note that despite the growth in access rate and number of
users with time, the total network power consumption rises only
slowly from 2010 to 2015. Over this period, the total network
power consumption is about 20 GW, which represents about
1% of the global electricity supply in the year 2010 (2 TW).
In 2020, the total network power consumption reaches 40 GW,
and in 2025, it reaches 0.13 TW or about 7% of the 2010 global
electricity supply.

The broken line in Fig. 2(b) shows total power consumption
of the global network under the assumption that the technology
improvement rate is 0% p.a. instead of the 15% p.a. used for the
solid curves in Fig. 2(b). This curve shows that if there is no im-
provement in the energy efficiency in technology with time, the
total network power consumption reaches 0.2 TW in 2020 and
1.5 TW in 2025, or about 75% of the 2010 global electric-
ity supply. Again, we need to caution about reading too much
into the limited accuracy of these projections out to the 2025
timeframe. However, a clear message is that technology-driven
improvements in efficiency will need to continue into the future.

B. Network Energy Model

The analysis in Part I of this paper [1] focuses on the lower
bound on energy consumption of simple optical transport sys-
tems. We now turn our attention for estimating a lower bound
on the energy consumed in a full-interconnected network, incor-
porating both switching and transport. At the outset, we need to
emphasize that no comprehensive theory of energy consumption
in interconnected networks currently exists. Such a theory may
eventually be developed. However, in the meantime, we will
be restricted to a simple analysis that provides a broad guide
to lower bounds of energy consumption in a network of many
interconnected users and devices.

The key purpose of the telecommunications network is to
provide an end-to-end mechanism for data from any device or
user connected to the network to be able to reach any other de-
vice connected to the network. In determining the lower bounds
on energy consumption of the network, we will calculate the
energy expended per bit as that bit traverses the network from
end to end. To do this, it is necessary to determine the en-
ergy consumed as each bit passes each switching device and
the energy consumed in the interconnecting transport systems
between the switching devices. In Section IV, we will estimate
the energy consumption for two concrete examples: 1) a global
network with 10 billion attached devices, with the end-user de-
vices operating at bit rates of 10 Mb/s, and 2) a future global
network with 100 billion attached devices with end-user bit rates
of 1 Gb/s.

There are an indeterminate number of network architectures
that could be used to interconnect users. To keep our analysis
simple, we model the network as a “minimal” array of switch-
ing devices connected using a rearrangeably nonblocking multi-
stage Clos architecture [12]. A schematic of the network model
is shown in Fig. 3. In Fig. 3, the users are connected through
the access network to a stage of multiport switches that is con-
nected by optical transport systems to further stages of multiport
switches. Any bit of data in an end-to-end connection traverses
s stages of switches, s – 1 stages of core optical transport, and
two stages of access network transport.

In general, the switches in Fig. 3 can use either optical or elec-
tronic technologies. To determine the total energy consumption,
it is necessary to not only determine the energy consumption
of the key functional blocks in Fig. 3, but also to consider the
energy consumption in the interfaces between each port of the
switches and the transport medium. Fig. 4 shows three possible
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Fig. 3. Simple model of global network, comprising an array of multiport
switches interconnected by optical transport systems and connected to user
devices via an access network.

Fig. 4. Configurations for switches. (a) Optical switch with optical inter-
faces to transport. (b) Optical switch with optoelectronic interfaces to transport.
(c) Electronic switch with optoelectronic interfaces.

configurations for the interface between switches and the trans-
port medium. Fig. 4(a) represents an all-optical switch, with
no electronics in the data path, and therefore with no need for
an optical transmitter or receiver at the interface between the
switch and the transport medium. Fig. 4(b) shows an optical
switch fabric that is embedded within an electronic platform. In
Fig. 4(b), the boxes labeled “O/E/O” represent optical to elec-
trical (O/E) converters combined with electrical to optical con-
verters (E/O). This arrangement allows some intermediate elec-
tronic processing between the switch and the transport medium.
An example of this type of switch would be an electronic
packet switch that employs an optical switch fabric [7]. Finally,
Fig. 4(c) shows an all-electronic switch such as a modern IP
router or an Ethernet switch.

Fig. 5 presents some examples of possible interfaces between
the optical and electrical signals at the input of the optoelec-
tronic switch in Fig. 4(c). Note that this interface could include
some form of time-division demultiplexing (TDM) in order to
bring the device level bit rates down from the multigigabit per
second range in the transport system to the gigabit per second

Fig. 5. Input options for an O/E/O switch.

range required by the CMOS circuitry. Demultiplexing (and cor-
responding multiplexing at the out port) can be achieved by a
number of techniques, including electronic time-division multi-
plexing [see Fig. 5(a)], optical time-division multiplexing [see
Fig. 5(b)] [13], or as a byproduct of certain advanced modula-
tion and demodulation schemes, such as orthogonal frequency-
division multiplexing (OFDM) [14], as illustrated in Fig. 5(c).

C. End-to-End Energy Consumption

Our objective in this paper is to determine the total (end-to-
end) energy per bit ENET in the network in Fig. 3. The energy
per bit ENET is the energy consumed by each bit in each stage
of switching and in each transport system. Thus, ENET is given
by

ENET =
s∑

i=1

Eswitch,i +
s−1∑

i=1

Ecore-transport,i

+ Eaccess-transport (1)

where Eswitch,i is the energy per bit in stage i of switching
in Fig. 3, Ecore-transport,i is the energy per bit in a transport
system at the output of a switch in stage i of the network in
Fig. 3, Eaccess-transport is the two-way transport energy per bit
in the access network (i.e., two one-way access transport paths),
and s is the number of stages of switching. Note that in (1), the
energies Eswitch,i and Etransport,i include terms that account for
the particular configuration of the interface between the switches
and the transport systems, as shown in Fig. 4. For example, if
the switch fabric is all-optical and there are no O/E or E/O
converters at the switch ports, the Ecore-transport,i term for the
transport systems that interface to the switch should reflect this.

III. ENERGY CONSUMPTION IN SWITCH

DEVICES AND SWITCH FABRICS

In this section, we examine the energy consumption of in-
dividual switching devices suitable for packet switching and
other switching techniques that groom the traffic on a subwave-
length basis (i.e., on a bit-by-bit or packet-by-packet basis).
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Fig. 6. Energy in switching devices and circuits.

We use this information to estimate the energy consumption of
multiport switch fabrics for packet switches and other high-
speed switches.

In essence, the objective of this section is to develop estimates
of the energy Eswitch,i in (1) for a variety of different high-speed
device technologies. In Section IV, we will combine this with
estimates of Etransport,j from Part I [1] and obtain estimate of
the total network energy per bit ENET using (1). This will enable
us to determine how device technologies influence total energy
consumption.

We begin with a basic definition of energy consumption in a
switching device or circuit. Fig. 6 shows a switching device or
circuit with j signal input ports and k signal output ports. The
inputs and outputs can be either optical or electrical. The switch
is powered from a supply (either optical or electrical) and the
operation of the switch is operated via a control input (either
optical or electrical). In general, the input ports, the supply, and
the control ports receive energy over some period (typically a bit
period or a switching period) and the output ports deliver energy
over the same period. The individual energies are defined in
Fig. 6.

The total energy ETotal consumed by the switch in Fig. 6 per
unit time is given by [15]

ETotal =
j∑

i=1

EI i + ESupply + EControl −
k∑

i=1

EO i. (2)

An important message contained in (2) is that all input ener-
gies contribute to the total energy consumption of the switch.
This point might seem obvious and not worth stating, but it
is not always acknowledged in the literature relating to optical
switching devices. In particular, the supply energy ESupply is
often ignored. However, this term can dominate the total energy.

We now consider the importance of the various terms in (2)
for a number of examples of optical and electronic switching
devices. To do this, we consider two distinct classes of switch:
1) linear analog switches and 2) digital switches. Linear analog
switches pass the input signal to the appropriate output, without
altering the waveform of the signal (except perhaps for the addi-
tion of some noise and/or crosstalk). These switches are linear
in the sense that the properties of the device are independent
of the input optical signal level. Digital switches, on the other
hand, operate at the bit level and generally incorporate highly
nonlinear devices such as logic devices.

A. Linear Analog Switches

1) Electrooptic Devices: A basic building block for linear
analog switches is the traveling-wave electrooptic (E-O) phase

Fig. 7. Traveling-wave electrooptic device.

modulator. The electrical circuit model for these devices is the
same as the traveling-wave modulator shown in Fig. 8(c) of
Part I [1]. The circuit model is repeated here for convenience
in Fig. 7. The device in Fig. 7 forms the basis of a number
of optical components, such as Mach–Zender interferometer
switches [16] and other more complex switching devices [17].
In Fig. 7, the electric field between the two conductors of a
transmission line, with a nominal characteristic impedance of
Z0 = 50 Ω and matched terminations (RS and RL ), controls the
refractive index in an optical waveguide, using a material such as
lithium niobate, or indium phosphide, or in the depletion region
of a reverse-biased diode in silicon. The switching voltage is
Vπ .

For the resistively terminated traveling-wave modulator in
Fig. 7, the control energy EControl-R associated with the switch
control function is given by

EControl-R =
τs V 2

π

Z0
(3)

where τs is the period over which the energy is measured. For a
device with a (typical) switching voltage of 3 V and a switching
rate of 100 GHz, EControl-R is 1.8 pJ. At a switching rate of
1 GHz, EControl-R is 180 pJ. Note that an additional 180 pJ is
dissipated in the source resistance RS .

If the switching period is much larger than the propagation
time of the control voltage on the transmission line, reflec-
tions from the terminations are generally not a concern and the
50-Ω termination can be eliminated [18]. Under these condi-
tions, the device impedance is capacitive and the control energy
EControl-C is as follows:

EControl-C =
1
2
C V 2

π . (4)

For low-switching speeds, (4) can be written as follows [18]:

EControl-C =
τprop V 2

π

Z0
(5)

where τprop is the propagation time of the control signal on the
transmission line. Therefore, if τs � τprop , then EControl-C �
EControl-R and an unterminated transmission line ensures mini-
mum energy consumption. For example, if the propagation time
on the transmission line is 1 ns and the device is operated without
a termination and with a switching period of τs = 100 ns, then
the energy per switching period would be Econtrol−C = 180 pJ.
For this 100-ns switching period, EControl−R would be 1.8 nJ.

Attenuation is an often-overlooked contribution to energy
consumption in analog optical switching. Consider an analog
optical switch with an input-to-output loss of 3 dB. If the input
optical signal level is 2 mW, the optical power lost in the switch
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Fig. 8. Basic SOA gate array.

is 1 mW. If τs = 100 ns, the energy per switch cycle would be
100 pJ, which is similar in magnitude to EControl-C (180 pJ).

2) Semiconductor Optical Amplifier Gate Arrays: Semicon-
ductor optical amplifiers (SOAs) are useful optical switching
devices because of their fast-switching speed (∼1 ns) and their
ability to achieve a high extinction (ON/OFF) ratio [19], [20].
Arrays of integrated high-extinction-ratio SOA gates potentially
provide a platform for large cross-connect arrays with sufficient
switching speed for potential use in optical packet switching
and burst switching [21], [22]. In this section, we explore the
limits on energy consumption in SOA gate arrays.

Fig. 8 is a schematic of a basic 2 × 2 SOA gate array, em-
ploying four SOA’s, each of length LA . This structure can form
the basis of a variety of larger gate arrays [19], [23]. When
an SOA is biased into its ON state, the device gain overcomes
the losses in the splitters and combiners (shown as waveguide
junctions in Fig. 8) as well as other waveguide losses in the
system. When an SOA is turned off (i.e., at zero bias), the signal
is blocked through that path. A critically important parameter
affecting crosstalk in large switch arrays is the extinction ratio
of the gates between the ON and OFF states [19]. Typically, the
required extinction ratio is at least 50 dB.

To achieve high extinction ratio, the intrinsic attenuation of
the amplifier needs to be large when the device is unbiased
[20]. This large intrinsic loss is relatively easy to achieve in
practice. But it means that large ON-level bias current is needed
to overcome this intrinsic loss when the device is biased to its
ON level [19]. This extinction ratio constraint on the minimum
power consumption of SOA gate arrays is easily ignored in small
switch arrays, but it is likely to have significant impact on the
scalability of SOA gate arrays.

The amplifier attenuation under unbiased conditions depends
on the waveguide losses, the (unbiased) material absorption
coefficient of the active region, and the length of the device. The
gain G of each SOA in Fig. 8 can be written as follows:

G(N) = e(Γ g(N )−α)LA (6)

where g is the material gain, N is the carrier density in the active
region, Γ is the confinement factor, and α is the waveguide loss
in the amplifier. The extinction ratio (ER) is the ratio of the
ON-level gain GON (where N = NON ) to the OFF-level gain
GOFF (where N = 0)

ER =
G(NON)

G(0)
=

GON

GOFF
. (7)

It follows from (6) and (7) that the required device length to
achieve the desired extinction ratio is as follows:

LA =
ln (ER/GON)

α − Γg(0)
. (8)

For ER = 105(50 dB), GON = 6 dB, Γg(0) − α = 104 m−1 ,
and the required length is LA = 1.0 mm. If the extinction ratio
can be relaxed to 30 dB, the length becomes LA = 0.6 mm.
With a device length of 0.2 mm, the extinction ratio falls to
30 (15 dB).

To achieve a reasonable ON-level gain in practical SOAs
with length of around 1 mm, it is necessary to pump the device
with a current of around 200 mA [20]. Therefore, the ON-level
power consumption PSOA is around 400 mW for a device with
a forward-bias voltage of 2 V. At a bit rate of 100 Gb/s, this
translates to an energy consumption of 4 pJ/b per SOA.

A number of research groups continue to work on improving
the performance of SOA gate arrays [20], [21]. However, it
seems unlikely that there will be any substantial reduction in
the pump current needed to drive SOA gates. As shown in
the previous paragraph, the lower bound on device length is
constrained by the required extinction ratio. This sets a lower
bound on the drive current needed to achieve a carrier density N
sufficiently large to achieve adequate gain. To achieve a lower
switching energy, it would be necessary to substantially decrease
the volume of the active region of the device or decrease the
spontaneous emission rate. There appears to be little scope for
substantial improvement in either of these areas.

3) Switch Fabrics Using 2 × 2 Crosspoints: We now con-
sider the energy consumption of switch fabrics constructed using
an array of 2 × 2 crosspoints. Each of the switch building blocks
in Fig. 3 can be constructed using 2 × 2 crosspoints. Fig. 9(a)
shows a schematic of a p × p Benes switch [24] based on 2 ×
2 crosspoints. The number of stages r in the Benes structure in
Fig. 9(a) is as follows:

r = �2 log2 p − 1� . (9)

Crosstalk in crosspoints is a potential barrier to scaling arrays
of 2 × 2 crosspoints. Unfortunately, the crosstalk issue is some-
times overlooked in the literature, even in papers that consider
the scaling properties of optical switches. One approach to the
mitigation of crosstalk is to use the dilated crosspoint structure
illustrated in Fig. 9(b) [25]. This dilated crosspoint uses four
elemental 2 × 2 crosspoints. It improves the crosstalk signifi-
cantly, but doubles the optical losses and increases the control
energy by a factor of four. Dilated versions of larger switch
architectures are also feasible, but they all come at the cost of
significant increase in energy consumption and optical loss.

If each of the switches in Fig. 3 are constructed using an array
of 2 × 2 crosspoints in the Benes architecture in Fig. 9(a), the
energy Eswitch,i in (1) is given by

Eswitch,i =
r∑

j=1

Ecrosspoint,j (10)

where Ecrosspoint,j is the energy per bit in a crosspoint in stage
j of the Benes switch in Fig. 9(a). If all crosspoints consume
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Fig. 9. (a) p × p switch using 2 × 2 crosspoint building blocks. (b) Low-
crosstalk dilated 2 × 2 crosspoint comprising four elemental crosspoints.

Fig. 10. Wavelength-routed switch fabric using TWCs, AWGs, and FWCs.

about the same energy, (10) can be simplified to Eswitch,i �
rEcrosspoint .

In Section IV, we will consider a network based on core
switches with 1024 input ports and 1024 output ports (we call
this a 103 × 103 switch). For p = 1024, the number of stages
is r = 19. Thus, the energy per bit in a 103 × 103 switch is
approximately 19 times the energy per bit in a single crosspoint.

4) Wavelength-Routed Switch Fabrics: Fig. 10 is a
schematic of a wavelength-routed switch fabric based on an
optical wavelength converters and arrayed-waveguide gratings
(AWGs) [7]. The AWGs are arranged in a three-stage Clos archi-
tecture and an array of tunable wavelength converters (TWCs)
at the input to each AWG stage is used to route data to the
appropriate output port of the AWGs. An array of fixed wave-
length converters (FWCs) at the output of the switch allocates
the output wavelengths. An energy analysis [7] of the three-
stage switch fabric in Fig. 10 shows the energy consumption of

Fig. 11. Packet switching using a linear analog switch array.

a switch with 2500 input and output ports to be around 1 pJ/b,
or about 300 fJ/b per stage.

5) Packet Switching: Analog optical switches potentially of-
fer energy-saving advantages when used in packet switches [26].
This is because the switch fabric in a packet switch operates on
a packet-by-packet basis rather than a bit-by-bit basis. In other
words, it is not necessary to separately operate on each individ-
ual bit [27]. This is illustrated in Fig. 11, which shows a linear
analog switch operating as a packet switch. An incoming packet
is shown in Fig. 11 with a bit period of τb and a packet length of
τp . The switch includes a switch array and an amplifier to over-
come the losses in the switch array (not necessary in SOA gate
arrays). The amplifier energy per bit is EAMP and the control
energy per packet is EControl .

The total energy per bit in the packet switch in Fig. 11 is as
follows:

Ebit = EAMP +
EControl

Nb
(11)

where Nb = τp/τb is the number of bits in a packet [27]. The
second term on the RHS of (11) represents the control energy per
bit. As the number of bits in the packet is made larger, the con-
trol energy per bit becomes smaller. Therefore, in some switch
implementations, the control energy per bit can be smaller than
the control energy per switching operation.

This reduction in the control energy per bit is often put for-
ward as an advantage of optical packet switches using linear
analog optical switch devices. However, it is important to rec-
ognize that this theoretical reduction in control energy per bit
cannot always be realized in practice. For example, in higher
speed switches, such as SOA gate arrays and electrooptic switch
arrays using traveling-wave switches with resistive terminations,
the array consumes power continuously. In such cases, the con-
trol energy per packet Econtrol is proportional to Nb and the
benefit of the Nb term in the denominator of the control energy
term is lost.

The packet switching operation represented in Fig. 11 pro-
vides the packet forwarding function in a packet switch. How-
ever, it is important to recognize that there are a number of
other key functions in real-network packet switching that also
consume energy. These functions include buffering, to avoid
contentions, packet forwarding, IP address lookup, and security
functions. In present-day IP routers, the packet switching func-
tion, as performed by the router switch fabric, represents only
about 10% of the total router power consumption [2]. Thus, from
(2), the energy overhead factor ηsubsystem [1] for a present-day
IP router is around 10.
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Fig. 12. CMOS gate.

Fig. 13. Switching energy in CMOS gate.

B. Digital Switches

1) CMOS Transistors: We now consider digital switches
that process data on a bit-by-bit basis. An example of an elec-
tronic digital switch is the simple single-input single-output
CMOS inverter shown in Fig. 12. This inverter has a supply
voltage VDD , a leakage current Ileakage , a combined gate capac-
itance of Cgate , and an output wire of length LW and capacitance
CW LW , where CW is the wire capacitance per unit length. The
total energy per bit consumed by the inverter and the output wire
is as follows:

Ebit =
1
2
(Cgate + CW LW ) V 2

DD +
VDDIleakage

γf
(12)

where γ is the activity factor and f is the clock frequency. Ne-
glecting the leakage current, and considering an inverter with a
very short output wire, the energy per bit becomes

Ebit =
1
2
CgateV

2
DD . (13)

The energy Ebit in (13) is sometimes referred to as the switch-
ing energy of the device. For the simple CMOS inverter in
Fig. 12, the switching energy is simply the input energy re-
quired to charge the two gate capacitances. Fig. 13 shows the
switching energy of a single CMOS transistor as a function of

time. Fig. 13 uses historical data and future predictions based
on the International Roadmap for Semiconductors (ITRS) [28].
The feature size of the devices has been shrinking over time,
leading to a decrease in CMOS transistor gate capacitance, and
thus, from (13), a decrease in switching energy. Smaller fea-
ture sizes, together with better manufacturing process control,
has allowed a reduction in operating voltage, leading to further
switching energy reductions.

For reference, Fig. 13 also shows the energy of a single photon
at a wavelength of 1.55 μm and the energy of 100 photons. Note
that the switching energy of a single 45-nm CMOS transistor is
less than the energy of 100 photons.

The upper curve in Fig. 13 represents the total energy per
transition, as given by (12). These data have been estimated for
a 2010-era circuit based on 32-nm devices and projected to 2022
based on the ITRS roadmap [28]. To estimate the total energy,
we considered a commercial 32-nm two-core processor that
consumes about 25 W per core at a clock frequency of 3 GHz.
We estimate that each core has about 25 million transistors and
the activity factor is around 10%. From these figures, we have
estimated that the average total energy per transistor (including
interconnects) per transition is around 3 fJ. From this, we esti-
mate that the average length of an interconnect wire length in a
32-nm processor is LW ∼ 2 – 3 μm. The data shown in Fig. 13
for other feature sizes, have been obtained by scaling the average
interconnect wire length directly with the size of the transistor
and using other parameters from the ITRS roadmap [28].

2) Digital Optical Devices: Digital optical devices are com-
ponents that operate on an optical signal on a bit-by-bit basis. A
variety of nonlinear optical materials can be used to construct
digital optical devices. See, for example, papers in a recent spe-
cial issue of this journal [29]. Digital optical devices potentially
provide opportunities for very high-speed operation. However,
a disadvantage of these devices is that they generally consume
significant energy [15].

An important advantage of CMOS and other digital elec-
tronic logic devices over digital optical devices is that they em-
ploy transistor circuits that provide signal gain. Each gate can
thus maintain consistent signal levels between input and output,
ensuring correct operation in complex logic functions and the
ability to drive multiple other gates. These features are com-
monly referred to as level restoration and fan-out [15]. Level
restoration and fan-out can sometimes be achieved with optical
devices. However, to achieve this, most optical devices require
additional optical amplification [15]. This additional amplifi-
cation, in turn, consumes more energy. Unfortunately, reports
in the literature of experiments on optical switching and logic
devices tend to neglect to include detailed information about
energy consumption of the amplifiers needed to ensure level
restoration.

In an attempt to provide a fair comparison between different
optical logic devices, Hinton et al. [15] surveyed the literature
on logic devices based on SOAs, highly nonlinear optical fibers
(HNLFs) periodically polled lithium niobate (PPLN), and Si
nanowires. In their analysis, they included estimates of the en-
ergy required to provide level restoration. The resulting data
show that the total energy consumption of published nonlinear
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TABLE I
ENERGY CONSUMPTION IN SWITCH DEVICES

AND A 103 × 103 SWITCH FABRIC

digital optical processing devices (including the device supply
power and power consumed by associated optical amplifiers) is
typically in the range of 1–10 pJ/b per device.

The switching energy of a single 32-nm CMOS transistor
is approximately five orders of magnitude smaller than the 1–
10 pJ/b switching energies of nonlinear optical devices, and
the total energy per transition in 32-nm CMOS (including
interconnect wires) is about than three orders of magnitude
smaller than nonlinear optical devices.

Table I provides some indicative figures for device and switch
energies considered in Section II. The E-O and SOA-based
switches in Table I are have optical inputs, optical outputs,
and the signal remains in optical form as it passes through the
switch. Therefore, we refer to these switches as O/O/O devices.
The E-O switches are classified as lumped (i.e., low-switching
speed and capacitance limited) and TW (i.e., resistance limited).

The O/E/O switches in Table I are devices in which the signal
is converted to electronic form at some point internal to the
switch. The wavelength-routed switch is based on the AWG
switch fabric in Fig. 10, with optoelectronic (O/E/O) wavelength
converters. The CMOS switch incorporates O/E converters at the
inputs and E/O converters at the outputs.

The numbers included in Table I under “2 × 2 switch” refer
to a single crosspoint switch and are based on data at a bit rate
of 100 Gb/s and an average packet length of 104 bits, which
is typical of an IP packet. The switching rate is one operation
per packet, which is equivalent to an average switching rate of
10 MHz. The data under “103 × 103 switch” refer to a 103 × 103

Clos architecture switch fabric at the same bit rate and average
packet length. We have not included an estimate for optical
103 × 103 switches using 2010-era technology because practi-
cal high-speed optical switches suitable for packet switching are
yet to be demonstrated.

The energies for the E-O switches in Table I are based on
a switching voltage of 3 V and a resistive termination for TW
devices of 50 Ω. For lumped electrooptic switches, we assume
a device propagation time τprop of 1 ns. Lumped switches with
capacitive inputs do not scale easily to large size because of
the need for long electrical lines, which ultimately need to be

TABLE II
MINIMUM ENERGY PER BIT ENET IN TWO NETWORK SCENARIOS

terminated. Therefore, we have not included data for 103 × 103

a switch with lumped E-O devices. The insertion loss of the
electrooptic switches is taken to be 3 dB per crosspoint. At this
attenuation level, the EAMP term in (11) is much smaller than
the EControl term.

The CMOS switch circuits in the bottom row of Table I are as-
sumed to incorporate electronic multiplexers and demultiplex-
ers, as illustrated in Fig. 5(a). This requires multiple parallel
switch fabrics to be used, each operating below the line rate.
It is therefore necessary to include the MUX/DEMUX circuits
associated with the CMOS switches in the energy calculations.
Note that while multiple switch fabrics are used in these CMOS
examples, the energy per bit in the switch fabrics is independent
of the number of parallel switch fabrics, highlighting the fact
that electronic switching is readily adaptable to parallel process-
ing of data. We have assumed that each 2 × 2 crosspoint in the
switch fabrics uses 16 CMOS transistors.

The energies in the bottom row of Table I include the energy
of the CMOS crosspoint circuits and (in parentheses) the total
energy of the receiver circuitry, drivers and lasers, in the as-
sociated O/E and E/O converters at the input and output of the
CMOS circuits, as well as the electronic MUX/DEMUX circuits
associated with the CMOS switches. The energies of the drivers
and lasers are taken from Table II of Part I [1] for a transmitter
using an electroabsorption modulator (a total of 27 pJ for 2010
technology and 0.6 pJ for the “target” technology). The energy
consumption of the electronic MUX/CDR/DEMUX circuits as-
sociated with the optical transmitters and receivers is taken from
Tables II and III of Part I (a total of 30 pJ for 2010 technology
and 4 pJ for the “target” technology) and we have assumed
a receiver energy per bit of 3.6 pJ/b for 2010 technology and
500 fJ/b for the target technology (section Table III in Part I [1]).
The parameters for the wavelength-routed switch are taken
from [7]. Other device parameters are the same as described
earlier in this section.

The “target” energy figures in Table I are estimates based
on expectations of technology improvements. Improvements in
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electrooptic devices, SOA gate arrays, and wavelength-routed
switches are expected to be limited, given the mature status
of these technologies. Table I confirms earlier findings [7] that
suggest optical switch fabrics are generally uncompetitive with
CMOS from an energy efficiency point of view. Wavelength-
routed switches may eventually become competitive [2]. How-
ever, their energy advantages over CMOS are, at best, marginal
and there are many practical problems to be solved, including
the much larger footprint of optical switches [7].

According to Fig. 13, improvements in CMOS technologies
(and perhaps alternative electronic technologies) are likely to
produce more than an order of magnitude improvement in the
2025 timeframe. Note that our estimates of the “target” perfor-
mance of CMOS switches is more optimistic than in our 2006
paper [7] because in [7], we based our projections on anticipated
22-nm technology. In this paper, we are projecting out to 11-nm
CMOS technology.

It is instructive to compare the estimated switching energies
in the 103 × 103 switch fabric in Table I with the data in Fig. 1.
As shown in Fig. 1, today’s large routers and Ethernet switches
consume around 10 nJ/b. This is between two and three orders
of magnitude larger than the energy consumption of the 2010-
era CMOS 103 × 103 switch in Table I (70 pJ/b) and between
three and almost four orders of magnitude larger than the target
energies per bit in the right-hand column of Table I.

There are two key reasons for these differences: 1) in a modern
router, the switch fabric accounts for only about 10% of the
total power consumption [30], and 2) today’s network devices
typically use older CMOS technologies (e.g., 130- or 90-nm
devices rather than the 45- or 33-nm devices in state-of-the-
art technology and the 11-nm devices that have been used in
estimating the CMOS target in Table I). The difference in the
energy consumption between the 90- and 11-nm technology
generations is around two orders of magnitude (see Fig. 13).

Table I highlights the fact that while there is uncertainty
about the potential improvement in future generations of op-
tical switching technologies, CMOS switching is expected to
improve significantly. This suggests that CMOS and other elec-
tronic technologies may offer greater potential for low-energy
packet switching than optical switching technologies [27].

IV. NETWORK ENERGY CONSUMPTION

In this section, we bring together results from Part I [1] and
from Sections II and III of this paper to estimate the energy
consumption of an end-to-end network. To provide a concrete
example, we use a network model based on a core network
comprising an array of 103 port by 103 port (i.e., 103 × 103)
switches as building blocks. This size of switch is representative
of the scale of practical network switches.

The arrangement of the 103 × 103 switches in the end-to-
end network model is shown in Fig. 14. For simplicity, Fig. 14
does not show details of the transport systems between adja-
cent switch stages of the network. In the very simple analysis
presented here, we avoid delving into traffic modeling and the
details of statistical multiplexing. To estimate energy consump-

Fig. 14. End-to-end network model, showing the number and port counts on
the aggregation, core, and disaggregation switches. The access network and the
optical transport systems are omitted, for simplicity.

tion in the network, we assume that all links in the network are
operating at full capacity (i.e., fully loaded).

The network is connected to Nuser user devices, each operat-
ing at a bit rate of Buser . The core network operates a bit rate of
Bcore . User data is aggregated in array of aggregation switches
that multiplex the user data at bit rate Buser to the core bit rate
of Bcore . The number of input ports on each aggregation switch
is Bcore/Buser and there is one output port on each aggrega-
tion switch. As shown in Fig. 14, the total number of aggre-
gation switches is NuserBuser/Bcore . The core of the network
comprises a NuserBuser/103Bcore times NuserBuser/103Bcore
array of 103 × 103 switches, connected in a Clos architecture.
The core network feed an array of disaggregation switches that
demultiplex data back to the user device bit rate Buser .

As shown in Fig. 14, the number of stages in
the NuserBuser/103Bcore times NuserBuser/103Bcore array of
103 × 103 switches is q. This number q of core stages is given
by

q = �2 log1024 t − 1� (14)

where t = NuserBuser/103Bcore is the number of 103 × 103

switches in each stage of the core switch network.
To give an indication of the lower bound on energy consump-

tion in the network, we now consider two concrete examples.
Scenario 1 is a global network with 10 billion end-user at-
tached devices, with the end-user devices operating at bit rates
of 10 Mb/s, and Scenario 2 is a global network with 100 bil-
lion attached devices with end-user bit rates of 1 Gb/s. The first
of these two networks has an aggregate data rate of 1017 b/s
(100 Pb/s) and represents a scenario that might become reality
in the 2020–2030 timeframe. (For comparison, today’s Internet
operates at an average aggregate bit rate of about 100 Tb/s [31].)
The second scenario has an aggregate data rate of 1020 b/s
(100 Eb/s) and represents a much more futuristic scenario that
may perhaps become a reality in the 2050 timeframe or beyond.
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The energy per bit for both network scenarios is given in
Table II. To calculate the energies in Table II, we have used
the energy per bit for the 103 × 103 switch fabrics in Table I
for each of the switch technologies considered in Table I. In
all entries in Table II except the bottom row, the data for switch
energies is taken from the “target” column in Table I. The bottom
row of Table II includes, for comparison, data based on 2010-
era technologies. The energy figures in the “all switch fabrics”
column in Table II represent the

∑s
i=1 Eswitch,i term in (1) and

include the energy per bit in the core stages (see Table I) and the
energies per bit in the aggregation and disaggregation switches,
which have been estimated using the data in Section III. For
Scenario 1, q = 1 and s = 3, and for Scenario 2, q = 3 and s = 5).

The energy figures in the “all transport” columns of Table II
represent the

∑s−1
i=1 Ecore-transport,i + Eaccess-transport terms

in (1). The figures for transport energy in the core come from
Fig. 5 and Tables II and III in Part I [1]. We assume an average
transport system span (i.e., between switches) of 3000 km for
Scenario I and 2000 km for Scenario II. In both scenarios, the
amplifier spacing is 50 km and the total end-to-end transmis-
sion distance is approximately 9000 km. We have included a
figure of 3.6 pJ for the energy of each TX/RX pair (including
MUX/DEMUX) in the transport systems for the CMOS switch
example (bottom row of Table I) and we have assumed that no
transmitters or receivers are used at the input and outputs of the
transport systems for the optical switch examples. This is a fairly
generous assumption for optical switching because, in practice,
packet switches require optical receivers and transmitters, even
if the switch fabric technology is all-optical [27]. However, as
can be seen from Table II, this assumption does not have a sig-
nificant impact on the overall results because the network energy
consumption is dominated by switching energy rather than by
the energy associated with O/E/O conversion. We assume that
the access network uses optical transmitters and receivers at the
user interface. Because the access network operates a lower bit
rates than the core network, there is no need for MUX/DEMUX
circuitry in the access network. Therefore, we have used a figure
of 5 pJ for the Eaccess-transport term.

Table II shows that for both scenarios, the energy consumed
in the switch fabrics dominates over the energy consumption in
optical transport. The table also illustrates how well, in principle,
the network can scale to larger size and capacity. There are ten
times as many users in the network in Scenario II as in Scenario I,
and the user bit rate is larger. But the energy per bit in Scenario II
is less than twice the energy per bit in Scenario I. Note that in
these ideal scenarios, we presume an effective overall manage-
ment of the configuration of the international switched network.
Note also that we have assumed an ideal Clos network architec-
ture. Ad hoc switch and router deployment could dramatically
increase the numbers in Table II.

A. Comparison of Energy Projections With
Network-Based Data

It is instructive to compare the data in Table II with the data
in Fig. 2. The key difference between the data in Table II and
Fig. 2 is that the Table II provides projections of the ideal lower

Fig. 15. End-to-end switch and transport network energy consumption based
on a top-down analysis using current trends as developed in [2] and minimum
end-to-end network switch and transport energy calculated in this paper using
an analysis based on lower bounds of energy consumption of CMOS switches
and optically amplified transport systems. Access network energy consumption
is omitted, for simplicity.

bound on network energy. On the other hand, Fig. 2 is a top-
down estimate, based on a network model using real-equipment
data and extrapolated to future equipment performance based
on a projection of current trends in improvements in technology
over time [2]. In essence, Fig. 2 presents a top-down “business
as usual” scenario and Table II represents bottom-up extrapola-
tions based on device-level estimates of lower bounds on energy
consumption. The difference between the top-down analysis and
the lower bound analysis represents a measure of the gap be-
tween trends in current practice and the ideal performance that
could be achieved if all inefficiencies and all energy consump-
tion associated with ancillary functions could be eliminated. We
have considered some of these factors in Part I [1] and expand
on this discussion later in this section.

Fig. 15 shows the end-to-end router/switch and transport en-
ergy per bit from Fig. 2 and from Table II, plotted against time.
The data in Fig. 15 are based on CMOS switch technologies in
Table II rather than optical switch technologies. However, it is
important to note that because of the large vertical scale in
Fig. 15 (seven orders of magnitude) the “target” data from
Table II plotted at the 2020 time point would be similar to the
CMOS data if AWG-based or E-O-based switch technologies
are used in place of CMOS. The “target” data point would be at a
significantly larger energy if SOA gate array technology is used.
For simplicity, Fig. 15 does not include energy consumption in
the access network.

The lower-bound switching and transport energies in Fig. 15
(broken lines) are approximately four orders of magnitude
smaller than the top-down estimates of energy consumption
based on Fig. 2 (solid lines). There are five main reasons for this
large difference:

1) Today’s network is much more complicated than the “min-
imal” network model in Fig. 3, which forms the basis for
Table II. In today’s network, an end-to-end connection
typically traverses up to 20 switches and routers [2]. This
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is almost an order of magnitude larger than the number of
switches used in the ideal “lower-bound” network model
in Fig. 2.

2) The lower bound data (broken lines) are for ideal subsys-
tems with no inefficiencies and no energy overheads, i.e.,
with subsystem efficiency parameters ηsubsystem of unity
(see Section V and Fig. 10 of Part I [1]). However, as
shown in Part I, ηsubsystem in transport systems is around
10−3 or less.

3) As pointed out in Section III, routers typically con-
sume about an order of magnitude more energy than
the internal cross connect. Other functions in routers that
consume considerable energy are the forwarding engine
and buffers. Similarly, Ethernet switches and other net-
work devices have substantial energy overheads. Overhead
function in routers, switches, and other devices including
synchronous digital hierarchy (SDH) cross connects are
discussed in detail in [4].

4) In today’s network, many optical links and many routers
operate well below maximum load. When operating below
maximum load, the energy per bit increases.

5) The components in a production router are generally one
or two generations behind the leading-edge technology
of the day and well behind the “target” technology states
used in Table II.

B. Comparing Different Technologies

Fig. 15 serves to illustrate a trap for unwary optics researchers
attempting to compare the energy efficiency of competing tech-
nologies. A number of authors have highlighted the energy con-
sumption of today’s electronic routers by quoting the (large)
energy consumption of commercial routers and/or the energy
consumption of components of these routers, such as line cards.
These data are essentially represented by the uppermost curve
in Fig. 15. These authors need to be careful not to be tempted
to compare these energy figures with energy consumption fig-
ures from small-scale experimental demonstrations of optical
switches that have much less functionality than commercial
routers. Because of the ideal nature of small-scale experimen-
tal demonstrations, they can produce data that is close to the
lower bound on switch energy (second curve from the bottom of
Fig. 15). But for the reasons that have been highlighted in the
previous paragraphs, such comparisons are of extremely limited
value because the differences between the two curves in Fig. 15
are due to other factors.

The analysis summarized in Table II highlights that because
CMOS offers a very small lower bound on switching energy,
it is unlikely that any energy benefit will result from replacing
electronics by high-speed optical packet switching in routers. It
is often argued that because optics offers higher speed opera-
tion than electronics, a move towards high-speed optical packet
switching will become necessary. However, it is important to
remember that with appropriate DEMUX and MUX circuits,
electronic switching can, itself, handle very high speed data.
Ultimately, the choice on appropriate technologies will come
down to a number of considerations. Energy consumption will

usually be the most important of all these considerations [27].
As pointed out in Section V, a better solution might instead be
to increase the amount of relatively low-speed optical circuit
switching thereby providing optical bypass around routers [3].

V. BUILDING A GREEN NETWORK

What do the results presented in Parts I and II of this paper
say about how to improve the energy efficiency of the net-
work? There are seven key points to focus on in answering this
question.

1) It is necessary to reduce the energy consumption of net-
work elements, such as network switches, routers, and
transmission systems. Because they dominate overall en-
ergy consumption in the core network, switches and
routers stand out as key network elements that should
receive priority in the search for improvements in energy
efficiency. Some of these improvements will come about
as a natural progression of the improving energy efficiency
of CMOS and other electronic component technologies.
Others will require significant additional innovation in the
design of the network elements themselves and the net-
work architectures in which they are employed.

2) Improved network element efficiency will partly come
from improvements in the underlying optical and elec-
tronic components, and how they are employed. In op-
tical transmitters, the development of optical modulators
that can achieve high modulation speeds with low drive
requirements, and efficient amplifiers to drive them will
be important. Optical fiber-based amplifiers are probably
approaching the peak of their performance potential, but
would benefit from more efficient pump lasers.

3) It is necessary to reduce energy losses or inefficiencies and
overhead energy consumed in peripheral functions that are
not central to the transport and switching of data, but sup-
port the overall functioning of the network. Attention to
these inefficiencies and overheads is needed both in net-
work element design as well as in the design of the overall
network architecture. This question of energy overheads
is critically important because in today’s network, much
more energy is expended on energy overheads than on the
basic functions considered in both parts of this paper.

4) As transmission speeds rise, it will be necessary to con-
sider tradeoffs between competing modulation formats
and coding protocols. In today’s networks, where energy
overheads in amplifiers are large, high spectral efficiency
is a useful strategy to improve energy efficiency because
it minimizes the number of amplifiers required. However,
if energy overheads can be reduced significantly, modula-
tion formats with low spectral efficiency may provide bet-
ter overall energy efficiency than modulation formats with
high spectral efficiency. Similarly, the energy consumed
in coding and decoding needs to be balanced against the
benefits of coding.

5) There is a need to plan the architecture of the network as
it evolves in order to take advantage of the most appro-
priate technologies at each point in the network. When it
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is necessary to process subwavelength-groomed traffic at
a particular point, electronic switches and/or routers are
required. However, in many instances, the use of wave-
length grooming and optical bypass, using optical cross
connects and optical add-drop multiplexers (OADMs) can
reduce the number of switches and routers required, thus
reducing network energy consumption. In addition, atten-
tion needs to be given to including forms of subwavelength
traffic grooming that are more energy efficient than packet
switching [32].

6) Significant energy efficiencies can be gained if the trans-
port system and the network switches operate at high uti-
lization. These systems need to be dimensioned to handle
peak loads and some future growth, but putting under-
utilized network elements or some of their components,
into a lower energy–lower capacity mode of operation can
achieve energy savings. If the utilization falls below some
critical point, the traffic could be diverted to other network
resources, and the unused equipment could be put into a
state of hibernation. Protocols and strategies to implement
these ideas will need to manage tradeoffs between the uti-
lization of active devices and degradations in quality of
service associated with high levels of utilization on statis-
tically multiplexed channels.

7) There is little evidence to suggest that subwavelength op-
tical switching techniques, such as optical packet switch-
ing will become competitive with electronic switching.
Efforts on minimizing energy in electronic switches are
more likely to produce practical outcomes than efforts on
developing high-speed optical switching, including opti-
cal packet switching.

While this paper has not focused on access networks, it is
important to recognize that the access network contributes sig-
nificantly to the energy profile of today’s network. Work needs
to be done to reduce the energy consumption of the access net-
work [10], including using low-energy technologies, efficient
protocols, and sleep modes of operation.

It is worth pointing out that a future, more detailed analysis
of energy consumption of the network will need to take into ac-
count the impact of existing and emerging applications on traffic
patterns. One area of emerging relevance is cloud computing,
where it is necessary to analyze the energy expended by data as
it is stored, processed, and as it traverses the network. This is
similar in concept to analyzing and optimizing a supply chain
of physical objects [33].

Finally, a future full analysis of the environmental impact
of the telecommunications network should include considera-
tions of the embedded energy in the physical equipment and the
impact of the technology upgrade cycle on the environment.

VI. CONCLUSION

We have developed quantitative models of energy consump-
tion in a variety switching devices and have used this data in a
simple model of a large switched network. This model provides
an estimate of the lower bound on energy in a global network.
Using aggressive estimates of future improvements in differ-

ent technologies, we have estimated the relative contributions
of various network subsystems and components to the overall
global network energy consumption. We have confirmed pre-
vious suggestions that in a global scale network, the energy
consumption of the switching infrastructure is larger than the
energy consumption of the transport infrastructure.

The theoretical lower bounds on switching and transport en-
ergy in the network identified in Parts I and II of this paper are
approximately four orders of magnitude less than predicted by a
“business-as-usual” extrapolation of trends in today’s network.
This discrepancy does not represent a shortcoming of the model-
ing presented here, but instead highlights the difference between
what is theoretically achievable and what can be achieved in
practice. Work needs to be done to close this large gap between
what is theoretically possible and what can be achieved with
a “business-as-usual” approach. This work needs to focus on
reducing the energy overheads associated with peripheral func-
tions that are not central to the transport and switching of data.
Other key strategies for reducing energy consumption include
improving the energy efficiency of switching, devising methods
to reduce the quantity of switching infrastructure in the net-
work, development of low-energy transport technologies, and
reducing the energy consumption of the access network.
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