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Abstract – Modern phased array radars, with flexible
waveform generation and beam steering capability, are
able to adaptively modify their performance to suit a va-
riety of environments. This power has not yet been fully
exploited, in part because of the lack of suitable schedul-
ing algorithms. This paper describes an optimal adaptive
waveform selection algorithm for target tracking. An adap-
tive scheduling algorithm that selects the waveforms to be
used in future epochs based on current estimates of the envi-
ronment has the potential to significantly improve tracking
performance. This paper describes such a scheduling algo-
rithm, which is designed by posing the problem of adaptive
waveform scheduling for target tracking as a stochastic dy-
namic programming problem. The result is a scheduling
algorithm that minimises target tracking errors. The per-
formance of the algorithm is illustrated by comparing the
tracking errors produced by this approach in comparison
to a fixed waveform schedule.
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1 Introduction
In this paper we consider the problem of adaptive wave-

form selection for tracking a single target in clutter using
an active radar with a fixed set of waveforms. The aim is
to select the best sequence of waveforms to track the target
with the highest possible accuracy. In general, a waveform
can be tailored to achieve good Doppler or good range res-
olution, but not both simultaneously. This is a problem in
heavily cluttered environments, such as when an airborne
radar is attempting to track a slow moving ground target or
by a littoral radar seeking to detect submarine periscopes in
the presence of sea clutter.

The simplest scheme for adaptive waveform manage-
ment define a cost function that describes the cost of ob-
serving a target in a particular location for each individual
pulse and selects the waveform that optimises this function
on a pulse by pulse basis. This myopic or “greedy” scheme

has the potential to significantly improve performance over
conventional fixed waveform radars. The myopic waveform
scheduling problem has been examined in works such as
[1, 2, 3].

However, more improvement in performance can be
gained by solving the scheduling problem over a sequence
of pulses. In this paper, we pose the non-myopic adaptive
waveform selection problem as an infinite horizon stochas-
tic dynamic programming problem. In this framework, the
problem of waveform selection can be thought of as a sen-
sor selection problem, as each possible waveform provides
a different means of measuring the environment. Various
methods for solving such sensor selection problems have
been examined in [4, 5, 6, 7]. In this paper, we show how
the adaptive waveform selection problem can be solved us-
ing an extension of a solution technique known as Incre-
mental Pruning [8].

2 Problem Outline
We divide the area covered by a particular radar beam

into a grid in range-Doppler space, with the cells in range
indexed byτ = 1, . . . ,N and those in Doppler indexed by
ν = 1, . . . ,M. We assume that there is at most one target
in the region, so the number of possible hypotheses about
the location of the target isNM+ 1. The extra hypothesis
represents the “no target” is present case. LetH be the set
of hypotheses, then the state of our model isx(k) = i where
i ∈H . We assume that the evolution of the state is governed
by a Markov process with known transition probabilities,
i.e. the state transition matrix isA = (a ji )i, j∈H where

a ji = P(x(k+1) = j|x(k) = i) (1)

The radar provides noisy measurements,y(k), of the
scene. We will assume there is at most one measurement
in each range-Doppler cell therefore the size of the mea-
surement spaceY is 2NM. The probability of receiving a
particular measurementy(k) = j for j ∈ Y will depend on



both the actual location of the target and the choice of wave-
form used to generate the measurement.

Let u(k) be the control variable that indicates which
waveform is used to generate measurementy(k+1), where
u(k) ∈ U. ThenB(u(k)) = (b ji (u(k)))i∈H , j∈Y is the mea-
surement probability matrix where

b ji (u(k)) = P(y(k+1) = j|x(k) = i,u(k)) (2)

A method for calculating these probabilities is given in Sec-
tion 3.

Defineπ = {u(0),u(1), . . .} thenπ is a sequence of wave-
forms that can be used to track the target. Let

V(x) = E

[
∞

∑
k=0

γkr (x(k),u(k))

]
(3)

wherer(x,u) is the reward earned when a target at the lo-
cation given by hypothesisx is observed using waveformu
and0 < γ < 1 is a discount factor. The choice of reward
function is discussed in Section 4.

The aim of our problem is to find the sequenceπ∗ that
satisfies

V∗(x) = max
π

E

[
∞

∑
k=0

γkr (x(k),u(k))

]
(4)

however knowledge of the actual state,x(k), is not
available. Instead, we only have access to noisy mea-
surements of the target. To deal with this, letYk =
{y(1),y(2), . . . ,y(k)} and Uk be the corresponding se-
quence of controls, then define

pi(k)
4
= P

(
x(k) = i|Yk,Uk−1

)
(5)

that is, the vectorp(k) is the conditional density of the state
given the measurements and the controls. Using Bayes’ rule
and the Law of Total Probability the following recursion
can be derived forp(k+1) [9]

p j(k+1) = P
(

x(k) = j|Yk+1,Uk
)

(6)

=
by(k+1), j(u(k))∑i∈H a ji pi(k)

∑ j∈H by(k+1), j(u(k))∑i∈H a ji pi(k)

Let B̄( j,u) be the diagonal matrix with the vector
(b j,i(u))iinH the non-zero elements, then in matrix notation

p(k+1) =
B̄(y(k+1),u(k))Ap(k)

1′B̄(y(k+1),u(k))Ap(k)
(7)

where1 is a column vector of ones. Note, that the denomi-
nator of (7) is

1′B̄(y(k+1),u(k))Ap(k) = P
(

y(k+1)|Yk,Uk
)

(8)

which is not dependent onp(k).
The conditional state density vectorp(k) is also known

as theinformation stateand it is a sufficient statistic for the
true statex(k). That is, the original stochastic control prob-
lem in terms ofx(k) can be rewritten in terms ofp without
changing the resulting optimal control policy [10]. In other
words, the optimal control policyπ∗ that is the solution of
(4) is also the solution of

V∗(p(0)) = max
π

E

[
∞

∑
k=0

γkr(p(k),u(k))

]
(9)

wherep(0) is thea priori probability density of the target
state.

3 Calculating the Measurement
Probabilities

In order to calculateb ji (u(k) we need to make some as-
sumptions about the probability of receiving a detection in
a cell where there are scatterers (either the target or clut-
ter) in nearby cells. A common assumption in tracking in
clutter problems is that a scatterer in one cell will not affect
detections in other cells. While this is an overly idealised
assumption, we will use it here as it allows ready compari-
son with other work in this area.

Let the probability of a detection in cell(τ,ν)
P(dτ,ν|ετ,ν,u) = Pτ,ν

d (u) and the probability of a false alarm
P(dτ,ν|ε̄τ,ν,u) = Pτ,ν

f (u) whereετ,ν is the event that the tar-
get is in cell(τ,ν) andε̄τ,ν is the complementary event. To
calculatePτ,ν

d (u) andPτ,ν
f (u) we use the receiver model de-

scribed in [3]. In this model, all targets have a Swerling
1 distribution and the noise is additive, white and Gaus-
sian with known power. The extension to other models is
straightforward.

Under the model of [3], when there is no target present,
the output of the matched filter receiver is a complex Gaus-
sian random variable with zero mean and variance given by

σ2
0 = 2N0ξ (10)

whereN0 is the known, ambient noise power andξ is the
energy of the transmitted pulse. For convenience, we will
assumeξ is the same for all possible waveforms as was
done in both [3] and [1], although this is not required by
our model.

The matched filter output in a cell centred on(τ0,ν0)
when the target return has an actual time delay ofτ and
Doppler shift ofν is still zero mean and Gaussian, however
the variance is given by

σ2
1 = 2N0ξ+2σ2

Aξ2A(τ0− τ,ν0−ν) (11)

whereσ2
A is the variance of the amplitude of the target re-

turn andA is the ambiguity function. The ambiguity func-
tion specifies the output of the matched filter in the absence



of noise. It is given by the equation [11]

A(τ,ν) =
1

(
∫ |s(λ)|2dλ)2

∣∣∣∣
∫

s(λ)s∗(λ− τ)e2π jνλdλ
∣∣∣∣
2

(12)
wheres(t) is the transmitted baseband signal.

Recall, the magnitude square of a complex Gaussian
random variabley∼N (0,σ2) is exponentially distributed,
with the density

x = y2 ∼ 1
2σ2 e−x/2σ2

(13)

so, if the target is not in the cell centred on(τ,ν) and the
detection threshold isD then

Pτ,ν
f (u) =

∫ ∞

D

1

2σ2
0

exp(
−x

2σ2
0

)dx (14)

= exp(
−D

2σ2
0

)

= Pf

for all u since the energy of the transmitted pulse is assumed
to be the same in all cases.

In the case when a target is present in cell(τ,ν), assum-
ing its actual location in the cell has a uniform distribution

Pτ,ν
d (u) =

1
|A|

∫

(τa,νa∈A)

∫ ∞

D

1

2σ2
1

exp(
−x

2σ2
1

)dxdτadνa

=
1
|A|

∫

(τa,νa∈A)
exp(

−D

2σ2
1

)dτadνa (15)

whereA is the resolution cell centred on(τ,ν) with volume
|A|.

The actual value ofb ji (u) for given values ofi, j andu
is simply the product of appropriate values ofPτ,ν

d (u) and
Pτ,ν

f (u) overτ andν, by the independence assumption.

4 Reward Function
As the aim of the problem is to determine the target state

as accurately as possible an first choice for the reward func-
tion r(p,u) is

r(p,u) = ∑
i∈H

pi(k) log(pi(k)) (16)

wherepi(k) log(pi(k)) is set to0 whenpi(k) is sufficiently
small. This function is at a maximum when the entropy
is minimised. Therefore, maximising the discounted sum
of these rewards will produce a sequence of waveforms that
locates the target as accurately as possible and as quickly as
possible, as desired. Note, this does not depend explicitly
on the choice of waveformu although a penalty term could
be added if certain waveforms were more costly to use than
others.

However, the Incremental Pruning solution method of
[8], requires thatr(p) be a piecewise linear function ofp

which is not the case for the entropy-based reward function
(16). Therefore, we will follow the approach described in
[12, 7] and use the function

r(p) = p′p−1 (17)

as the basis for our reward function. This function can be
rewritten as

r(p) = g′(p)p (18)

whereg(p) = p−1. Since the function (17) is convex it can
be approximated by a piecewise linear function defined as
the maximum of tangents to the curve at some finite number
points in the simplexP = {p : 1′p = 1, pi > 0 ∀ i}. It is
straightforward to show that the tangent at a pointp j is the
line g′jp where

g j = 2p j −
(
1+p′jp j

)
1 (19)

Thus the reward function used for this adaptive waveform
selection problem is

r(p) = max
j=1,...,R

g′jp (20)

where the vectorsg j , for j = 1, . . . ,R, are given by (19) for a
collection ofRpoints inP . Thus original stochastic control
problem (9) is approximated by the problem of solving

V∗(p(0)) = max
π

E

[
∞

∑
k=0

γk max
j

g′jp(k)

]
(21)

for π∗.

5 Solution Method
The stochastic control problem given by the equation

(21) belongs to the class of problems known as Par-
tially Observed Markov Decision Problems (POMDP). An
overview of these types of problems and methods for solv-
ing them can be found in [9] and [13]. There are a num-
ber of algorithms for finding both optimal and near-optimal
solutions to these types of problems over a finite horizon.
A survey of optimal algorithms for finite horizon problems
can be found in [14].

The various algorithms make use of the fact that over a
finite horizon the objective function of a POMDP is piece-
wise linear and convex. Thus the objective function for a
given horizon can be represented by a set of vectors. The
solution to an infinite horizon problem can be approximated
by solving the finite horizon problem for a sufficiently long
horizon.

The various solution methods provide different ways of
finding the set of vectors that characterise the solution of
a POMDP. As the size of the adaptive waveform selection
problem is large, we will use a variant of the highly effi-
cient refinement of the Witness algorithm [15] known as
Incremental Pruning [8].



The dynamic programming algorithm [10] shows that an
approximate solution of the problem (21) can be found by
proceeding backwards with the recursion for a sufficiently
large valueT

VT(p(T)) = 0 (22)

Vk(p(k)) = max
u(k)∈U

E
[
max

j
g′jp(k)+ (23)

γVk+1(p
u(k)
y(k+1)(k+1))

]
,k = T−1, . . . ,0

wherepu
y is the solution of (7) whenu is used at dwellk+1,

generating observationy. The key result here is that it is
possible to define a new objective function̄V in terms of a
given objective functionV. That is, we can write

V̄(p) = max
u∈U

(
max

j
g′jp+ γ ∑

y∈Y
Pr(y|p,u)V(pu

y)

)
(24)

Therefore, over a finite horizon, the objective functionV
can be expressed as

V(p) = max
α∈S

p′α (25)

for some finite set of vectorsS . Equation (24) can be bro-
ken into a series of equations by defining simpler objective
functions

V̄(p) = max
u∈U

Vu(p) (26)

Vu(p) = max
j=1,...,R

Vu
j (p) (27)

Vu
j (p) = ∑

y
Vu

y, j(p) (28)

Vu
y, j(p) =

1
|Y |g

′
jp+ γPr(y|p,u)V(pu

y) (29)

Following the arguments in [8] it can be shown that these
objective functions are piecewise linear functions and can
be written as

Vu
y, j(p) = max

α∈Su
y, j

p′α (30)

Vu
j (p) = max

α∈Su
j

p′α (31)

Vu(p) = max
α∈Su

p′α (32)

V̄(p) = max
α∈S̄

p′α (33)

for some finite sets of vectorsSu
y, j , Su

j , Su and S̄ for all
u∈ U andy∈ Y . These sets have a unique representation
of minimum size and [8] provides an efficient method for
generating these sets givenS .

Denoting the minimum size set ofS by 〈S〉,

〈S〉= S\{α ∈ S |p′α < p′β,∀p ∈ P ,∀β ∈ S ,β 6= α} (34)

and the cross sum of two setsA andB by

A
⊕

B = {α+β|α ∈ A ,β ∈ B} (35)

the minimal set of vectorsS in (25) can be obtained by
iterating the following recursive formulas

Su
y, j = 〈{ 1

|Y |g j + γA′B̄′(y,u)α|α ∈ S}〉 (36)

S = 〈
⋃

u

Su〉= 〈
⋃

u, j

Su
j 〉= 〈

⋃

u, j

〈
⊕

y

Su
y, j〉〉 (37)

starting from the initial setS0 = {g j | j = 1,2, ...,R}. The
Incremental Pruning method [8] provides an efficient way
for calculating the inner expression in (37) by considering

〈
⊕

y

S̄y〉= 〈〈. . .〈〈S̄y1

⊕
S̄y2〉

⊕
S̄y3〉 . . .〉

⊕
S̄y|Y |〉. (38)

Each vectorα ∈ S determines a region in the probability
simplexP , in which α dominates all other vectors. Since
S ⊆ ∪uSu, we have

∀α ∈ S ∃u∗ : α ∈ Su∗ , (39)

andu∗ will be the optimal waveform for the region corre-
sponding to vectorα.

6 Simulation Results
The off-line computation of the optimal waveform

scheduling by the algorithm described in this paper is com-
putationally intensive. This algorithm provides a feasi-
ble solution for the waveform scheduling when the num-
ber of cells in the range-doppler space is fairly low (up to
5×5). For a higher number of cells, other measures should
be taken to implement the scheduling algorithm. One ap-
proach could be casting the problem into a lower dimen-
sion relevant to the actual entropy rate of the measurement
process. This process is a hidden Markov process and the
method [16] can be used for evaluating its entropy rate.

A simple example with only two dimension information-
state space is considered here to illustrate the representation
of the optimal schedule as the partitioning of information-
state space (into regions of different optimal waveforms).
Through simulation, the performance of system with op-
timal schedule is compared with fixed selection of wave-
forms as well as with alternatively changing waveforms.
The higher dimension examples show the same superiority
of the optimum schedule compared to other scenarios.

The simple example uses an hypotheses setH and mea-
surement setY where|H |= 3 and|Y |= 3. We consider 4
different waveforms where for each waveformu, and each
hypotheses for the targetx, the distribution of the radar
measurementy is given by the Table 6. Thus thei-th di-
agonal element of the matrix̄B(y,u) is the corresponding
element in the table forx = i. The matrixA is given by



A=




0.95 0.01 0.05
0.02 0.95 0.05
0.03 0.04 0.9


 .(40)

x=1 x=2 x=3
y=1 y=2 y=3 y=1 y=2 y=3 y=1 y=2 y=3

u = 1 [0.98, 0.01, 0.01] [0.02, 0.01, 0.97] [0.01, 0.02, 0.97]
u = 2 [0.95, 0.04, 0.01] [0.03, 0.93, 0.04] [0.01, 0.98, 0.01]
u = 3 [0.96, 0.01, 0.03] [0.04, 0.93, 0.03] [0.96, 0.03, 0.01]
u = 4 [0.96, 0.01, 0.03] [0.02, 0.04, 0.94] [0.98, 0.01, 0.01]

Table 1: Measurement probabilities for the example sce-
nario.
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Figure 1: The optimal schedule regions
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Figure 2: Average reward for optimal scheduling vs. a fixed
waveform selection (horizon=10).
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Figure 3: Reduction in uncertainty of state estimation over
time for three different methods of waveform selection.

The vectorsg j , j = 1,2, ...7 are generated according to
(19) wherep j are the non-corner points of the Freudenthal
Triangulation [12] of the probability simplex,P .

The vector setS after five iterations of (36) and (37) gives
a partitioning of the information state simplex into three
regions as shown in Figure 1. Each region corresponds to
an optimal waveform selection.

Simulation result for this optimal waveform schedule in-
dicate a significant boost in the expected reward (17) when
compared to a fixed waveform selection. This means that
the selection of waveforms according to the accumulated
knowledge about target location (information state) using
the optimal schedule will enhance the accuracy of the sys-
tem in locating targets. The difference in average reward
per measurement for the optimal schedule as compared to
only selecting fixed waveforms is shown in Figure 2. In
each time interval based on the state information a wave-
form is selected and a measurement is taken which updates
the state information according to (7). A reward equal to
(17) is considered, wherep is the new state information.
The solid line in Figure 2 indicates the reward averaged
over the time of the process as well as over the sample pro-
cesses. For the fixed waveform schedule, the reward shown
by the dotted line is calculated in the same way, but the
waveform is fixed regardless of the state information.

The negative of the reward function, ie:1−p′p can be
considered as the uncertainty in the state estimation. This
non-negative cost function can be zero only if the state in-
formation supports absolute certainty about one state, ie:
p′p = 1. In fact the optimal scheduling algorithm can be
viewed as minimizing the uncertainty of state estimation.
Figure 3 shows the average of the uncertainty for the opti-
mal scheduling for different measurement times. This un-
certainty is compared with the case when the best wave-
form is always used and also with the schedule that iter-
ates through the set of waveforms regardless of state in-



formation. For all cases, the uncertainty about the state
(target position) is decreasing with time, even though the
state is changing with time. As the figure shows, compared
to a fixed waveform, alternating between waveforms will
reduce uncertainty in locating targets, and this uncertainty
will be reduced further if the optimal schedule is used.

7 Conclusions
In this paper the problem of adaptive waveform schedul-

ing for target tracking has been posed as a stochastic dy-
namic programming problem. This framework provides a
means for deriving the optimal waveform schedule using
a solution technique based on the Incremental Pruning al-
gorithm. The advantages of using an adaptive waveform
schedule over a fixed schedule have been shown with sim-
ulations. While deriving the optimal adaptive schedule is
a computationally intensive problem, the solution to this
problem is still of great value. The knowledge of the opti-
mal performance obtainable allows for informed design of
sub-optimal algorithms capable of real-time operation with
a known performance penalty.
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