
ADVANCED ALGORITHMS FOR

KNOWLEDGE DISCOVERY FROM

IMBALANCED AND ADVERSARIAL DATA

A thesis submitted in fulfilment of the requirements for the

degree of Doctor of Philosophy in the School of Information Technologies at

The University of Sydney

Wei Liu

August 2011



c© Copyright by Wei Liu 2011

All Rights Reserved

ii



Abstract

Great success has been achieved in the data mining communityon designing and devel-

oping software systems with algorithms that can handle classical supervised learning

tasks. However, assumptions made in traditional supervised-learning systems are often

challenged in practice:(i) imbalanced data:conventional classification systems assume

that the data distributions among different labels are balanced, while in many domains

the label of particular interest only takes a rather small fraction of all observations;(ii)

adversarial data: traditional supervised-learning systems assume the distribution of

test data is the same to that of training data, however in manycircumstances there exist

malicious adversaries who deliberately manipulate data attest time so that pre-trained

models often fail to make correct classifications.

In order to handle the above challenges, in this thesis we explore various kinds of

supervised-learning algorithms, including decision trees,k nearest neighbor algorithms,

support vector machines and logistic regression etc., and illustrate that they all have

their own specific drawbacks in learning from imbalanced data. To overcome these

drawbacks, we propose novel techniques for each type of these classifiers and correct

their class bias at training time. In addition, for handlingadversarial data, we simulate

interactions between a data miner and an adversary in a non-cooperative sequential

Stackelberg game, and solve for the Nash equilibrium of the game. Data sets obtained

from the Nash equilibrium provide useful insights to the construction of supervised-

learning systems.

Based on the methods introduced in this thesis, the softwaresystems with algo-

rithms we have designed are capable of significantly better handling both imbalanced

and adversarial data sets.
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Chapter 1

Introduction

The proliferation of digital devices in recent decades havetriggered the explosion of

massive amount of high quality data. As Eric Schmidt, the chairman and CEO of

Google, noted at the Techonomy conference1 in August 2010, “every two days now we

create as much information as we did from the dawn of civilization up until 2003”, and

“that’s something like five exabytes2 of data”. With this huge amount of data available,

it is important for data miners to quickly analyze, understand and interpret it. Devel-

opment of algorithms and techniques designed in data miningand machine learning

community has strengthened their capabilities of meaningfully and automatically cop-

ing with this mass quantities of data. However, there are still non-trivial problems in

existing data mining and machine learning techniques resulting from two assumptions

made in traditional supervised learning methods.

The first problem is class imbalance. A data set is “imbalanced” if its dependent

variable is categorical and the number of instances in one class is substantially different

from those in other classes. Traditional classification algorithms assume data are “bal-

anced”, while in reality this assumption is often violated,and it is usually the smaller

class that is more of people’s interests. If the goal of training is designed as optimiz-

ing overall accuracy, at test time many data mining methods only work optimally when

classes in data are relatively balanced, and would have verypoor performance when

the class balance assumption is not met. In addition, different measurements other than

overall accuracy should be considered when dealing with imbalanced classes, since it

is easy for a trivial classifier to predict everything belonging to the majority class and

1 http://techonomy.com/
2 1 exabyte = 1018 bytes.

1

http://techonomy.com/
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hence obtain a high overall accuracy. Therefore learning from imbalanced data sets is

a common yet challenging problem in supervised learning [20]. And in the domain of

data mining research, the class imbalance problem has been identified as one of the 10

most challenging problems [108].

As a class imbalance example, in the domain of insurance fraud detection, fraud-

ulent insurance claims only occupy a tiny fraction of all claims and happen far less

frequently than legitimate claims. If an insurance companyis equipped with a tradi-

tional learning method under the class balance assumption,this company would obtain

a very high overall claim classification accuracy but still bear extremely high costs from

fraudulent claims. This is because most traditional learning methods predicts only the

majority class (i.e. legal claims) correctly but not the minority class (i.e. fraudulent

claims). In addition, the cost of misclassification on different classes can also be imbal-

anced. Undetected fraudulent claims usually cost much moreto the insurance company

than misidentified legitimate claims. To this end, the classimbalance problem is also

related to cost-sensitive learning. This type of scenario appears frequently in practise,

including disease diagnosis, risk management and text classification etc., and it is nec-

essary that this problem can be managed by more advanced datamining and machine

learning algorithms. In this thesis, we only consider binary-labeled (i.e. containing two

classes) data sets in imbalanced data modeling, and we will note that it can easily be

extended to handle cases of multi-class data sets.

The second problem arises from adversaries’ manipulationson test data. Existing

machine learning methods assume that the distribution of training and test data are sim-

ilar, so that it is reasonable to expect classification or regression model built on training

data to work well on test data. However, in many adversarial settings, this assumption

is fundamentally violated and data at test time could be verydifferent from data at train-

ing. This is because there exist malicious adversaries who control the distributions of

test data, and transfer the test data in a way that can optimize the adversaries’ profit.

When this transformation happens, classifiers built from previous training data could

be ineffective or even useless on manipulated test data.

For instance, in spam detection domain, spammers (i.e. senders of spams) have

the control of spams they want to distribute. Data miners canonly build spam filters

based on their observations of previous spams. If spammers change the distribution

of spams in future (e.g. by changing the subject, choosing different words to use in

texts, or putting texts into images), these spams would easily pass through spam filters
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even if the filters are well trained. This is because the modified spams are all new

information which did not exist in previous training, and spam filters do not have any

trained rules to make good classifications on them. In consequence, it is necessary for

data miners to design algorithms that can predict adversaries’ manipulation beforehand,

so that classifiers can take possible data transformations into account before it actually

happens and hence be in an advantaged position against adversaries.

The above two practical problems, class imbalance and adversaries’ manipulations,

significantly downgrade the performance of existing machine learning techniques and

bring forward major challenges to researchers in data mining and machine learning

community.

1.1 Contributions of this Thesis

In this thesis, we present our recent research on designing robust supervised learning

methods for handling imbalanced and adversarial data. Someof our results have been

published in [73–77]. Specifically, our main contributionsare:

1. We propose a new decision tree algorithm, Class ConfidenceProportion Decision

Tree (CCPDT), which is robust and insensitive to size of classes and generates

rules which are statistically significant. In order to make decision trees robust,

we begin by expressing information gain, the metric used in C4.5, in terms of

confidenceof a rule. This allows us to immediately explain why information

gain, like confidence, results in rules which are biased towards the majority class.

To overcome this bias, we introduce a new measure, Class Confidence Proportion

(CCP), which forms the basis ofCCPDT. To generate rules which are statistically

significant we design a novel and efficient pruning strategy which uses Fisher’s

exact test to prune branches of a tree which are not statistically significant. To-

gether these two changes yield a classifier that performs statistically better than

not only traditional decision trees but also trees learned from data that has been

balanced by well known sampling techniques.

2. We design a novelk-nearest neighbors (kNN) weighting strategy for handling

the problem of class imbalance on lazy learning algorithms.When dealing with

highly imbalanced data, a salient drawback of existingkNN algorithms is that the

class with more frequent samples tends to dominate the neighborhood of a test
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instance in spite of distance measurements, which leads to suboptimal classifica-

tion performance on the minority class. To solve this problem, we proposeCCW

(class confidence weights) that uses the probability of attribute values given class

labels to weight prototypes inkNN. The main advantage ofCCWis that it is able

to correct the inherent bias to the majority class in existing kNN algorithms on

any distance measurement.

3. We address the problem of class skewness for supervised learning models which

are based on optimizing a regularized empirical risk function. These include both

classification and regression models for discrete and continuous dependent vari-

ables. Classical empirical risk minimization is akin to minimizing the arithmetic

mean of prediction errors, in which approach the induction process is biased to-

wards the majority class for skewed data. To overcome this drawback, we pro-

pose a quadratic mean based learning framework (QMLearn) that is robust and

insensitive to class skewness. We note that minimizing the quadratic mean is a

convex optimization problem and hence can be efficiently solved for large and

high dimensional data.

4. We model the interaction between the adversary and the data miner as a two-

person sequential non-cooperative Stackelberg game and analyze the outcomes

when there is a natural leader and a follower. We then proceedto model the

interaction (both discrete and continuous) as an optimization problem and note

that even solving a linear Stackelberg game is NP-Hard.

5. We cast the Stackelberg game as amaxminoptimization problem, through which

we solve for its Nash equilibrium. The Nash equilibrium is a pair of strategies

(classifier weights, data transformations) from which there is no incentive for

either the data miner or the adversary to deviate. The Nash equilibrium solution

is more robust to subsequent manipulation of data and also provides interesting

insights about both the data miner and the adversary.

1.2 Organization

The remainder of this thesis is organized as follows. In Chapter 2 we review related

literature, key concepts and evaluation metrics used in this thesis. Chapter 3, 4 and 5
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respectively depict how we identify the drawbacks of existing decision trees,k nearest

neighbor algorithms, and support vector machines etc., on learning from imbalanced

data, and how we design novel algorithms to overcome their specific drawbacks. In

Chapter 6, we use a Stackelberg game to model the interactionbetween the adversary

and the data miner, and propose the use of genetic algorithmsto solve for Nash equi-

librium when the strategy space is infinite. Chapter 7 casts the Stackelberg game as

a maxmin optimization problem and propose an efficient algorithm to solve its Nash

equilibrium. We conclude in Chapter 8 with directions for future work.



Chapter 2

Background

In this chapter, we present related literature, key concepts and evaluation metrics in the

problem of learning from imbalanced and adversarial data sets. The evaluation metrics

introduced in this chapter are used through out the thesis.

2.1 Related Literature

There has been a great volume of research in the literature that puts a focus on handling

class imbalances, while relatively less work has been done to cope with the problem

of adversarial learning. The chapter reviews existing methods on both of the two cate-

gories, and presents related works of the class imbalance problem from three perspec-

tives, i.e., data-oriented, algorithm-oriented, and ensemble methods.

2.1.1 Data-oriented Methods in Class Imbalance Problems

Since classes in imbalanced data are initially asymmetrically distributed, one main

stream of research is to modify the distribution of classes and make the data set fi-

nally balanced. The main approaches belonging to this category are mostly based on

sampling techniques. This includesunder-samplingwhich removes instances from the

major class, andover-samplingthat adds instances into the minor class, so that there

could be equal number of instances in each class in the modified training data.

Perhaps the simplest way of balancing data sets is through random under-sampling,

which deletes samples in the majority class randomly. Although this method is simple,

Drummond et al. [34] found it more effective for building classification models than

6
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alternative over-samplings. However, a deficiency of under-sampling is that it may

ignore some informative samples that potentially could be useful. To overcome this

deficiency, Liu et al. [78] proposed algorithms that sample subsets from the majority

class, and combine learners trained on the subsets. Random under-sampling is also

compared against more sophisticated under-sampling methods in [40] which claimed

that the additional sophistication of “focused under-sampling” did not yield a better

performance over random under-sampling.

There are mainly two types of methods that over-sample the instances in the minor-

ity class. One type of methods is to replicate the samples so that some samples in the

minor class have redundant duplicates, in which way the information contained in the

redundant samples are enhanced in building training models[17]. The other types of

methods created new synthetic instances based on existing data distributions. For ex-

ample, in the SMOTE [18] algorithm, synthetic minority points are firstly created based

on the feature space of the neighborhood of a real minority instance, and then added

in the training data so that the size of the minor class gets incrementally larger. These

new artificial samples are synthesized by joining a minorityinstance and its selected

nearest neighbors, are hence are mostly located in overlap regions of two classes. This

algorithm ignores nearby majority instances beyond the neighborhood of a target sam-

ple, which can result in loss of information in the syntheticpoints. So Bunkhumpornpat

et al. [12] designed a method called Safe-Level-SMOTE whichcarefully samples mi-

nority instances in a feature space with different weight degrees (i.e. safe-levels). By

synthesizing the minority instances more around larger safe levels, they achieved a bet-

ter accuracy performance than SMOTE.

SMOTE is also applied to improve the performance of support vector machines

(SVMs) by Akbani et al. [1] and Tezel et al. [63]. While Akbaniet al. analyzed the

drawbacks of SVMs on learning imbalanced data sets and explained how variants of

SMOTE can improve SVMs, the authors in [63] argue that distances between time

series are non-Euclidean and nonmetric, since comparing time series requires warping

in time. This fact makes it impossible to apply standard SMOTE to insert synthetic

data points in feature spaces, so they invented an innovative approach that augments the

minority class by adding synthetic points in distance spaces instead of feature space.

A different sampling framework is proposed by Ertekin et al.[35] which demon-

strates that active learning is capable of solving the classimbalance problem by select-

ing informative instances from a small pool of samples through a SVM. Their proposed
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method yields an efficient querying system which allows active learning to be applied

to very large data sets.

2.1.2 Algorithm-oriented Methods in Class Imbalance Problems

The focus of algorithm-oriented methods has been put on the extension and modifica-

tion of existing classification algorithms so that they can be more effective in dealing

with imbalanced data. For example, an improved associativeclassifier named SPAR-

CCC [101] has been introduced to overcome the drawbacks of CBA [72] on imbalanced

data sets. SPARCCC combines the use of statistically significant rules with a new mea-

sure, theclass correlation, to build an associate classifier which is claimed performing

comparably on balanced data sets and outperforming other associate classifier tech-

niques on imbalanced data sets. It also generates a significantly smaller set of rules and

is much more computationally efficient than conventional rule-based classifiers.

Decision tree is also a widely used type of classifier, where algorithms such as

C4.5 [91] and CART [10] are among the most popular. While CARTbuilds decision

trees by measuring Gini index, C4.5 uses information gain and gain ratio to determine

which attribute to split as a node. We will show in Chapter3 that the measurements of

Gini index, information gain and gain ratio are all flawed in inducting from imbalanced

data. Another type of decision trees based DKM proposed by Dietterich [32] has also

provided improvements of performance in skewness of classes, and has been further

extended by several projects as in [33, 39, 112]. More recently, Hellinger distance is

also employed as a splitting criteria in [22] which is named HDDT. The authors have

shown that HDDT produces superior decision trees under class imbalance compared to

other decision tree algorithms without using any sampling.

Pruning is another concern for decision trees when data is skewed. Although Chawla

et al. in [17] claim pruning has detrimental effects on the performance of decision trees

and suggests not to perform any pruning, the originally built-up trees could be extremely

large and infeasible to deal with if training data sets are complex. To make the size of

decision trees easy to handle, we will show in Chapter3 that even though conventional

error estimation based pruning are suboptimal, we can design a new way to perform

pruning and still keep the correctness and completeness of decision trees.
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It is also common to use cost-sensitive learning to improve the effectiveness of ex-

isting methods. When misclassification costs vary between classes, classifiers at train-

ing will focus on optimizations of the class with higher costs. By example, Zhou et

al. [114] have put cost-sensitive learning onto neural networks, the results of which

suggest that a higher degree of class imbalance usually results in bigger difficulty in

cost-sensitive learning. Their work examines effects of over-sampling, under-sampling,

threshold-moving, hard-ensemble, soft-ensemble, and SMOTE in training, and finds

that both threshold-moving and soft ensembles are relatively good choices in training

cost-sensitive neural networks. An extension of this work [79] presents an empiri-

cal study which discloses that class-imbalance often affects the performance of cost-

sensitive classifiers. They find that when the misclassification costs are relatively equal,

cost-sensitive classifiers generally favor natural class distributions; while when misclas-

sification costs are seriously unequal, a balanced class distribution is more favorable.

Lazy learning is another type of techniques for constructing predictive models,

whose classical example is the well knownk nearest neighbor algorithms (kNN). KNN

algorithms first look for the nearestk neighbors that surround a test instances by some

distance measures, and then make a prediction based on the most common class of the

k neighbors. Weinberger et al. [104] learned Mahanalobis distance matrices forkNN

classification by using semidefinite programming, which hasbeen demonstrated large

improvements over conventionalkNN and SVM. Another method WDkNN introduced

in [109] discovers optimal weights for each instance in training phase which are taken

into account during test phases. This method has been demonstrated superior to other

kNN algorithm including LPD [89], PW [90], A-NN [103] and WDNN[56].

In statistical machine learning, supervised learning models are trained by solving

a regularized empirical risk (loss) function. This includes classification models such

as SVMs and logistic regressions, and regression models such as linear regression and

quantile regression. Given training data consists of featuresx∈ X and labelsy ∈ {-1,

1}, one wants to obtain a weight vectorw from solving the following problem:

w∗ = argmin
w

λwTw+Remp(w,x,y)

whereRemp(w,x,y) is the empirical risk function that has different forms for different

learning models. For example, linear SVMs can be built by defining the risk function

as a soft-margin hinge loss:Remp(w,x,y) = 1
n ∑n

i=1max(0,1−yi(wTxi)).
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The performance of such linear SVMs on imbalanced data has been studied by

Veropoulos et al. [102], where two schemes for controlling the balanced of errors on

each class is outlined. However, the results of this study are empirically based, and

the authors did not investigate the theoretical drawbacks of SVMs on imbalance data.

We will note the downsides of the above optimization in Chapter 5 and improve it by

introducing a novel strategy of measuring empirical risks.

Instead of using hinge lost, Callut et al. [14] optimize a SVMin terms of F measure –

a classical information retrieval criterion that is insensitive to skewness of classes. Their

experiments illustrate the advantages of this approach with respect to the traditional

SVMs when precision and recall are of unequal importance. Another method produced

by Imam et al. [55] focuses on orienting the trained decisionboundary of SVM such that

better classification margins can be maintained. They introduce a multiplicative weight

parameterz which makes their method automatically correct the skew of the learned

SVM model through irrespective of the choice of learning parameters. In addition,

vector quantization SVMs (VQSVM) is introduced by Yu et al. [111] which contains a

set of local models, includingcode vectors(produced by the vector quantization) and

a SVM, to re-balance data sets without significant information loss. The code vectors

are incorporated into the constraints satisfaction of the SVM, which helps the SVM to

avoid being overwhelmed by the majority class. Moreover, improvements of SVMs on

imbalanced data have also been applied to the domain of bioinformatics [117], where

a novel sampling method based on genetic algorithms (GA) is proposed to re-balance

the imbalanced training dataset for SVMs. This GA-based sampling is shown more

effective than traditional random sampling techniques forSVMs.

2.1.3 Ensemble Methods in Class Imbalance Problems

In supervised learning, ensemble methods are learning algorithms that construct a set of

classifiers and classify test data points by taking a (weighted) vote of their predictions

[31]. Among the various types of ensembles, bagging [11] andboosting [60] together

with their variations have enjoyed the highest popularity in data mining and machine

learning domain.

There have been rich extensions of bagging for managing dataimbalance. The au-

thors of [58] proposed an ensemble of under-sampled SVMs which lowers variations

of each individual SVM so that the performance of the overallclassifier can be more
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stable. Meanwhile, a multiple classifier system is built in [84] where each constitutive

classifier is trained on a subset of the majority class together with the entire minor-

ity class. The effectiveness of this approach has been confirmed on the detection of

micro-calcification on digital mammograms. A lazy bagging (LB) design is proposed

by Zhu et al. [115] that builds bootstrap replicative bags based on characteristics of

test instances. LB trims bootstrap bags by taking a test instance’s nearest neighbors in

the training set, under the assumption that the test instance’s nearest neighbors provide

reliable information for learners to refine their local classification boundaries. An ex-

tension of this work [116] presents more extensive experiments in investigating LB’s

performance under carefully designed synthetic data, which brings insights into why

LB works and under which conditions it can outperform alternative methods.

Boosting is also a widely used ensemble method for deriving variations on handling

imbalanced data. While bagging partitions a training set aiming to reduce variance and

to avoid over-fitting, boosting iteratively learns weak classifiers and then adds them

to a final strong classifier. AdaBoost incorporating properly designed RBFSVM (SVM

with RBF kernels) demonstrates better generalization performance than SVM on imbal-

anced classification problems [69]. This method effectively produces a set of RBFSVM

component classifiers whose model parameters are adaptively different manifesting in

better generalization as compared to other methods including sampling methods such

as SMOTE. Since imbalanced data sets can be better controlled by cost sensitive learn-

ing, Sun et al. [96] designed cost-sensitive boosting algorithms via introducing cost

items into the learning framework of AdaBoost, which advances classifications on im-

balanced data. In addition, SMOTE has also been applied to a boosting framework

named SMOTEBoost [21]. Different from standard boosting algorithms where mis-

classified examples are given equal weights, SMOTEBoost creates synthetic examples

from the minority class, so that weights are updated indirectly for compensating skewed

distributions.

2.1.4 Adversarial Learning Methods

Conventional supervised learning algorithms build classification models by learning

relationships between the independent (features) and dependent (class) variables from a

given input data. Typically, the underlying assumption is that the relationship between

the features and the class remain unchanged over time. However in many real world
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applications, there often exist active adversaries who arecontinuously modifying the

underlying relationships in order to avoid detection by theclassifier.

This type of situation occurs frequently in several domain such as spam filtering and

intrusion detection. Evaluations of intrusion detection systems introduced in [71] de-

tected attacks included in the training data at moderate detection rates ranging from 63%

to 93%. Another work in [67] controls misclassifications in aworst-case setting, where

under all possible choices of class-conditional densitiesthe worst-case probability of

misclassification of future data points is targeted to be minimized. Androutsopoulos et

al. [2] investigate Email filtering by building game theoretical model. They focused on

the scenario where all user mailboxes are equipped with anti-spam filters, and the users

can either read messages or delete them without reading, with their actions depending

only on the verdicts of the filters.

Later, Dalvi et al. [26] modeled adversarial scenarios under the assumption that both

the adversary and the data miner have perfect information ofeach other. In their formu-

lation, the adversary is fully aware of the parameter settings of the classifier, and uses

the classifier’s decision boundary to undermine the classifier. The data miner in turn

periodically retrains the classifier based on the adversary’s modifications. This “perfect

knowledge” is unrealistic in practice. In [80] the perfect knowledge assumption is re-

laxed by assuming that the adversary has the ability to issuea polynomial number of

membership queries to the classifier in the form of data instances which in turn will

report their labels. They refer to their approach as Adversarial Classifier Reverse Engi-

neering (ACRE). The ACRE learning quantifies the “hardness”of attacking a (linear)

classifier system, but it is unclear how the data miner shouldrespond to the adversary’s

ACRE learning attacks, and what state the adversary and the data miner will proceed to

eventually.

In addition, Loberson et al. [41, 44] use deletions of features at test time to ap-

proximate the strategies of adversaries, simulating a “one-shot” games (i.e. the game is

played only once). In this work, classifiers are designed as resilient to deletion of fea-

tures by using quadratic programming. Similarly, another work uses feature reweight-

ing to overcome the discrepancies between training and testdata [64], where each fea-

ture vector is re-scaled by its length (i.e. determinant) soas to degrade the effects of

over-weighted features. Recently, Kantarcioglu et al. [59] have proposed approaches

that model the competing behavior between the adversary andthe data miner as a se-

quential Stackelberg game, where they use simulated annealing to search for a Nash
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Table 2.1: Representation of Classification Results via a Confusion Matrix
All instances Predicted positive Predicted negative

Actual positive true positive (TP) false negative (FN)
Actual negative false positive (FP) true negative(TN)

equilibrium as the final state of play. They have also done a case study on a combina-

tion of Bayesian classifier, Gaussian mixture and Bernoullidistributions, and different

types of penalty for adversaries’ movements.

2.2 Key Concepts and Evaluation Metrics in the Class

Imbalance Problem

In this section, we briefly review commonly used evaluation metrics in the domain of

imbalanced classifications.

2.2.1 Confusion Matrix

In convention, the class that occupies a minor fraction of data is called positive class,

and instances belonging to this class is called positive instances (or positive samples);

the other class that takes a major proportion of data is the negative class which contains

negative instances (negative samples). Given the definitions of positive and negative

class, now we explain how general machine learning methods use confusion matrix to

represent classification results.

As shown in Table2.1, binary classification results are divided into four subsets by

the confusion matrix: true positives (TP), false positives(FP), false negatives (FN) and

true negatives (TN). By using the four subsets of classified instances, evaluation metrics

used in traditional machine learning are defined as follows.

The overall classificationaccuracyis TP+TN
TP+FP+FN+T N. Overall accuracy is a mislead-

ing metric in imbalanced data learning, and hence is inappropriate to use in empirical

evaluations. Besides the overall accuracy, other better classification metrics include:

(i) true positive rate(also known assensitivity, or recall) which is defined as TP
TP+FN ;

(ii ) false positive ratedefined as FP
FP+TN; (iii ) true negative rate(also known asspeci-

ficity) defined as TN
TN+FP; and (iv) precisiondefined as TP

TP+FP. These metrics can be

reasonably well used in imbalanced data learning, since they use information on only
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“one-side” of the confusion matrix and would be unaffected by skewed ratios of positive

vs. negative instances.

In addition, the metric ofF–measureis also commonly used in evaluations which

is introduced from the domain of statistics and informationretrieval. F–measureis

defined as the harmonic mean of precision and recall:

F−measure=
2× precision× recall

precision+ recall

Classifiers with higher values ofF–measureare those who can achieve high recall

without sacrifices on precision. Moreover,F–measureis also calledF1–measuresince

recall and precision are evenly weighted. It is a special case of a more generalFβ –

measure(for β = 1) which is in the form of:

Fβ −measure=
(1+β 2)× precision× recall

β 2× precision+ recall

The Fβ –measureis also related to cost-sensitive evaluations by putting more or less

weight on precision than on recall.

However all the above metrics can only illustrate the performance of classifiers on a

static state, and they do not examine the ranking orders of predicted instances from the

output of classifiers. Ranking orders of classified samples could be critically important

when for example misclassification of samples from different class leads different cost.

This type of information can be captured by the area under ROCcurves and the area

under precision-recall curves.

2.2.2 Area Under Curves

The area under the ROC (i.e. receiver operating characteristic) curve [8, 51, 118] is

a widely used measure of performance of supervised learningalgorithms. It has the

attractive property that it side-steps the need to specify the costs of the different kinds

of misclassification [50].

The ROC curve is defined as a two-dimensional plot of true positive rate (TPR) on

the vertical axis, against false positive rate (FPR) on the horizontal axis. By controlling

classification boundaries according to the rankings of classified instances, for example

from top 1 instance with the highest probability of belonging to positive class to the last
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instance with the least probability of being positive, one could obtain a list of (FPR,

TPR) pairs from each of the classification boundaries. The ROC curve is indicated by

the (FPR, TPR) pairs, and is bounded by a unit square formed byextreme values (i.e.

zeros and ones) of TPR and FPR. Good classifiers are reflected through ROC curve

plots that lie in the upper left corner of the square. So the better a classifier is, the

closer its ROC curve gets to the top left corner; and a classifier that performs random

classifications is associated with a ROC curve going throughthe diagonal of the square

from the lower left corner to the upper right corner.

Assume 0 and 1 are values of a binary class, givenn0 instances of class 0,n1 in-

stances of class 1, andS0 the sum of ranks of the class 0 instances, the area under ROC

curve can be calculated as [50]:

Area under ROC curve=
S0− n0(n0+1)

2

n0n1

The area under ROC curve not only estimates the quality of rankings of classified

instances, but also is insensitive to ratio of classes, since it is based solely on TPR and

FPR both of which are calculated by using instances within one of the two classes.

Besides area under ROC curves, precision-recall (PR) curves can give a even more

informative picture of an algorithm’s performance when data sets are highly imbal-

anced [27]. The goal in ROC space is to be in the upper left corner, while the goal in PR

space is to be in the upper right corner. There exists a deep connection between ROC

space and PR space, such that a curve dominates in ROC space ifand only if it domi-

nates in PR space, and algorithms that optimize the area under PR curve are guaranteed

to optimize the area under ROC curve [27].

2.2.3 Friedman Tests

While there exist many ways of comparing two or more learningalgorithms on multiple

data sets, we adapt the methods proposed in Demsar [29] whichcompares classifiers by

ranks. This method recommends a robust non-parametric testfor statistical comparisons

of classifiers: the Friedman test with the corresponding post-hoc tests for comparison

of multiple classifiers over different data sets. The Friedman test is used for two-way

analysis with an assumption that that all observations are independent. Letr i, j be the

rank of jth of k algorithms on theith of n data sets, then the average ranks of algorithms
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are

Rj =
1
n∑

i
r i, j

The Friedman statistic calculate:

χ2 =
12n

k(k+1)
(∑

j
R2

j −
k(k+1)2

4
)

under the null-hypothesis that all algorithms are equivalent and their ranksRj are equal.

When thep-value obtained fromχ2 is very low, it suggests that the null-hypothesis

should be rejected. According to both theoretical and empirical analysis in [29], the

non-parametric Friedman test is more appropriate and saferthan parametric alternatives

since it does not assume normal distributions or homogeneity of variance.

2.3 Key Concepts and Evaluation Metrics in the Adver-

sarial Learning Problem

The problem of learning from adversarial data brings in the role of adversaries, and

together with the role ofdata miners, they become two players competing in a game-

like environment. Interactions among independent, self-interested agents are exactly

whatgame theorystudies [36]. In this section, we introduce related concepts from the

domain of game theory which are used in this thesis.

2.3.1 Constant-sum Games

In game theory, each player has a set ofstrategies(or movements/actions) U , and is

associated with apayoff (or utility) functionJ. Each player wants to maximize his/her

payoff function by choosing a certain strategy.

AssumeU andV are the strategy spaces of player 1 and player 2, and their payoff

functions areJ1 andJ2 respectively. Then the two-player game isconstant-sumif there

exists a constantc such that for each strategy pair{u, v} (u∈U , v∈ V) it is the case

thatJ1(u) + J2(v) = c.

Constant-sum game is more widely used as zero-sum game forc= 0. Here we give

an example of zero-sum game calledMatching Pennies[68]. In this game, each play

has a penny, and independently chooses to display heads to tails. Then the two players
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Table 2.2: Payoff matrix for the two players in the game of matching pennies, where 1
and -1 represent wins and loses of players.

Heads Tails
Heads 1, -1 -1, 1
Tails -1, 1 1, -1

compare their pennies. If the two pennies are the same then player 1 pockets both, and

otherwise player 2 pockets them. The payoff matrix of this game is shown in Table2.2.

It is apparent that in zero-sum games, one’s losses suggest the other’s winnings, and it

is impossible for the two players to be both winners or both losers.

2.3.2 Nash Equilibrium

The most central notion in non-cooperative game theory is the Nash equilibrium. Using

the preceding notations, a strategy pair{u, v} (u∈U , v∈V) is a Nash equilibrium, if

for player 1u is the best respond tov, and for player 2v is the best respond tou. We

note that the Nash equilibrium in a game is not necessarily unique, and there can be

several Nash equilibria for a game.

Intuitively, a Nash equilibrium means a stable strategy pair from the players, and no

player would want to change his/her strategy if he/she knew what strategies the other

player were following [68].

2.3.3 Stackelberg Game

The Stackelberg game is also called Stackelberg leadershipmodel [36], which contains

two players distinguished as a leader and a follower. And in this type of game, it is

always the case that the leader moves first and then the follower move sequentially.

In the following, we give an example of the Stackelberg game.We contextualize

the game around email spams. Thus the game is between thespammer (S)and thedata

miner (D). In order to define a game we need to define the strategies of theplayers and

payoffs for each strategy combination. The strategy space of the spammer consists of

two actions: Attack and Status Quo. The spammer can choose toattack the classifier

by actively modifying spam emails in order to get through, ormaintain the status-quo

with the knowledge that no classifier is perfect and that somespam emails will indeed

get through. Similarly, the data miner can take two actions:Retrain and Status Quo.
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(a) Four outcomes with payoff sets from four dif-
ferent combinations of strategies.

(b) Two leaves are pruned from the perspective of
data miner’s payoff.

(c) The upper branch is pruned by the spammer
based on the data miner’s possible reactions.

Figure 2.1: Game tree for Stackelberg model between the spammer (S) and the data
miner (D). “SQ” stands for status quo; “Retrain” means retraining the classifier.

The data miner can choose to retrain the classifier in order tokeep the error rate below

a certain threshold or maintain the status quo and tolerate apotential increase in spam

emails getting through (assuming the underlying data changes). We also assume that

the spammer will make the first move and then the data miner will follow by taking one

of the two possible actions. This game tree is shown in Figure2.1a.

We now need to decide on the payoff values. The game has four possible outcomes

so we label the payoff between 1 and 4 for both the spammer and the data miner. The

exact value of the payoff is generally irrelevant and what matters is the ranking of the

payoff values. Here is how we rank the outcomes.

1. The spammer can choose to attack the classifier and the dataminer can ignore

and maintain the status quo (i.e., not retrain). This is the best scenario for the

spammer and the worst case for the data miner and thus we give apayoff of 4 and
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1 to the spammer and data miner respectively. The payoffs areshown next to the

leaf nodes of the game tree in Figure2.1a.

2. The spammer can choose to attack and the data miner can retrain. This is like a

tie and each players gets a payoff of 2 each.

3. The spammer can choose not to attack (i.e., maintain status quo) and the data

miner can choose to retrain the classifier with the belief that more data will always

improve the classifier. However, in this case there is a cost of retraining which

must be factored in. Thus the payoff for the data miner is 3. This situation is in

some sense the worst case for the spammer as, everything elsebeing equal, the

classifier will improve with time.

4. Finally, both the spammer and the data miner can maintain status quo. This is the

best case scenario for the Classifier and the second best option for the spammer

as some spam emails will always get through without taking onadditional cost to

transform the data distribution. Thus in this case we assigna payoff of 3 and 4 to

the spammer and data miner respectively.

Having decided on the payoffs, the next step is to actually determine the equilibrium

strategy. The key idea isrollback (also known asbackward induction) which works

as follows. Since the leader (spammer) will make the first move she1 knows that a

rational follower will react by maximizing the follower’s payoff. The leader takes that

into account before making the first move.

Once the spammer makes a move, the play can proceed along the top or bottom

branch from the root of the tree in Figure2.1a. If the play is at the upper branch, the

data miner will choose the top leaf out of the first level as that will be the local maxima

for its payoff (2 vs. 1). This is why the second leaf is pruned in Figure2.1b. Similarly

when the competition is within lower branch the third leaf ispruned as the data miner

gets a higher payoff when play proceeds to the forth leaf (4 vs. 3). The spammer is

fully aware how a rational data miner will proceed and thus chooses the path which

maximizes her payoff. This explains why the game will proceed along the(SQ,SQ)

path along the bottom of the tree (Figure2.1c). Once at the equilibrium neither of

1In the Game Theory literature there is a tradition of having female ”she” players which we hereinafter
adopt.
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them have any incentive to deviate, and the spammer and the data miner settle for an

equilibrium payoff of 3 and 4 respectively.

It is important to note that the data miner has four strategies (and not two like the

spammer). These are

1. Retrain-Retrain : Always Retrain independent of the action of the spammer.

2. StatusQuo-StatusQuo: Maintain Status Quo independent of the action of the

spammer.

3. Retrain-StatusQuo: If the spammer Attacks then Retrain and if the spammer

maintains the Status-Quo then maintain Status-Quo too.

4. StatusQuo-Retrain: If the spammer Attacks then maintain Status-Quo and if the

spammer maintains Status-Quo then Retrain.

Thus for the payoffs given in the game, the equilibrium strategy of the spammer

and data miner areStatus QuoandRetrain-StatusQuo respectively. Even though the

game is not likely to proceed along the top branch of the tree,it is important that this

part be analyzed.

As a leader, the spammer is the first to choose an action in the game. There are

two actions the spammer can choose from: attack and status quo (SQ). The data miner

makes his movement after the spammer, choosing between retraining the classifier and

SQ (i.e. keeping the current classifier). Figure2.1ashows the four outcomes of the

players under the four different combinations of movements. We use the numbers 1

through 4 as the players payoff to rate the four outcomes for each player, while the

objective of the players is to choose the outcome that maximizes their payoffs.



Chapter 3

A Robust Decision Tree Algorithm for

Imbalanced Data Sets

This chapter is based on the following publication:

Wei Liu, Sanjay Chawla, David Cieslak and Nitesh Chawla: A Robust Decision Tree

Algorithm for Imbalanced Data Sets. In Proceedings of the Tenth SIAM International

Conference on Data Mining (SDM 2010), pp. 766–777.

3.1 Related Work

While there are several types of classifiers, rule-based classifiers have the distinct ad-

vantage of being easily interpretable. This is especially true in a “data mining” setting,

where the high dimensionality of data often means that a priori very little is known

about the underlying mechanism which generated the data.

Decision trees are perhaps the most popular form of rule-based classifiers (such as

the well-known C4.5 [91]). Recently however, classifiers based on association rules

have also become popular [101] which are often called associative classifiers. Associa-

tive classifiers use association rule mining to discover interesting and significant rules

from the training data, and the set of rules discovered constitute the classifier. The

canonical example of an associative classifier is CBA (classification based on associa-

tions) [72], which uses the minimum support and confidence framework to find rules.

The accuracy of associative classifiers depends on the quality of their discovered rules.

21
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However, the success of both decision trees and associate classifiers depends on the as-

sumption that there isan equal amountof information for each class contained in the

training data. In binary classification problems, if there is a similar number of instances

for both positive and negative classes, both C4.5 and CBA generally perform well. On

the other hand, if the training data set tends to have an imbalanced class distribution,

both types of classifier will have a bias towards the majorityclass. As it happens, an

accurate prediction is typically related to the minority class – the class that is usually of

greater interest. In [22], the Hellinger distance was used as the decision tree splitting

criterion and shown to be insensitive towards class distribution skewness. We will com-

pare and discuss CCPDT (class confidence proportion based decision trees) and HDDT

(Hellinger distance based decision trees) more extensively in Section 3.4. Here it will

be suffice to state that while HDDT is based on likelihood difference, CCPDT is based

on likelihood ratio.

In order to prevent trees from over-fitting the data, all decision trees use some form

of pruning. Traditional pruning algorithms are based on error estimations - a node is

pruned if the predicted error rate is decreased. But this pruning technique will not

always perform well on imbalanced data sets. [17] has shown that pruning in C4.5 can

have a detrimental effect on learning from imbalanced data sets, since lower error rates

can be achieved by removing the branches that lead to minority class leaves. In contrast

our pruning is based on Fisher’s exact test, which checks if apath in a decision tree

is statistically significant; and if not, the path will be pruned. As an added advantage,

every resulting tree path (rule) will also be statisticallysignificant.

3.2 Main Insights and Contributions

The main insight of this chapter can be summarized as follows. Let X be an attribute

andy a class. LetX→ y and¬X→ y be two rules, with confidencep andq respectively.

Then we can express Information Gain (IG) in terms of the two confidences. Abstractly,

IGC4.5 = F(p,q)

whereF is an abstract function. We will show that a splitting measure based on con-

fidence will be biased towards the majority class. Our innovation is to use Class Con-

fidence Proportion (CCP) instead of confidence. Abstractly CCP of theX → y and
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¬X→ y is r ands. We define a new splitting criterion

IGCCPDT = F
′
(r,s)

The main thrust in this chapter is to show thatIGCCPDT
1 is more robust to class imbal-

ance thanIGC4.5 and behave similarly when the classes are balanced.

In detail, thecontributions of this chapter are as follows:

1. We propose a new measure, Class Confidence Proportion (CCP), to replace the

frequency term in the entropy/Gini index definitions, yielding decision trees that

are insensitive to class imbalance.

2. Instead of pruning by error estimation, our decision treeis optimized by Fisher’s

exact test (FET) on each branch of the tree. We design a two-stage pruning al-

gorithm which guarantees both the completeness and the correctness of pruned

trees.

3. We design a full decision tree algorithm, CCP-based Decision Trees (CCPDT),

which uses CCP-embedded entropy/Gini index as splitting criteria, and FET as

the determinant of when to prune.

The approach of replacing a conventional splitting measureby CCP is a generic

mechanism for all traditional decision trees that are basedon the “balanced data” as-

sumption. It can be applied to any decision tree algorithm that checks the degree of

impurity inside a partitioned branch, such as C4.5 and CART etc.

The rest of this chapter is structured as follows. In Section3.3, we analyze the

factors that causes CBA and C4.5 perform poorly on imbalanced data sets. In Section

3.4 we introduce CCP as the measure of splitting attributes during decision tree con-

struction. In Section3.5we present a full decision tree algorithm which details how we

incorporate CCP and use Fisher’s Exact Test (FET) for pruning. A wrapper framework

utilizing sampling techniques is introduced in Section3.6. Experiments, results and

analysis are presented in Section3.7. We conclude this chapter in Section 3.8.

1IGCCPDT is not Information Gain which has a specific meaning.
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Table 3.1: An example of notations for CBA analysis
X ¬X Σ Instances

y a b a+b
¬y c d c+d

Σ Attributes a+c b+d n

3.3 Rule-based Classifiers

We analyze the metrics used by rule-based classifiers in the context of imbalanced data.

We first show that the ranking of rules based on confidence is biased towards the major-

ity class, and then express information gain and Gini index as functions of confidence

and show that they also suffer from similar problems.

3.3.1 Classifiers Based on Associations

The performance of Associative Classifiers depends on the quality of the rules it dis-

covers during the training process. We now demonstrate thatin an imbalanced setting,

confidence is biased towards the majority class.

Suppose we have a training data set which consists ofn records, and the antecedents

(denoted byX and¬X) and class (y and¬y) distributions are in the form of Table3.1.

The rule selection strategy in classifiers based on associations (CBA) is to find all rule

items that have support and confidence above some predefined thresholds. For a rule

X→ y, its confidence is defined as:

Con f(X→ y) =
Supp(X∪y)

Supp(X)
=

a
a+c

(3.1)

“Conf” and “Supp” stand forConfidenceandSupport. Similarly, we have:

Con f(X→¬y) =
Supp(X∪¬y)

Supp(X)
=

c
a+c

(3.2)

Equation3.1 suggests that selecting the highest confidence rules means choosing

the most frequent class among all the instances that contains that antecedent (i.e.X in

this example). However, for imbalanced data sets, since thesize of the positive class is

always much smaller than the negative class, we always have:a+b≪ c+d (suppose

y is the positive class). Given that imbalanced data do not affect the distribution of

antecedents, we can, without loss of generality, assume that Xs and¬Xs are nearly
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equally distributed. Hence when data is imbalanced,a andb are both small whilec and

d are both large. Even ify is supposed to occur withX more frequently than¬y, c is

unlikely to be less thana because the positive class size will be much smaller than the

negative class size. Thus, it is not surprising that the right-side term in Equation3.2

always tends to be lower bounded by the right-side term in Equation 3.1. It appears

that even though the ruleX→¬y may not be significant, it is easy for it to have a high

confidence value.

In these circumstances, it is very hard for the confidence of a“good” rule X→ y

to be significantly larger than that of a “bad” ruleX→¬y. What is more, because of

its low confidence, during the classifier building process a “good” rule may be ranked

behind some other rules just because they have a higher confidence because they predict

the majority class. This is a fatal error, since in an imbalanced class problem it is often

the minority class that is of more interest.

3.3.2 Traditional decision trees

Decision trees such as C4.5 use information gain to decide which variable to split [91].

The information gain from splitting a nodet is defined as:

In f oGainsplit = Entropy(t)− ∑
i=1,2

ni

n
Entropy(i) (3.3)

where i represents one of the sub-nodes after splitting (assume there are 2 sub-

nodes),ni is the number of instances in subnotei, andn stands for the total number of

instances. In binary-class classification, the entropy of nodet is defined as:

Entropy(t) =− ∑
j=1,2

p( j|t) logp( j|t) (3.4)

wherej represents one of the two classes. For a fixed training set (orits subsets),

the first term in Equation3.3 is fixed, because the number of instances for each class

(i.e. p( j|t) in equation3.4) is the same for all attributes. To this end, the challenge of

maximizing information gain in Equation3.3 reduces to maximizing the second term

−∑i=1,2
ni
n Entropy(i).

If the nodet is split into two subnodes with two corresponding paths:X and¬X,

and the instances in each node have two classes denoted byy and¬y, Equation3.3can

be rewritten as:
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In f oGainsplit = Entropy(t)

− n1

n
[−p(y|X) log(y|X)− p(¬y|X) logp(¬y|X)]

− n2

n
[−p(y|¬X) log(y|¬X)− p(¬y|¬X) logp(¬y|¬X)]

(3.5)

Note that the probability ofy givenX is equivalent to the confidence ofX→ y:

p(y|X) =
p(X∩y)

p(X)
=

Support(X∪y)
Support(X)

=Con f(X→ y) (3.6)

Then if we denoteCon f(X → y) by p, and denoteCon f(¬X → y) by q (hence

Con f(X→ ¬y) = 1− p andCon f(¬X→ ¬y) = 1− q), and ignore the “fixed” terms

Entropy(t)in equation3.5, we can obtain the relationship in Equation3.7.

The first approximation step in Equation3.7 ignores the first termEntropy(t), then

the second approximation transforms the addition of logarithms to multiplications.

Based on Equation3.7the distribution of information gain as a function ofCon f(X→
y) andCon f(¬X→ y) is shown in Figure3.1. Information gain is maximized when

Con f(X→ y) andCon f(¬X→ y) are both close to either 0 or 1, and is minimized when

Con f(X→ y) andCon f(¬X→ y) are both close to 0.5. Note that whenCon f(X→ y) is

close to 0,Con f(X→¬y) is close to 1; whenCon f(¬X→ y) is close to 0,Con f(¬X→
¬y) is close to 1. Therefore, information gain achieves the highest value when either

X→ y or X→¬y has the highest confidence, and either¬X→ y or ¬X→¬y also has

the highest confidence.

In f oGainsplit = Entropy(t)+ ∑
i=1,2

ni

n
Entropy(i)

=Entropy(t)+
n1

n
[plogp+(1− p) log(1− p)]+

n2

n
[qlogq+(1−q) log(1−q)]

∝
n1

n
[plogp+(1− p) log(1− p)]+

n2

n
[qlogq+(1−q) log(1−q)]

∝
n1

n
logpp(1− p)1−p+

n2

n
logqq(1−q)1−q

(3.7)

Therefore, decision trees such as C4.5 split an attribute whose partition provides

the highest confidence. This strategy is very similar to the rule-ranking mechanism of
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Figure 3.1: Approximation of information gain in the formula formed byCon f(X→ y)
andCon f(¬X→ y) from Equation3.7. Information gain is the lowest whenCon f(X→
y) andCon f(¬X→ y) are both close to 0.5, and is the highest when bothCon f(X→ y)
andCon f(¬X→ y) reaches 1 or 0.

association classifiers. As we have analyzed in Section3.3.1, for imbalanced data set,

high confidence rules do not necessarily imply high significance in imbalanced data,

and some significant rules may not yield high confidence. Thuswe can assert that the

splitting criteria in C4.5 is suitable for balanced but not imbalanced data sets.

We note that it is the termp( j|t) in Equation3.4that is the cause of the poor behavior

of C4.5 in imbalanced situations. However,p( j|t) also appears in other decision tree

measures. For example, the Gini index defined in CART [10] canbe expressed as:

Gini(t) = 1−∑
j

p( j|t)2 (3.8)

Thus decision tree based on CART will too suffer from the imbalanced class problem.

We now propose another measure which will be more robust in the imbalanced data

situation.
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3.4 Class Confidence Proportion and Fisher’s Exact Test

Having identified the weakness of the support-confidence framework and the factor that

results in the poor performance of entropy and Gini index, weare now in a position to

propose new measures to address the problem.

3.4.1 Class Confidence Proportion

As previously explained, the high frequency with which a particular classy appears to-

gether withX does not necessarily mean thatX “explains” the classy, becausey could

be the overwhelming majority class. In such cases, it is reasonable that instead of focus-

ing on the antecedents (Xs), we focus only on each class and find the most significant

antecedents associated with that class. In this way, all instances are partitioned accord-

ing to the class they contain, and consequently instances that belong to different classes

will not have an impact on each other. To this end, we define a new concept, Class

Confidence (CC), to find the most interesting antecedents (Xs) from all the classes (ys):

CC(X→ y) =
Supp(X∪y)

Supp(y)
(3.9)

The main difference between this CC and traditional confidence is the denominator:

we useSupp(y) instead ofSupp(X) so as to focus only on each class.

In the notation of the confusion matrix (Table2.1) CC can be expressed as:

CC(X→ y) =
TruePositiveInstances

ActualPositiveInstances
=

t p
t p+ f n

(3.10)

CC(X→¬y) =
FalsePositiveInstances

ActualNegativeInstances
=

f p
f p+ tn

(3.11)

While traditional confidence examines how many predicted positive/negative in-

stances are actually positive/negative (the precision), CC is focused in how many actual

positive/negative instances are predicted correctly (therecall). Thus, even if there are

many more negative than positive instances in the data set (t p+ f n≪ f p+ tn), Equa-

tions 3.10and3.11will not be affected by this imbalance. Consequently, ruleswith

high CC will be the significant ones, regardless of whether they are discovered from

balanced or imbalanced data sets.
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However, obtaining high CC rules is still insufficient for solving classification prob-

lems – it is necessary to ensure that the classes implied by those rules are not only

of high confidence, butmore interestingthan their corresponding alternative classes.

Therefore, we propose theproportionof one CC over that of all classes as our measure

of how interesting the class is – what we call theCC Proportion (CCP). The CCP of

ruleX→ y is defined as:

CCP(X→ y) =
CC(X→ y)

CC(X→ y)+CC(X→¬y)
(3.12)

A rule with high CCP means that, compared with its alternative class, the class this

rule implies has higher CC, and consequently is more likely to occur together with this

rule’s antecedents regardless of the proportion of classesin the data set. Another benefit

of taking this proportion is the ability to scale CCP between[0,1], which makes it pos-

sible to replace the traditional frequency term in entropy (the factorp( j|t) in Equation

3.4) by CCP. Details of the CCP replacement in entropy is introduced in Section3.5.

3.4.2 Robustness of CCP

We now evaluate the robustness of CCP using ROC-based isometric plots proposed in

Flach [39] and which are inherently independent of class andmisclassification costs.

The 2D ROC space is spanned by false positive rate (x-axis) and the true positive

rate (y-axis). The contours mark out the lines of constant value, of the splitting criterion,

conditioned on the imbalanced class ratio. Metrics which are robust to class imbalance

should have similar contour plots for different class ratios.

In Figure3.2, the contour plots of information gain are shown for class ratios of 1:1

and 1:10, respectively. It is clear, from the two figures, that when the class distributions

become more imbalanced, the contours tend to be flatter and further away from the

diagonal. Thus, given the same true positive rate and false positive rate, information

gain for imbalanced data sets (Figure3.2b) will be much lower than for balanced data

sets (Figure3.2a).

Following the model of relative impurity proposed Flach in [39], we now derive the

definition for the CCP Impurity Measure. Equation3.12gives:
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(a) Classes are balanced

(b) Classes are imbalanced (1:10)

Figure 3.2: Information gain from original entropy when a data set follows different
class distributions. Compared with the contour lines in (a), those in (b) shift towards
the top-left and bottom-right.

CCP(X→ y) =
t p

t p+ f n
t p

t p+ f n +
f p

f p+tn

=
t pr

t pr+ f pr
(3.13)

where tpr/fpr represents true/false positive rate. For each node-split in tree con-

struction, at least two paths will be generated, if one isX→ y, the other one will be

¬X→¬y with CCP:
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(a) Classes are balanced

(b) Classes are imbalanced (1:10)

Figure 3.3: Information gain from CCP-embedded entropy when a data set follows
different class distributions. No contour line shifts whendata sets becomes imbalanced.

CCP(¬X→¬y) =
tn

f p+tn
tn

f p+tn +
f n

t p+ f n

=
1− f pr

2− t pr− f pr
(3.14)

The relative impurity for C4.5 proposed in [39] is:
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In f oGainC4.5 =Imp(t p+ f n, f p+ tn)

− (t p+ f p)∗ Imp(
t p

t p+ f p
,

f p
t p+ f p

)

− ( f n+ tn)∗ Imp(
f n

f n+ tn
,

tn
f n+ tn

)

(3.15)

whereImp(p,n)=-plogp-nlogn. The first term in the right side represents the en-

tropy of the node before splitting, while the sum of the second and third terms repre-

sents the entropy of the two subnodes after splitting. Take the second term(t p+ f p)∗
Imp( t p

t p+ f p,
f p

t p+ f p) as an example, the first frequency measuret p
t p+ f p is an alternative

way of interpreting the confidence of ruleX→ y; similarly, the second frequency mea-

sure f p
t p+ f p is equal to the confidence of ruleX→¬y. We showed in Section3.3.2that

both terms are inappropriate for imbalanced data learning.

To overcome the inherent weakness in traditional decision trees, we apply CCP into

this impurity measure and thus rewrite the information gaindefinition in Equation3.15

as theCCP Impurity Measure:

In f oGainCCP= Imp(t p+ f n, f p+ tn)

− (t pr+ f pr)∗ Imp(
t pr

t pr+ f pr
,

f pr
t pr+ f pr

)

− (2− t pr− f pr)∗ Imp(
1− t pr

2− t pr− f pr
,

1− f pr
2− t pr− f pr

)

(3.16)

whereImp(p,n)is still -plogp-nlogn, while the original frequency term is replaced

by CCP.

The new isometric plots, with the CCP replacement, are presented in Figure3.3

(a,b). A comparison of the two figures tells that contour lines remain unchanged,

demonstrating that CCP is unaffected by the changes in the class ratio.

3.4.3 Properties of CCP

If all instances contained in a node belong to the same class,its entropy is minimized

(zero). The entropy is maximized when a node contains equal number of elements from

both classes.
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(a) Traditional entropy on balanced data sets(b) Traditional entropy on imbalanced data sets.
(Positive:Negative = 1:10)

(c) CCP-embedded entropy on any data sets

Figure 3.4: The sum of subnodes’ entropy after splitting. When a data set is imbalanced,
the entropy surf (b) is “distored” from (a); but for CCP-embedded “entropy” (c), the
surface is always the same independent of the imbalance in the data.

By taking all possible combinations of elements in the confusion matrix (Table2.1),

we can plot the entropy surface as a function oftpr and fpr as shown in Figure3.4.

Entropy (Figure3.4a) is the highest whentpr and fpr are equal, since “tpr = fpr” in

subnodes is equivalent to elements in the subnodes being equally split between the two

classes. On the other hand, the larger the difference between tpr and fpr, the purer the

subnodes and the smaller their entropy. However, as stated in Section3.4.2, when data

sets are imbalanced, the pattern of traditional entropy will becomedistorted(Figure

3.4b).

Since CCP-embedded “entropy” is insensitive to class skewness, it will always ex-

hibit a fixed pattern, and this pattern is the same as traditional entropy’s balanced data

situation. This can be formalized as follows:
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Figure 3.5: The attribute selection mechanisms of CCP and Hellinger distances. This
example illustrates a complementary situation where, while Hellinger distance can only
prioritizes B and C, CCP distinguishes only A and B.

By using the notations in the confusion matrix, the frequency term in traditional

entropy isptraditional =
t p

t p+ f p, while in CCP-based entropy it ispCCP=
t pr

t pr+ f pr . When

classes in a data set are evenly distributed, we havetp+fn = fp+tn, and by applying it

in the definition of CCP we obtain:

pCCP=
t pr

t pr+ f pr
=

t p
t p+ f n

t p
t p+ f n +

f p
f p+tn

=
t p

t p+ f p

= ptraditional

Thus when there are same number of instances in each class, the patterns of CCP-

embedded entropy and traditional entropy will be the same. More importantly, this

pattern is preserved for CCP-embedded entropy independentof the imbalance the data

sets. This is confirmed in Figure3.4cwhich is always similar to the pattern of Figure

3.4aregardless of the class distributions.
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3.4.4 Hellinger Distance and its relationship with CCP

The divergence of two absolutely continuous distributionscan be measured byHellinger

distancewith respect to the parameterλ [57,93], in the form of:

dH(P,Q) =

√∫

Ω
(
√

P−
√

Q)2dλ

In the Hellinger distance based decision tree (HDDT) technique [22], the distribu-

tion P andQ are assumed to be the normalized frequencies of feature values (“X” in our

notation) across classes. The Hellinger distance is used tocapture the propensity of a

feature to separate the classes. In the tree-construction algorithm in HDDT, a feature is

selected as a splitting attribute when it produces the largest Hellinger distance between

the two classes. This distance is essentially captured in the differences in the relative

frequencies of the attribute values for the two classes, respectively.

The following formula, derived in [22], relates HDDT with the true positive rate

(tpr) and false positive rate (fpr).

ImpurityHD =

√
(
√

t pr−
√

f pr)2+(
√

1− t pr−
√

1− f pr)2 (3.17)

This was also shown to be insensitive to class distributionsin [22], since the only

two variables in this formula aretpr andfpr, without the dominating class priors.

Like the Hellinger distance, CCP is also just based ontpr and fpr as shown in

Equation3.13. However, there is a significant difference between CCP and Hellinger

distance. While Hellinger distance take the square rootdifference of tpr and fpr (|
√

t pr−√ f pr |) as the divergence of one class distribution from the other,CCP takes

the proportion of tpr and fpr as a measurement of interest. A graphical difference

between the two measures is shown in Figure3.5.

If we draw a straight line (Line 3) parallel to the diagonal inFigure3.5, the segment

length from origin to cross-point between Line 3 and the y-axis is | t pro− f pro | (t pro

and f pro can be the coordinates of any point in Line 3), is proportional to the Hellinger

distance (| √t pr−√ f pr |). From this point of view, HDDT selects the point on those

parallel lines with the longest segment. Therefore, in Figure 3.5, all the points in Line

3 have a larger Hellinger distance than those in Line 4; thus points in Line 3 will have

higher priority in the selection of attributes. AsCCP= t pr
t pr+ f pr can be rewritten as

t pr = CCP
1−CCP f pr, CCP is proportional to the the slope of the line formed by thedata
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point and the origin, and consequently favors the line with the highest slope. In Figure

3.5, the points in Line 1 are considered by CCP as better splitting attributes than those

in Line 2.

By analyzing CCP and Hellinger distances in terms of lines ina tpr versus fprref-

erence frame, we note that CCP and Hellinger distance share acommon problem. We

give an example as follows. Suppose we have three points, A (f prA, t prA), B ( f prB,

t prB) and C (f prC, t prC), where A is one Line 1 and 3, B on Line 2 and 3, and C on

Line 2 and 4 (shown in Figure3.5). Then A and B are on the same line (Line 3) that is

parallel to the diagonal (i.e.| f prA− t prA |=| f prB− t prB |), while B and C are on the

same line (Line 2) passing through the origin (i.e.t prB
f prB

= t prC
f prC

). Hellinger distances will

treat A and B as better splitting attributes than C, because as explained above all points

in Line 3 has longer Hellinger distances than Line 4. By contrast, CCP will consider

A has higher splitting priorities than both B and C, since allpoints in Line 1 obtains

greater CCP than Line 2. However, on points in Line 3 such as A and B, Hellinger dis-

tance fails to distinguish them , since they will generate the sametpr vs. fprdifference.

In this circumstance, HDDT may make an noneffective decision in attribute selection.

This problem will become significant when the number of attributes is large, and many

attributes have similar| t pr− f pr | (or more precisely| √t pr−√ f pr |) difference. The

same problem occurs in the CCP measurement on testing pointsin Line 2 such as B

against C.

Our solution to this problem is straightforward: when choosing the splitting attribute

in decision tree construction, we select the one with the highest CCP by default, and

if there are attributes that possess similar CCP values, we prioritize them on the basis

of their Hellinger distances. Thus, in Figure3.5, the priority of the three points will be

A>B>C, since Point A has a greater CCP value than Points B and C, and Point B has

higher Hellinger distance than Point C. Details of these attribute-selecting algorithms

are in Section3.5.

3.4.5 Fisher’s Exact Test

While CCP helps to select which branch of a tree are “good” to discriminate between

classes, we also want to evaluate the statistical significance of each branch. This is done

by the Fisher’s exact test (FET). For a ruleX→ y, the FET will find the probability of

obtaining the contingency table whereX andy are more positively associated, under
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the null hypothesis that{X,¬X} and{y,¬y} are independent [101]. Thep value of this

rule is given by:

p([a,b;c,d]) =
min(b,c)

∑
i=0

(a+b)!(c+d)!(a+c)!(b+d)!
n!(a+ i)!(b− i)!(c− i)!(d+ i)!

(3.18)

During implementation, the factorials in the definition of the Fisher’s exact test can

be handled by expressing their values logarithmically.

A low p value means that the variable independence null hypothesisis rejected (no

relationship betweenX andy); in other words, there is a positive association between

the upper-left cell in the contingency table (true positives) and the lower-right (true

negatives). Therefore, given a threshold for thep value, we can find and keep the tree

branches that are statistically significant (with lowerp values), and discard those tree

nodes that are not.

3.5 CCP-based decision trees (CCPDT)

In this section we provide details of the CCPDT algorithm. Wemodify the C4.5 splitting

criterion based on entropy and replace the frequency term byCCP. Due to space limits,

we omit the algorithms for CCP-embedded CART, but the approach is identical to C4.5

(in that the same factor is replaced with CCP).

3.5.1 Build tree

The original definition of entropy in decision trees is presented in Equation3.4. As

explained in Section3.3.2, the factorp( j|t) in Equation3.4 is not a good criterion for

learning from imbalanced data sets, so we replace it with CCPand define the CCP-

embedded entropy as:

EntropyCCP(t) =−∑
j

CCP(X→ y j)logCCP(X→ y j) (3.19)

Then we can restate the conclusion made in Section3.3.2as: in CCP-based decision

trees,IGCCPDT achieves the highest value when eitherX→ y or X→¬y has high CCP,

and either¬X→ y or¬X→¬y has high CCP.

The process of creating CCP-based C4.5 (CCP-C4.5) is described in Algorithm
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Algorithm 1 (CCP-C4.5) Creation of CCP-based C4.5
Input: Training Data:TD
Output: Decision Tree

1: if All instances are in the same classthen
2: Return decision tree with one node (root), labeled as the instances’ class,
3: else
4: // Find the best splitting attribute (Attri),
5: Attri = MaxCCPGain(TD),
6: AssignAttri to the tree root (root =Attri),
7: for each valuevi of Attri do
8: Add a branch forvi ,
9: if No instance isvi at attributeAttri then

10: Add a leaf to this branch.
11: else
12: Add a subtreeCCP−C4.5(TDvi ) to this branch,
13: end if
14: end for
15: end if

1. The major difference between CCP-C4.5 and C4.5 is the the way of selecting the

candidate-splitting attribute (Line 5). The process of discovering the attribute with the

highest information gain is presented in the subroutine Algorithm 2. In Algorithm 2,

Line 4 obtains the entropy of an attribute before its splitting, Lines 6 – 11 obtain the

new CCP-based entropy after the splitting of that attribute, and Lines 13 – 22 record the

attribute with the highest information gain. In information gain comparisons of different

attributes, Hellinger distance is used to select the attribute whenever InfoGain value of

the two attributes are equal (Lines 18–21), thus overcomingthe inherent drawback of

both Hellinger distances and CCP (Section3.4.4).

In our decision tree model, we treat each branch node as the last antecedent of a rule.

For example, if there are three branch nodes (BranchA, BranchB, and BranchC) from

the root to a leaf LeafY, we assume that the following rule exists:BranchA∧BranchB∧
BranchC→ Lea fY. In Algorithm 2, we calculate the CCP for each branch node; using

the preceding example, the CCP of BranchC is that of the previous rule, and the CCP

of BrachBis that of ruleBranchA∧BranchB→ Lea fY, etc. In this way, the attribute

we select is guarenteed to be the one whose split can generaterules (paths in the tree)

with the highest CCP.
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Algorithm 2 (MaxCCPGain) Subroutine for discovering the attribute with the greatest
information gain
Input: Training Data:TD
Output: The attribute to be split:Attri

1: Let MaxHellinger, MaxInfoGainandAttri to 0;
2: for Each attributeA j in TD do
3: Calculate Hellinger distance:A j .Hellinger,
4: Obtain the entropy before splitting:A j .oldEnt,
5: Set the sum of sub-nodes’ entropyA j .newEntto 0,
6: for Each valueV i

j of attributeA j do
7: // |Tx,y|means the number of instance that have valuex and classy,

8: tpr =
T

x=Vi
j ,y=+

T
x=Vi

j ,y=+
+T

x 6=Vi
j ,y=+

,

9: fpr =
T

x=Vi
j ,y 6=+

T
x=Vi

j ,y 6=+
+T

x 6=Vi
j ,y 6=+

,

10: A j .newEnt+= Tx=V i
j
∗ (− t pr

t pr+ f pr log f pr
t pr+ f pr −

f pr
t pr+ f pr log f pr

t pr+ f pr),

11: end for
12: CurrentInfoGain= A j .oldEnt−A j .newEnt,
13: if MaxInfoGain< CurrentInfoGainthen
14: Attri = j,
15: MaxInfoGain= CurrentInfoGain,
16: MaxHellinger= A j .Hellinger,
17: else
18: if MaxHellinger < A j .Hellinger AND MaxInfoGain== CurrentInfoGain

then
19: Attri = j,
20: MaxHellinger= A j .Hellinger,
21: end if
22: end if
23: end for
24: ReturnAttri.

As an added advantage, multi-class classification problemsare handled by parti-

tioning instances into two groups: “positive class” and “the rest of the classes”. For

example, in Algorithm2, negative instances are treated as all the instances that have no

positive class (‘y 6=+’ in Lines 8 and 9).
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Algorithm 3 (Prune) Pruning based on FET
Input: Unpruned decision treeDT, p-value threshold (pVT)
Output: PrunedDT

1: for Each leafLea fi do
2: if Lea fi .parent is not the Root of DTthen
3: Lea fi .parent.pruneable= true, // ‘true’ is default
4: SetPruneable(Lea fi.parent, pVT),
5: end if
6: end for
7: Obtain the root ofDT,
8: for Eachchild(i) of the rootdo
9: if child(i) is not a leafthen

10: if child(i).pruneable== true then
11: Setchild(i) to be a leaf,
12: else
13: PrunebyStatus(child(i)).
14: end if
15: end if
16: end for

Algorithm 4 (SetPruneable) Subroutine for setting pruneable status to each branch
node by a bottom–up search
Input: A branch nodeNode, p-Value threshold (pVT)
Output: Pruneable status of this branch node

1: for eachchild(i) if Nodedo
2: if child(i).pruneable== f alsethen
3: Node.pruneable = false,
4: end if
5: end for
6: if Node.pruneable == truethen
7: Calculate thep value of this node:Node.pValue,
8: if Node.pValue< pVT then
9: Node.pruneable = false,

10: end if
11: end if
12: if Node.parent is not the Root of the full treethen
13: Node.parent.pruneable = true // ‘true’ is default
14: SetPruneable(Node.parent, pVT),
15: end if
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Algorithm 5 (PrunebyStatus) Subroutine for pruning nodes by their pruneable status
Input: A branch represented by its top nodeNode
Output: Pruned branch

1: if Node.pruneable == truethen
2: SetNodeas a leaf,
3: else
4: for Eachchild(i) of Nodedo
5: if child(i) is not a leafthen
6: ¡¡PrunebyStatus(child(i)),
7: end if
8: end for
9: end if

3.5.2 Prune tree

After the creation of decision tree, Fisher’s exact test is applied on each branch node.

A branch node will not be replaced by a leaf node if there is at least one significant

descendant (a node with a lowerp value than the threshold) under that branch.

Checking the significance of all descendants of an entire branch is an expensive

operation. To perform a more efficient pruning, we designed atwo-staged strategy as

shown in Algorithm3. The first stage is a bottom–up checking process from each leaf

to the root. A node is marked “pruneable” if it and all of its descendants are non-

significant. This process of checking the pruning status is done via Lines 1–6 in Al-

gorithm3, with subroutine Algorithm4. In the beginning, all branch nodes are set to

the default status of “pruneable” (Line 3 in Algorithm3 and Line 13 in Algorithm4).

We check the significance of each node from leaves to the root.If any child of a node

is “unpruneable” or the node itself represents a significantrule, this node will be reset

from “pruneable” to “unpruneable”. If the original unpruned tree isn levels deep, and

hasm leaves, the time complexity of this bottom–up checking process isO(nm).

After checking for significance, we conduct the second pruning stage – a top-down

pruning process performed according to the “pruneable” status of each node from root

to leaves. A branch node is replaced by a leaf, if its “pruneable” status is “true” (Line

10 in Algorithm3 and Line 1 in Algorithm5).

Again, if the original unpruned tree isn levels deep and hasm leaves, the time

complexity of the top–down pruning process isO(nm). Thus, the total time complexity

of our pruning algorithm isO(n2).
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Table 3.2: Information about imbalanced binary-class datasets. The percentages listed
in the last column is the proportion of the minor class in eachdata set.

Data Sets Instances Attributes MinClass %
Boundary 3505 175 3.5%
Breast 569 30 37.3%
Cam 28374 132 5.0%
Covtype 38500 10 7.1%
Estate 5322 12 12.0%
Fourclass 862 2 35.6%
German 1000 24 30.0%
Ism 11180 6 2.3%
Letter 20000 16 3.9%
Oil 937 50 4.4%
Page 5473 10 10.2%
Pendigits 10992 16 10.4%
Phoneme 2700 5 29.3%
PhosS 11411 481 5.4%
Pima 768 8 34.9%
Satimage 6430 37 9.7%
Segment 2310 20 14.3%
Splice 1000 60 48.3%
SVMguide 3089 4 35.3%

This two-stage pruning strategy guarantees both the completeness and the correct-

ness of the pruned tree. The first stage checks the significance of each possible rule

(path through the tree), and ensures that each significant rule is “unpruneable”, and thus

complete; the second stage prunes all insignificant rules, so that the paths in the pruned

tree are all correct.

3.6 Sampling Methods

Another mechanism of overcoming the imbalance class distribution is to synthetically

delete or add training instances and thus balance the class distribution. To achieve this

goal, various sampling techniques have been proposed to either remove instances from

the majority class (aka under-sampling) or introduce new instances to the minority class

(aka over-sampling).

We consider a wrapper framework that uses a combination of random under-sampling

and SMOTE [18, 19]. The wrapper first determines the percentage of under-sampling
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that will result in an improvement in AUC over the decision tree trained on the original

data. Then the number of instances in the majority class is under-sampled to the stage

where the AUC does not improve any more, the wrapper exploresthe appropriate level

of SMOTE. Then taking the level of under-sampling into account, SMOTE introduces

new synthetic examples to the minority class continuously until the AUC is optimized

again. We point the reader to [19] for more details on the wrapper framework. The per-

formance of decision trees trained on the data sets optimized by this wrapper framework

is evaluated against CCP-based decision trees in experiments.

3.7 Experiments

In our experiments, we compared CCPDT with C4.5 [91], CART [10], HDDT [22] and

SPARCCC [101] on binary class data sets. These comparisons demonstrate not only

the efficiency of their splitting criteria, but the performance of their pruning strategies.

Weka’s C4.5 and CART implementations [47] were employed in our experiments,

based on which we implemented CCP-C4.5, CCP-CART, HDDT and SPARCCC2, so

that we can normalize the effects of different versions of the implementations. Since

the original HDDT algorithm provided no way to handle multi-class classification prob-

lems, we made a simple modification in our HDDT implementation: when dealing with

multi-class data sets, instead of calculating the Hellinger distance of two classes distri-

butions, we calculated the distance between one class and all of the other classes, and

thus selected the attribute whose frequent class distribution (highest Hellinger distance)

is the furthest from the other classes. By doing this, multi-class classification problems

were solved by the original binary-class classification algorithm.

All experiments were carried out using 5× 2 folds cross-validation, and the final

results were averaged over the five runs. We first compare purely on splitting crite-

ria without applying any pruning techniques, and then comparisons between pruning

methods on various decision trees are presented. Finally, we compare CCP-based de-

cision trees with state-of-the-art sampling methods. Besides binary-class data sets, we

also demonstrate the strength of CCP on multi-class data sets in the end of this sec-

tion. Since HDDT doesn’t provide a way to handle multi-classdata, we exclude it from

multi-class data comparisons.

2Implementation source code and data sets used in the experiments can be obtained from
http://www.cs.usyd.edu.au/ ˜ weiliu

http://www.cs.usyd.edu.au/~weiliu
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In CCP decision trees, we set the pruningp-value threshold to 0.0001, while in C4.5

we used its default confidence level of 25% in pruning. For theSPARCCC algorithm,

we set the CCR threshold to 1.0 and thep-value threshold to 0.001.

3.7.1 Comparisons on splitting criteria

The binary-class data sets were mostly obtained from [22] (Table3.2) which were pre-

discretized. They include a number of real-world data sets from the UCI repository

and other sources. “Estate” contains electrotopological state descriptors for a series

of compounds from the US National Cancer Institute’s Yeast Anti-Cancer drug screen.

“Ism” ( [18]) is highly unbalanced and records information on calcification in a mam-

mogram. “Oil” contains information about oil spills; it is relatively small and very

noisy [65]. “Phoneme” originates from the ELENA project andis used to distinguish

between nasal and oral sounds. “Boundary”, “Cam”, and “PhosS” are biological data

sets from [92]. “FourClass”, “German”, “Splice”, and “SVMGuide” are available from

LIBSVM [15]. The remaining data sets originate from the UCI repository [3]. Some

were originally multi-class data sets, and we converted them into two-class problems

by keeping the smallest class as the minority and the rest as the majority. The exception

was “Letter”, for which each vowel became a member of the minority class, against the

consonants as the majority class.

As accuracy is considered a poor performance measure for imbalanced data sets,

we used the area under ROC curve (AUC) [97] to estimate the performance of each

classifier.

In our imbalanced data sets learning experiments, we only wanted to compare the

effects of different splitting criteria; thus, the decision trees (C4.5, CCP-C4.5, CART,

CCP-CART, and HDDT) wereunpruned, and we used Laplace smoothing on leaves.

Since SPARCCC has been proved more efficient in imbalanced data learning than CBA

[101], we excluded CBA and included only SPARCCC. Table3.3lists the “Area Under

ROC (AUC)” value on each data set for each classifier, followed by the ranking of these

classifiers (presented in parentheses) on each data set.

We used the Friedman test on AUCs at 95% confidence level to compare among

different classifiers [30]. In all experiments, we chose thebest performing classifier

as the “Base” classifier. If the “Base” classifier is statistically significantly better than

another classifier in comparison (i.e. the value of Friedmantest is less than 0.05), we
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put a “X” sign on the respective classifier (shown in Table3.3).

The comparisons revealed that even though SPARCCC performsbetter than CBA

[101], its overall results are far less robust than those from decision trees. It might be

possible to obtain better SPARCCC results by repeatedly modifying their parameters

and attempting to identify the optimized parameters, but the manual parameter config-

uration itself is a shortcoming for SPARCCC.

Because we are interested in the replacement of the originalfactor p( j|t) in Equa-

tion 3.4 by CCP, three separate Friedman tests were carried out: the first two be-

tween conventional decision trees (C4.5/CART) and our proposed decision trees (CCP-

C4.5/CCP-CART), and the third on all the other classifiers. Aconsiderable AUC in-

crease from traditional to CCP-based decision trees was observed, and statistically con-

firmed by the first two Friedman tests: these smallp values of 9.6E-5 meant that we

could confidently reject the hypothesis that the “Base” classifier showed no significant

differences from current classifier. Even though CCP-C4.5 was not statistically bet-

ter than HDDT, the strategy to combine CCP and HDDT (analyzedin Section3.4.4)

provided an improvement on AUC with higher than 91% confidence.

However, the CCP based decision trees are not able to overcome HDDT. It is most

probably due to the similarity of CCP and Hellinger distanceas we discussed in Section

3.4.4.

3.7.2 Comparison of Pruning Strategies

In this section, we compared FET (fisher’s exact tests) basedpruning with the pruning

based on error estimation as originally proposed in C4.5 [91]. We reuse the data sets

from previous subsection, and apply error-based pruning and FET-based pruning sep-

arately on the trees built by C4.5 and CCP-C4.5, where the confidence level of FET

was set to 99% (i.e. the p-Value threshold is set to 0.01). Note that the tree construc-

tions differences between C4.5 and CCP-C4.5 are out of scopein this subsection; we

carried out separate Friedman tests on C4.5 and CCP-C4.5 respectively and only com-

pare the different pruning strategies. HDDT was excluded from this comparison since

it provides no separate pruning strategies.

Table3.4 and3.5 present the performance of the two pairs of pruned trees. The

numbers of leaves in Table3.5 are not integers because they are the average values of

5×2 – fold cross validations. Statistically, the tree of C4.5 pruned by FET significantly
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outperformed the same tree pruned by error estimation (Table 3.4) without retaining

significantly more leaves (Table3.5). The same pattern is found in CCP-C4.5 trees,

where FET-based pruning sacrificedinsignificantmore numbers of leaves to obtain a

significantlylarger AUC. This phenomenon proves the completeness of the FET pruned

trees, since error estimation inappropriately cuts significant number of trees paths, and

hence always has smaller number of leaves and lower AUC values.

3.7.3 Comparisons with Sampling Techniques

We now compare CCP-based decision trees against sampling based methods discussed

in Section3.6. Note that the wrapper is optimized on training sets using 5×2 cross

validation to determine the sampling levels. The algorithmwas then evaluated on the

corresponding 5×2 cross validated testing set.

The performances of three pairs of decision trees are shown in Table3.6. The first

pair “Original” has no modification on either data or decision tree algorithms. The sec-

ond pair “Sampling based” uses the wrapper to re-sample the training data which is then

used by original decision tree algorithms to build the classifier; and “CCP based” shows

the performance of CCP-based decision trees learned from original data. Friedman test

on the AUC values shows that, although the “wrapped” data canhelp to improve the

performance of original decision trees, using CCP-based algorithms can obtain statisti-

cally better classifiers directly trained on the original data.

3.7.4 Comparisons on multi-class data sets

As discussed in Section3.5, although HDDT and CCPDT algorithms are designed for

data in binary class, they are capable of solving multi-class classification problems by

projecting the rest of the classes as negatives. To discoverthe differences of these

decision trees, we selected 20 data sets from different sources (Table3.7): 15 were

from the UCI repository [3], and five from the Text Mining Domain [49]. For each data

set, we calculated the AUC value generated by each decision tree algorithm, targeting

the “smallest” class (i.e. the class covered by the lowest number of instances). The last

column in Table3.7lists the proportion of the smallest class in each data set.

CCP-C4.5 and CCP-CART are pruned by FET, while in C4.5 and CART we used

their default error estimation pruning parameters in Weka.Table3.8and3.9show that
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CCP-C4.5/CCP-CART generate statistically larger AUC values than C4.5/CART on

multi-class data sets. And again, insignificantly more leaves remain after the pruning

of both CCP-based decision trees; however, as explained in Section3.7.2, these leaves

with their corresponding paths all contribute to this high performance. This pattern is

observed especially clearly on the comparisons between CART and CCP-CART, where

AUC of CCP-CART is statistically improved over CART, and CCP-CART retains al-

most the same number of leaves as CART (Friedman test returns1).

3.8 Summary

In this chapter we address the problem of designing a decision tree algorithm for clas-

sification which is robust against class imbalance in the data. We first explain why

traditional decision tree measures, like information gain, are sensitive to class imbal-

ance. We do that by expressing information gain in terms of the confidence of a rule.

Information gain, like confidence, is biased towards the majority class. Having identi-

fied the cause of the problem, we propose a new measure, Class Confidence Proportion

(CCP). Using both theoretical and geometric arguments we show that CCP is insensitive

to class distribution. We then embed CCP in information gainand use the improvised

measure to construct the decision tree. Using a wide array ofexperiments we demon-

strate the effectiveness of CCP when the data sets are imbalanced. We also propose the

use of Fisher exact test as a method for pruning the decision tree. Besides improving

the accuracy, an added benefit of the Fisher exact test is thatall the rules found are

statistically significant.

Besides traditional decision trees, the model built from the combination of CCP

and FET also significantly outperforms the classifiers learned from data optimized by

sampling techniques. This observation suggests the extra computational cost of data

sampling before training be unworthy, if the drawbacks of traditional classifiers are un-

solved. We recommend the use of CCPDT when optimized size andhigh-performance

classifiers are involved.
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Table 3.3: Splitting criteria comparisons on imbalanced data sets where all trees are
unpruned. The integers in brackets represent the ranks of classifiers, with rank 1 being
the best. “Fr.T” is short for Friedman test. The classifier with aX sign in the Fried-
man test is statistically outperformed by the “Base” classifier. The first two Friedman
tests illustrate that CCP-C4.5 and CCP-CART are significantly better than C4.5 and
CART, respectively. The third Friedman test confirms that CCP-based decision trees is
significantly better than SPARCCC.

Data Sets
Area Under ROC

C4.5 CCP-C4.5CART CCP-CARTHDDT SPARCCC
Boundary 0.533(4) 0.595(2)0.529(5) 0.628(1) 0.594(3) 0.510(6)
Breast 0.919(5) 0.955(2)0.927(4) 0.958(1) 0.952(3) 0.863(6)
Cam 0.707(3) 0.791(1)0.702(4) 0.772(2) 0.680(5) 0.636(6)
Covtype 0.928(4) 0.982(1)0.909(5) 0.979(3) 0.982(1) 0.750(6)
Estate 0.601(1) 0.594(2)0.582(4) 0.592(3) 0.580(5) 0.507(6)
Fourclass 0.955(5) 0.971(3)0.979(1) 0.969(4) 0.975(2) 0.711(6)
German 0.631(4) 0.699(1)0.629(5) 0.691(3) 0.692(2) 0.553(6)
Ism 0.805(4) 0.901(3)0.802(5) 0.905(2) 0.990(1) 0.777(6)
Letter 0.972(3) 0.991(1)0.968(4) 0.990(2) 0.912(5) 0.872(6)
Oil 0.641(6) 0.825(1)0.649(5) 0.802(2) 0.799(3) 0.680(4)
Page 0.906(5) 0.979(1)0.918(4) 0.978(2) 0.974(3) 0.781(6)
Pendigits 0.966(4) 0.990(2)0.966(4) 0.990(2) 0.992(1) 0.804(6)
Phoneme 0.824(5) 0.872(3)0.835(4) 0.876(2) 0.906(1) 0.517(6)
PhosS 0.543(4) 0.691(1)0.543(4) 0.673(3) 0.677(2) 0.502(6)
Pima 0.702(4) 0.757(3)0.696(5) 0.758(2) 0.760(1) 0.519(6)
Satimage 0.774(4) 0.916(1)0.730(5) 0.915(2) 0.911(3) 0.706(6)
Segment 0.981(5) 0.987(1)0.982(4) 0.987(1) 0.984(3) 0.887(6)
Splice 0.913(4) 0.952(1)0.894(5) 0.926(3) 0.950(2) 0.781(6)
SVMguide0.976(4) 0.989(1)0.974(5) 0.989(1) 0.989(1) 0.924(6)
Avg. Rank 3.95 1.6 4.15 2.09 2.4 5.65
Fr.T (C4.5) X9.6E-5 Base
Fr.T (CART) X9.6E-5 Base
Fr.T (Other) Base 0.0896 X1.3E-5
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Table 3.4: Pruning strategy comparisons on AUC. “Err.ESt” is short for error estima-
tion. The AUC of C4.5 and CCP-C4.5 pruned by FET are significantly better than those
pruned by error estimation.

Data set
C4.5 CCP-C4.5

Err.Est FET Err.Est FET
Boundary 0.501(3) 0.560(2) 0.500(4) 0.613(1)
Breast 0.954(1) 0.951(3) 0.953(2) 0.951(3)
Cam 0.545(3) 0.747(2) 0.513(4) 0.755(1)
Covtype 0.977(4) 0.979(2) 0.979(2) 0.980(1)
Estate 0.505(3) 0.539(2) 0.505(3) 0.595(1)
Fourclass 0.964(3) 0.961(4) 0.965(2) 0.969(1)
German 0.708(3) 0.715(2) 0.706(4) 0.719(1)
Ism 0.870(3) 0.891(1) 0.848(4) 0.887(2)
Letter 0.985(3) 0.993(1) 0.982(4) 0.989(2)
Oil 0.776(4) 0.791(3) 0.812(2) 0.824(1)
Page 0.967(4) 0.975(1) 0.969(3) 0.973(2)
Pendigits 0.984(4) 0.986(3) 0.988(2) 0.989(1)
Phoneme 0.856(4) 0.860(2) 0.858(3) 0.868(1)
PhosS 0.694(1) 0.649(3) 0.595(4) 0.688(2)
Pima 0.751(4) 0.760(1) 0.758(2) 0.755(3)
Satimage 0.897(4) 0.912(2) 0.907(3) 0.917(1)
Segment 0.987(3) 0.987(3) 0.988(1) 0.988(1)
Splice 0.954(1) 0.951(4) 0.954(1) 0.953(3)
SVMguide 0.982(4) 0.985(1) 0.984(2) 0.984(2)
Avg.Rank 3.0 2.15 2.65 1.55
Fr.T (C4.5) X 0.0184 Base
Fr.T (CCP) X 0.0076 Base
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Table 3.5: Pruning strategy comparisons on number of leaves. The leaves on trees of
C4.5 and CCP-C4.5 pruned by FET are not significantly more than those pruned by
error estimation.

Data set
C4.5 CCP-C4.5

Err.Est FET Err.Est FET
Boundary 2.7(2) 33.9(3) 1.2(1) 87.6(4)
Breast 7.7(4) 6.4(2) 7.0(3) 6.2(1)
Cam 54.5(2) 445.9(3) 7.9(1) 664.6(4)
Covtype 156.0(1) 175.3(3) 166.9(2) 189.0(4)
Estate 2.2(2) 5.2(4) 2.0(1) 4.6(3)
Fourclass 13.9(3) 13.0(1) 14.1(4) 13.3(2)
German 41.3(3) 40.0(1) 47.1(4) 40.1(2)
Ism 19.8(1) 26.3(3) 21.9(2) 31.0(4)
Letter 30.2(1) 45.1(3) 34.3(2) 47.4(4)
Oil 8.0(1) 10.7(3) 8.5(2) 12.0(4)
Page 29.4(2) 28.8(1) 32.6(3) 34.0(4)
Pendigits 35.1(3) 37.8(4) 31.5(1) 32.8(2)
Phoneme 32.6(4) 29.7(2) 30.1(3) 27.0(1)
PhosS 68.2(2) 221.5(3) 37.7(1) 311.4(4)
Pima 15.5(4) 12.7(2) 13.3(3) 11.8(1)
Satimage 83.7(1) 107.8(3) 94.6(2) 119.2(4)
Segment 8.3(3) 8.4(4) 6.4(1) 7.2(2)
Splice 21.3(3) 18.0(1) 22.6(4) 18.4(2)
SVMguide 14.5(3) 12.3(2) 15.3(4) 11.9(1)
Avg.Rank 2.3 2.45 2.25 2.7
Fr.T (C4.5) Base 0.4913
Fr.T (CCP) Base 0.2513
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Table 3.6: Performances comparisons on AUC generated by original, sampling and
CCP-based techniques. “W+CART/W+C4.5” means applying wrappers to sample
training data before it’s learned by CART/C4.5. In this table, CCP-based CART de-
cision tree is significantly better than all trees in “Original” and “Sampling based” cat-
egories.

Data set
Original Sampling based CCP based

CART C4.5 W+CART W+C4.5CCP-CARTCCP-C4.5
Boundary 0.514(5)0.501(6) 0.582(4) 0.616(2) 0.631(1) 0.613(3)
Breast 0.928(6)0.954(2) 0.955(1) 0.953(4) 0.954(2) 0.951(5)
Cam 0.701(3)0.545(6) 0.660(5) 0.676(4) 0.777(1) 0.755(2)
Covtype 0.910(6)0.977(4) 0.974(5) 0.980(2) 0.981(1) 0.980(2)
Estate 0.583(3)0.505(6) 0.560(5) 0.580(4) 0.598(1) 0.595(2)
Fourclass 0.978(1)0.964(5) 0.943(6) 0.965(4) 0.971(2) 0.969(3
German 0.630(6)0.708(2) 0.668(5) 0.690(4) 0.691(3) 0.719(1)
Ism 0.799(6)0.870(5) 0.905(3) 0.909(1) 0.906(2) 0.887(4)
Letter 0.964(6)0.985(4) 0.977(5) 0.989(1) 0.989(1) 0.989(1)
Oil 0.666(6)0.776(5) 0.806(3) 0.789(4) 0.822(2) 0.824(1)
Page 0.920(6)0.967(5) 0.970(4) 0.978(1) 0.978(1) 0.973(3)
Pendigits 0.963(6)0.984(4) 0.982(5) 0.987(3) 0.990(1) 0.989(2)
Phoneme 0.838(6)0.856(5) 0.890(2) 0.894(1) 0.871(3) 0.868(4)
PhosS 0.542(6)0.694(1) 0.665(5) 0.670(4) 0.676(3) 0.688(2)
Pima 0.695(6)0.751(4) 0.742(5) 0.755(2) 0.760(1) 0.755(2)
Satimage 0.736(6)0.897(4) 0.887(5) 0.904(3) 0.914(2) 0.917(1)
Segment 0.980(5)0.987(2) 0.980(5) 0.982(4) 0.987(2) 0.988(1)
Splice 0.885(5)0.954(1) 0.829(6) 0.942(3) 0.940(4) 0.953(2)
SVMguide0.973(6)0.982(5) 0.985(3) 0.987(2) 0.989(1) 0.984(4)
Avg.Rank 5.05 3.85 4.15 2.7 1.75 2.3
Fr.T X 9.6E-5X 0.0076X 5.8E-4X 0.0076 Base 0.3173
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Table 3.7: Information about multi-class data sets. The last column lists the proportion
of the smallest class – the class that is covered by the fewestnumber of instances. These
smallest classes were targeted to calculate AUC values.

Data Sets Instances Features Classes Smallest Class
Anneal 898 38 5 0.89%
Audiology 226 69 24 0.44%
Balance-scale 625 4 3 7.84%
Glass 214 9 6 4.21%
Hypothyroid 3772 29 4 0.05%
Iris 150 4 3 33.33%
Letter 20000 16 26 3.67%
Lymphography 148 18 4 1.35%
Primary-tumor 339 17 21 0.29%
Segment 2310 19 7 14.29%
Soybean 683 36 19 1.17%
Vehicle 846 18 4 23.52%
Vowel 990 13 11 9.09%
Waveform 5000 40 3 33.06%
Zoo 101 18 7 3.96%
Fbis 2463 2001 48 1.54%
Oh5 918 3013 10 6.43%
Re0 1504 2887 13 0.73%
Tr23 204 5833 6 2.94%
Wap 1560 8461 20 0.32%
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Table 3.8: Classifier comparisons of AUC on multi-class datasets. The AUC values
of CCP-C4.5 and CCP-CART are significantly better than thoseof C4.5 and CART,
respectively.

Data set
Area Under ROC

C4.5 CCP-C4.5 CART CCP-CART
Anneal 0.908(3) 0.954(1) 0.854(4) 0.953(2)
Audiology 0.500(3) 0.508(2) 0.500(3) 0.606(1)
Balance-scale 0.528(4) 0.637(2) 0.537(3) 0.668(1)
Glass 0.911(1) 0.836(2) 0.770(4) 0.810(3)
Hypothyroid 0.598(2) 0.402(3) 0.638(1) 0.402(3)
Iris 0.990(1) 0.990(1) 0.972(4) 0.984(3)
Letter 0.948(3) 0.971(2) 0.931(4) 0.974(1)
Lymphography 0.751(3) 0.986(2) 0.715(4) 0.988(1)
Primary-tumor 0.500(3) 0.655(2) 0.500(3) 0.771(1)
Segment 0.986(3) 0.995(1) 0.978(4) 0.995(1)
Soybean 0.973(2) 0.883(3) 0.987(1) 0.770(4)
Vehicle 0.922(3) 0.946(2) 0.867(4) 0.947(1)
Vowel 0.954(1) 0.939(2) 0.889(4) 0.926(3)
Waveform 0.835(3) 0.890(1) 0.815(4) 0.884(2)
Zoo 0.947(3) 0.983(2) 0.920(4) 0.985(1)
Fbis 0.758(1) 0.752(3) 0.738(4) 0.758(1)
Oh5 0.800(3) 0.902(2) 0.626(4) 0.911(1)
Re0 0.672(3) 0.746(2) 0.484(4) 0.751(1)
Tr23 0.898(3) 0.959(1) 0.734(4) 0.932(2)
Wap 0.502(4) 0.786(1) 0.584(3) 0.751(2)
Average Rank 2.52 1.8 3.38 1.71
Fr.T(C4.5) X 0.038 Base
Fr.T(CART) X 3.4e-4 Base
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Table 3.9: Classifier comparisons of number of leaves on multi-class data sets. The
leaves on trees of CCP-C4.5 and CCP-CART are not significantly more than those of
C4.5 and CART, respectively.

Data set
Number of Leaves

C4.5 CCP-C4.5 CART CCP-CART
Anneal 26.0(2) 31.3(3) 15.4(1) 36.9(4)
Audiology 22.4(2) 37.7(4) 13.4(1) 23.1(3)
Balance-scale 24.9(3) 17.6(1) 23.2(2) 25.1(4)
Glass 16.1(2) 15.6(1) 18.9(4) 16.6(3)
Hypothyroid 10.3(3) 13.3(4) 9.5(2) 8.4(1)
Iris 3.3(2) 3.1(1) 4.4(4) 3.3(2)
Letter 807.5(1) 1021.6(4) 997.9(3) 979.5(2)
Lymphography 8.5(1) 9.3(4) 8.6(3) 8.5(1)
Primary-tumor 28.9(3) 32.0(4) 14.5(1) 15.2(2)
Segment 31.3(1) 34.6(2) 39.1(4) 35.7(3)
Soybean 51.9(2) 143.8(4) 48.9(1) 61.7(3)
Vehicle 43.4(2) 41.9(1) 57.7(4) 48.3(3)
Vowel 90.1(1) 178.1(4) 94.3(2) 141.9(3)
Waveform 174.0(2) 170.7(1) 224.0(4) 185.8(3)
Zoo 6.9(2) 7.1(3) 6.4(1) 7.1(3)
Fbis 129.2(2) 159.9(3) 102.8(1) 164.6(4)
Oh5 46.3(1) 46.6(2) 73.5(4) 46.6(2)
Re0 71.6(1) 99.7(4) 72.8(2) 88.2(3)
Tr23 8.4(1) 8.8(2) 14.6(4) 9.7(3)
Wap 125.5(1) 131.1(3) 129.1(2) 141.1(4)
Average Rank 1.71 2.66 2.42 2.71
Fr.T(C4.5) Base 0.055
Fr.T(CART) Base 1



Chapter 4

Class Confidence WeightedkNN

Algorithms for Imbalanced Data Sets

This chapter is based on the following publication:

Wei Liu and Sanjay Chawla: Class Confidence WeightedkNN Algorithms for Im-

balanced Data Sets. In proceedings of the 15th Pacific-Asia Conference on Knowledge

Discovery and Data Mining (PAKDD 2011), Part II, page 345–356.

4.1 Related Work

KNN algorithms have been identified as one of the top ten most influential data mining

algorithms [107] for their ability to produce simple but powerful classifiers. Thek

neighbors that are the closest to a test instances are conventionally called prototypes. In

this chapter we use the concepts of “prototypes” and “instances” interchangeably.

KNN algorithms require true class label having higher density near a test instance

to achieve reliable class estimation, which is directly related to sizes of classes. This

requirement makeskNN sensitive to the ratio of classes: the more represented (more

instances) of a class, the better performance ofkNN on that class; and this is especially

true when there is a large ratio of imbalance in overlap regions of two classes [42].

Zhang et al. [113] have proposed approaches to improvekNN on imbalanced data sets,

but their work are based on under-sampling techniques and donot solve the problem of

lazy-learning bias in the design ofkNN algorithm per se.

55
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There are several advancedkNN methods proposed in the recent literature. Wein-

berger et al. [104] learned Mahanalobis distance matrices for kNN classification by

using semidefinite programming, a method which they call large margin nearest neigh-

bor (LMNN) classification. Experimental results of LMNN show large improvements

over conventionalkNN and SVM. Min et al. [83] have proposed DNet which uses a

non-linear feature mapping method pre-trained with Restricted Boltzmann Machines to

achieve the goal of large-marginkNN classification. Recently, a new method WDkNN

was introduced in [109] which discovers optimal weights foreach instance in the train-

ing phase which are taken into account during test phases. This method is demon-

strated superior to otherkNN algorithm including LPD [89], PW [90], A-NN [103] and

WDNN [56]. However, their strategy of weights optimizationis based on the metric of

overall accuracy which is a misleading indicator in class imbalance settings.

4.2 Our Contributions

In this chapter, the model we propose is an algorithm-oriented method and we preserve

all original information/distribution of the training data sets. More specifically, the

contributions of this chapter are as follows:

1. We express the mechanism of traditionalkNN algorithms as equivalent to using

only localprior probabilitiesto predict instances’ labels, from which perspective

we illustrate why many existingkNN algorithms have undesirable performance

on imbalanced data sets;

2. We proposeCCW(class confidence weights), the confidence (likelihood) of apro-

totype’s attributes values given its class label, which transformsprior probabili-

tiesof to posterior probabilities. We demonstrate that this transformation makes

thekNN classification rule analogous to using alikelihood ratio testin the neigh-

borhood;

3. We propose two methods, mixture modeling and Bayesian networks, to efficiently

estimate the value ofCCW;

4. We perform comprehensive empirical evaluations with existingkNN algorithms

and the state of the art class imbalance insensitive classifiers on data sets from
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publicly accessible data repositories, all of which testify to the superiority of our

approach.

The rest of this chapter is structured as follows. In Section4.3 we briefly review the

existingkNN algorithm and explain why they are flawed in learning from imbalanced

data. We define theCCWweighting strategy and justify its effectiveness in Section 4.4.

TheCCW(which effectively is the local likelihood in the k-neighborhood) is estimated

by mixture modeling and Bayesian networks in Section 4.5. Section 4.6 reports experi-

ments and analysis. We conclude this chapter with summariesin Section 4.7.

4.3 ExistingkNN Classifiers

Given labeled training data (xi , yi) (i = 1,...,n), wherexi ∈ R
d are feature vectors,d is

the number of features andyi ∈ {c1, c2} are binary class labels,kNN algorithm finds a

group ofk prototypes from the training set that are the closest to a test instancext by

a certain distance measure (e.g. Euclidean distances), andestimates the test instance’s

label according to the predominance of a class in this neighborhood. When there is no

weighting (NW) strategy, this majority voting mechanism can be expressed as:

NW: y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c) (4.1)

wherey′t is a predicted label,I(·) is an indicator function that returns 1 if its condition

is true and 0 otherwise, andφ(xt) denotes the set ofk training instances (prototypes)

closest toxt . When thek neighbors vary widely in their distances and closer neighbors

are more reliable, the neighbors are weighted by the multiplicative-inverse (MI) or the

additive-inverse (AI) of their distances:

MI: y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c) · 1
dist(xt ,xi)

(4.2)

AI: y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c) · (1− dist(xt ,xi)

distmax
) (4.3)

wheredist(xt ,xi) represents the distance between the test pointxt and a prototypexi ,

and distmax is the maximum possible distance between two training instances in the

feature space which normalizesdist(xt ,xi)
distmax

to the range of [0,1].
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While MI and AI solve the problem of large distance variance amongk neighbors,

their effects become insignificant if the neighborhood of a test point is considerably

dense, and one of the class (or both classes) is over-represented by its samples – since

in this scenario all of thek neighbors are close to the test point and the difference among

their distances is not discriminative [109].

4.3.1 Handling Imbalanced Data

Given the definition of the conventionalkNN algorithm, we now explain its drawback

in dealing with imbalanced data sets. The majority voting inEq.4.1can be rewritten as

the following equivalent maximization problem:

y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c)

⇒ max { ∑
xi∈φ(xt)

I(yi = c1), ∑
xi∈φ(xt)

I(yi = c2) }

= max { ∑xi∈φ(xt) I(yi = c1)

k
,

∑xi∈φ(xt) I(yi = c2)

k
}

= max { pt(c1), pt(c2) }

(4.4)

wherept(c1) andpt(c2) represent the proportion of classc1 andc2 appearing inφ(xt) –

thek-neighborhood ofxt . If we integrate thiskNN classification rule into Bayes’s theo-

rem, treatφ(xt) as thesample spaceand treatpt(c1) andpt(c2) aspriors1 of two classes

in this sample space, Eq.4.4 intuitively illustrates that the classification mechanismof

kNN is based on finding the class label that has a higherprior value.

This suggests that traditionalkNN uses only theprior information to estimate class

labels, which has suboptimal classification performance onthe minority class when the

data set is highly imbalanced. Supposec1 is the dominating class label, it is expected

that the inequalitypt(c1) ≫ pt(c2) holds true in most regions of the feature space.

Especially in the overlap regions of two class labels,kNN always tends to be biased

towardsc1. Moreover, because the dominating class is likely to be over-represented in

the overlap regions, “distance weighting” strategies suchas WI and AI are ineffective

in correcting this bias.

Figure4.1shows an example wherekNN is performed by using Euclidean distance

1We note thatpt(c1) and pt(c2) areconditioned(on xt) in the sample space of the overall training
data, butunconditionedin the sample space ofφ(xt).
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measure fork = 5. Samples of positive and negative classes are generated from Gaussian

distributions with mean[µ pos
1 ,µ pos

2 ] = [6,3] and[µneg
1 ,µneg

2 ] = [3,6] respectively and a

common standard deviationI (the identity matrix). The (blue) triangles are samples of

the negative/majority class, the (red) unfilled circles arethose of the positive/minority

class, and the (green) filled circles indicate the positive samples incorrectly classified

by the conventionalkNN algorithm. The straight line in the middle of two clusters

suggests a classification boundary built by an ideal linear classifier. Figure 1(a) and 1(c)

give global overall views ofkNN classifications, while Figure 1(b) and 1(d) are their

corresponding “zoom-in” subspaces that focus on a particular misclassified positive

sample. Imbalanced data is sampled under the class ratio of Pos:Neg = 1:10. One may

have noted that the triangles/circles have different sizes, however, here we only pay

attention to their labels and the meaning of the size of triangles/circles are explained in

next section.

As we can see from Figure 1(a) and 1(b), when data is balanced all of the misclas-

sified positive samples are on the upper left side of the classification boundary, and are

always surrounded by only negative samples. But when data isimbalanced (Figure 1(c)

and 1(d)), misclassifications of positives appear on both sides of the boundary. This is

because the negative class is over-represented and dominates much larger regions than

the positive class. The incorrectly classified positive point in Figure 1(d) is surrounded

by 4 negative and 1 positive neighbors, with a negative neighbor being the closest pro-

totype to the test point. In this scenario, distances weighting strategies (e.g. MI and AI)

cannot be helpful to correct the bias to negative class. In the next section, we introduce

CCWand explain how it can solve such problems and correct the bias.

4.4 CCW WeightedkNN

In previous section, we have explained existingkNN rule is equivalent to using only

prior probabilitesand selects the majority class that has a higherprior value in asample

spaceconsisting of thek nearest neighbors. To improve the existingkNN rule, we

introduceCCWto capture the probability (confidence) of attributes values given a class

label. We defineCCWon a training instancei as follows:

wCCW
i = p(xi |yi), (4.5)
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wherexi andyi represent the attribute vector and the class label of instancesi. Then the

resulting classification rule integrated withCCWis:

CCW: y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c) ·wCCW
i , (4.6)

and by applying it into distance weighting schemes MI and AI we obtain:

CCWMI : y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c)
1

dist(xt ,xi)
· p(xi |yi) (4.7)

CCWAI : y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c)(1− dist(xt ,xi)

distmax
) · p(xi |yi) (4.8)

With the integration ofCCW, the maximization problem in Eq.4.4becomes:

y′t = argmax
c∈{c1,c2}

∑
xi∈φ(xt)

I(yi = c) · p(xi |yi)

⇒ max{ ∑
xi∈φ(xt)

I(yi = c1)

k
p(xi|yi = c1), ∑

xi∈φ(xt)

I(yi = c2)

k
p(xi|yi = c2) }

= max{ pt(c1)p(xi |yi = c1)xi∈φ(xt), pt(c2)p(xi |yi = c2)xi∈φ(xt) }

= max{ pt(xi ,c1)xi∈φ(xt), pt(xi ,c2)xi∈φ(xt)}

= max{ pt(c1|xi)xi∈φ(xt), pt(c2|xi)xi∈φ(xt ) }

(4.9)

where pt(c|xi)xi∈φ(xt) represents the probability ofxt belonging to classc given the

attribute values of all prototypes inφ(xt). Comparisons between Eq.4.4 and Eq.4.9

demonstrate that the use ofCCWchanges the bases ofkNN rule from usingpriors to

posteriors: while conventional kNN directly uses the probabilities (proportions)

of class labels among thek prototypes, we use conditional probabilities of classes

given the values of thek prototypes’ feature vectors. The change frompriors to

posteriorsis easy to understand sinceCCWbehaves just like the notion oflikelihood in

Bayes’ theorem.

4.4.1 Justification ofCCW

SinceCCWis equivalent to the notion oflikelihoodin Bayes’ theorem, in this subsection

we demonstrate how the rationale of usingCCW-basedkNN rule can be interpreted by

likelihood ratio tests.
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We assumec1 is the majority class and define the null hypothesis (H0) as “xt be-

longing toc1”, and the alternative hypothesis (H1) as “xt belonging toc2”. Assume

amongφ (xt ), the first j neighbors are fromc1 and the otherk− j ones are fromc2. We

obtain the likelihood ofH0 (L0) andH1 (L1) from:

L0 =
j

∑
i=1

p(xi |yi = c1)xi∈φ(xt), L1 =
k

∑
i= j+1

p(xi |yi = c2)xi∈φ(xt)

Then the likelihood ratio test statistic can be written as:

Λ =
L0

L1
=

∑ j
i=1 p(xi |yi = c1)xi∈φ(xt)

∑k
i= j+1 p(xi |yi = c2)xi∈φ(xt)

(4.10)

Note that the numerator and the denominator in the fraction of Eq. 4.10 correspond

to the two terms of the maximization problem in Eq.4.9. It is essential to ensure the

majority class does not have higher priority than the minority in imbalanced data, so we

choose “Λ = 1” as the rejection threshold. Then the mechanism of using Eq. 4.9as the

kNN classification rule is equivalent to “predictxt to bec2 whenΛ ≤ 1” (reject H0),

and “predictxt to bec1 whenΛ > 1” (do not rejectH0).

Example 1 We reuse the example in Figure4.1. The size of triangles/circles is pro-

portional to theirCCW weights: the larger the size of a triangle/circle, the greater the

weight of that instance; and the smaller the lower the weight. In Figure 1(d), the mis-

classified positive instance has four negative-class neighbors withCCW weights 0.0245,

0.0173, 0.0171 and 0.0139, and has one positive-class neighbor of weight 0.1691. Then

the total negative-class weight is 0.0728 and the total positive-class weight is 0.1691,

and theCCW ratio is 0.0728
0.1691< 1 which gives a label prediction to the positive (minority)

class. So even though the closest prototype to the test instance comes from the wrong

class which also dominates the test instance’s neighborhood, aCCW weightedkNN can

still correctly classify this actual positive test instances.

In the following section, we explain how we effectively estimate the values ofCCW

weights of training instances.

4.5 Estimations ofCCW Weights

The definition ofCCW(Eq. 4.5) suggests the problem of estimatingCCWweights be

equivalent to that of estimating thelikelihoodof feature values given class labels. While
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there is a rich literature on solving this type of problem, inthis section we show how

we use mixture modeling and Bayesian networks to estimate theCCWweights.

4.5.1 Mixture Models

In the formulation of mixture models, the training data is assumed to follow aq-

component finite mixture distribution with probability density function (pdf):

p(x|θ) =
q

∑
m=1

αmp(x|θm) (4.11)

wherex is a sample of training data whosepdf is demanded,αm represents mixing

probabilities (with constraint∑q
m=1 αm = 1) , θm defines themth component, and̂θ ≡

{θ1,...,θq, α1,...,αq} is the complete set of parameters specifying the mixture model [38].

We assume all components of mixture models ared-variate Gaussian distributions.

Given training dataΩ (class labels are not needed) , the log-likelihood of aq-component

mixture distribution is:

logp(Ω|θ̂) = log
n

∏
i=1

p(xi |θ̂) =
n

∑
i=1

log
q

∑
m=1

p(xi |θm). (4.12)

Then the maximum likelihood (ML) estimate

θ̂ML = argmax
θ

logp(Ω|θ) (4.13)

can be found analytically [38] . We use the expectation-maximization (EM) algorithm

[82] to solve ML and then apply the estimatedθ̂ into Eq. 4.11 to find thepdf of all

instances in training data set as their correspondingCCWweights.

Example 2 We reuse the example in Figure4.1, but now we assume the underlying

distribution parameters (i.e. the mean and variance matrixes) that generate the two

classes of data are unknown. We apply training samples into ML estimation, solve for

θ̂ by EM algorithm, and then use Eq.4.11 to estimate thepdf of training instances

which are used as theirCCW weights. The estimated weights (and their effects) of the

neighbors of the originally misclassified positive sample in Figure 1(d) are shown in

Example 1.



4.6. EXPERIMENTS AND ANALYSIS 63

4.5.2 Bayesian Networks

While mixture modeling deals with numerical features, Bayesian networks can be used

to estimateCCWwhen feature values are categorical. The task of learning a Bayesian

network is to (i) build a directed acyclic graph (DAG) overΩ, and (ii ) learn a set of

(conditional) probability tables{p(ω|pa(ω)),ω ∈ Ω} wherepa(ω) represents the set

of parents ofω in the DAG. From these conditional distributions one can recover the

joint probability distribution overΩ by usingp(Ω) = ∏d+1
i=1 p(ωi |pa(ωi)). A decompo-

sition of this joint distribution brings great savings of memory requirements which is a

main advantage of Bayesian networks.

We learn and build the structure of the DAG by employing the K2algorithm [24]

which in the worst case has an overall time complexity ofO(n2), one “n” for the num-

ber of features and another “n” for the number of training instances. Then we estimate

the conditional probability tables directly from trainingdata. After obtaining the joint

distributionsp(Ω), theCCWweight of a training instancei can be easily obtained from

wCCW
i = p(xi |yi) ∝ p(Ω)

p(yi)
wherep(yi) is the proportion of classyi among the entire train-

ing data.

In the following section, we use Bayesian networks to estimate the value ofCCWin

all experiments.

4.6 Experiments and Analysis

In this section, we analyze and compare the performance ofCCW-basedkNN against ex-

istingkNN algorithms, otheralgorithm-orientedstate of the art approaches (i.e. WDkNN2,

LMNN3, DNet4, CCPDT5 and HDDT6) and data-orientedmethods (i.e. safe-level-

SMOTE). We note that since WDkNN has been demonstrated (in [109]) better than

LPD, PW, A-NN and WDNN, in our experiments we include only themore superior

WDkNN among them. CCPDT and HDDT are pruned by Fisher’s exact test (as rec-

ommended in [77]). All experiments are carried out using 5×2 folds cross-validations,

and the final results are the average of the repeated runs.

2We implementCCW-basedkNNs and WDkNN inside Weka environment [47].
3The code is obtained fromwww.cse.wustl.edu/ ˜ kilian/Downloads/LMNN.html .
4The code is obtained fromwww.cs.toronto.edu/ ˜ cuty/DNetkNN_code.zip .
5The code is obtained fromwww.cs.usyd.edu.au/ ˜ weiliu/CCPDT_src.zip .
6The code is obtained fromwww.nd.edu/ ˜ dial/software/hddt.tar.gz .
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We select 31 data sets from KDDCup’097, agnostic vs. prior competition8, StatLib9,

text mining [48], and UCI repository [3]. For multiple-label data sets, we keep the

smallest label as the positive class, and combine all the other labels as the negative

class. Details of the data sets are shown in Table4.1. Besides the proportion of the

minor class in a data set, we also present the coefficient of variation (CovVar) [53] to

measure imbalance. CovVar is defined as the ratio of the standard deviation and the

mean of the class counts in data sets.

The metric of AUC-PR (area under precision-recall curve) has been reported in [27]

to be better than AUC-ROC (area under ROC curve) on imbalanced data. A curve

dominates in ROC space if and only if it dominates in PR space,and classifiers that are

more superior in terms of AUC-PR are definitely more superiorin terms of AUC-ROC,

but not vice versa [27]. Hence we use the more informative metric of AUC-PR for

classifier comparisons.

4.6.1 Comparisons among NN algorithms

In this experiment we compareCCWwith existingkNN algorithm using Euclidean dis-

tance onk = 1. Whenk = 1, all kNNs that use the same distance measure have exactly

the same prediction on a test instances. However the effectsof CCWweights gener-

ate different probabilities of being positive/negative for each test instance, and hence

produce different AUC-PR values.

While there are various ways to compare classifiers across multiple data sets, we

adopt the strategy proposed by [30] that evaluates classifiers by ranks. In Table4.1 the

kNN classifiers in comparison are ranked on each data set by thevalue of their AUC-PR,

with ranking of 1 being the best. We perform Friedman tests onthe sequences of ranks

between different classifiers. In Friedman tests,p–values that are lower than 0.05 reject

the hypothesis with 95% confidence that the ranks of classifiers in comparison are not

statistically different. Numbers in parentheses of Table4.1 are the ranks of classifiers

on each data set, and aX sign in Friedman tests suggests classifiers in comparison are

significantly different. As we can see, bothCCWMI andCCWAI (the “Base” classifiers)

are significantly better than existing methods of NW, MI, AI and WDkNN.

7http://www.kddcup-orange.com/data.php
8http://www.agnostic.inf.ethz.ch
9http://lib.stat.cmu.edu/
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4.6.2 Comparisons amongkNN algorithms

In this experiment, we comparekNN algorithms onk > 1. Without losing generality,

we set a common numberk = 11 for all kNN classifiers. As shown in Table4.2, both

CCWMI andCCWAI significantly outperforms MI, AI, WDkNN, LMNN, DNet, CCPDT

and HDDT.

In the comparison with over-sampling techniques, we focus on MI equipped with

safe-level-SMOTE [12] method, shown as “SMOTE” in Table4.2. The results we ob-

tained fromCCWclassifiers are comparable to (better but not significant than) the over-

sampling technique under 95% confidence. This observation suggests that if one uses

CCWone can obtain results comparable to the cutting-edge sampling technique, so the

extra computational cost of data sampling before training can be saved.

4.6.3 Effects of Distance Metrics

While in all previous experimentskNN classifiers are performed under Euclidean dis-

tance (ℓ2 norm), in this subsection we provide empirical results thatdemonstrate the

superiority ofCCWmethods on other distance metrics such as Manhattan distance (ℓ1

norm) and Chebyshev distance (ℓ∞ norm). As we can see from Figure4.2, CCWMI can

improve MI on all three distance metrics.

4.7 Summary

The main focus of this chapter is on improving existingkNN algorithms and make them

robust to imbalanced data sets. We have shown that conventional kNN algorithms are

akin in using onlyprior probabilitiesof the neighborhood of a test instance to estimate

its class labels, which leads to suboptimal performance when dealing with imbalanced

data sets.

We have proposedCCW, the likelihood of attribute values given a class label, to

weight prototypes before taking them into effect. The use ofCCWtransforms the orig-

inal kNN rule of usingprior probabilities to their correspondingposteriors. We have

shown that this transformation has the ability of correcting the inherent bias towards

majority class in existingkNN algorithms.
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Figure 4.1: Performance of conventionalkNN (k = 5) on synthetic data. When data is
balanced, all misclassifications of circular points are made on the upper left side of an
optimal linear classification boundary; but when data is imbalanced, misclassifications
of circular points appear on both sides of the boundary.
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Table 4.1: Details of imbalanced data sets and comparisons of kNN algorithms on
weighting strategies fork = 1.

Name #Inst#AttMinClassCovVar
Area Under Precision-Recall Curve

NW MI CCWMI AI CCWAI WDkNN
KDDCup’097:

Appetency 50000 278 1.76% 4653.2.022(4).021(5).028(2).021(5).035(1).023(3)
Churn 50000 278 7.16% 3669.5.077(3).069(5).077(2).069(5).093(1).074(4)
Upselling 50000 278 8.12% 3506.9.116(6).124(4).169(2).124(4).169(1).166(3)

Agnostic-vs-Prior8:
Ada.agnostic 4562 48 24.81% 1157.5.441(6).442(4).520(2).442(4).609(1).518(3)
Ada.prior 4562 15 24.81% 1157.5.443(4).433(5).518(3).433(5).606(1).552(2)
Sylva.agnostic14395 213 6.15%11069.1.672(6).745(4).790(2).745(4).797(1).774(3)
Sylva.prior 14395 108 6.15%11069.1.853(6).906(4).941(2).906(4).945(1).907(3)

StatLib9:
BrazilTourism 412 9 3.88% 350.4.064(6).111(4).132(2).111(4).187(1).123(3)
Marketing 364 33 8.52% 250.5.106(6).118(4).152(1).118(4).152(2).128(3)
Backache 180 33 13.89% 93.8.196(6).254(4).318(2).254(4).319(1).307(3)
BioMed 209 9 35.89% 16.6.776(6).831(4).874(2).831(4).887(1).872(3)
Schizo 340 15 47.94% 0.5.562(4).534(5).578(3).534(5).599(1).586(2)

Text Mining[48]:
Fbis 24632001 1.54% 2313.3.082(6).107(4).119(2).107(4).117(3).124(1)
Re0 15042887 0.73% 1460.3.423(6).503(5).561(2).503(4).563(1).559(3)
Re1 16573759 0.78% 1605.4.360(1).315(5).346(2).315(5).346(2).335(4)
Tr12 3135805 9.27% 207.7.450(6).491(4).498(1).491(3).490(5).497(2)
Tr23 2045833 5.39% 162.3.098(6).122(4).136(1).122(4).128(3).134(2)

UCI [3]:
Arrhythmia 452 263 2.88% 401.5.083(6).114(4).145(2).114(4).136(3).159(1)
Balance 625 5 7.84% 444.3.064(1).063(4).063(4).064(2).064(3).061(6)
Cleveland 303 14 45.54% 2.4.714(6).754(4).831(2).754(4).846(1).760(3)
Cmc 1473 10 22.61% 442.1.299(6).303(5).318(2).305(4).357(1).315(3)
Credit 690 16 44.49% 8.3.746(6).751(4).846(2).751(4).867(1).791(3)
Ecoli 336 8 5.95% 260.7.681(4).669(5).743(2).669(5).78(1) .707(3)
German 1000 21 30.0% 160.0.407(6).427(4).503(2).427(4).509(1).492(3)
Heart 270 14 44.44% 3.3.696(6).758(4).818(2).758(4).826(1).790(3)
Hepatitis 155 20 20.65% 53.4.397(6).430(4).555(2).430(4).569(1).531(3)
Hungarian 294 13 36.05% 22.8.640(6).659(4).781(2).659(4).815(1).681(3)
Ionosphere 351 34 35.9% 27.9.785(6).874(5).903(2).884(3).911(1).882(4)
Ipums 7019 60 0.81% 6792.8.056(6).062(4).087(1).062(5).087(2).078(3)
Pima 768 9 34.9% 70.1.505(6).508(4).587(2).508(4).618(1).533(3)
Primary 339 18 4.13% 285.3.168(6).222(4).265(1).217(5).224(3).246(2)

Average Rank 5.18 4.18 1.93 4.03 1.53 2.84
Friedman Tests X 7E-7X 8E-6 Base X 2E-5 – X 4E-5
Friedman Tests X 3E-6X 2E-6 – X 9E-6 Base X 2E-4
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Table 4.2: Performance ofkNN weighting strategies whenk = 11. “SMOTE” is short
for the over-sampling method of safe-level-SMOTE [12].

Datasets
Area Under Precision-Recall Curve

MI CCWMI AI CCWAI SMOTEWDkNNLMNN DNet CCPDTHDDT
Appetency .033(8) .037(4).036(6) .043(1).040(3) .036(5) .035(7).042(2).024(10).025(9)
Churn .101(7) .113(2).101(6) .115(1).108(4) .100(8) .107(5).111(3).092(10).099(9)
Upselling .219(8) .243(5).218(9) .241(6).288(3) .212(10).231(7).264(4).443(1) .437(2)
Ada.agnostic.641(9) .654(5).646(8) .652(6).689(3) .636(10).648(7).670(4).723(1) .691(2)
Ada.prior .645(8) .669(2).654(7) .668(3).661(5) .639(9) .657(6).664(4).682(1) .605(10)
Sylva.agnostic.930(2) .926(8).930(3) .925(9).928(6) .922(10).928(4).926(7).934(1) .928(5)
Sylva.prior .965(4) .965(2).965(6) .965(4).904(10).974(1) .965(3).935(9).946(8) .954(7)
BrazilTourism.176(9) .242(1).232(5) .241(2).233(4) .184(8) .209(6).237(3).152(10).199(7)
Marketing .112(10).157(2).113(9) .161(1).124(8) .150(3) .134(5).142(4).130(6) .125(7)
Backache .311(7) .325(3).307(8) .328(2).317(6) .330(1) .318(5).322(4).227(9) .154(10)
BioMed .884(5) .885(3).858(7) .844(8).910(2) .911(1) .884(4).877(6).780(10).812(9)
Schizo .632(6) .632(4).626(7) .617(8).561(10).663(3) .632(5).589(9).807(2) .846(1)
Fbis .134(10).145(5).135(9) .141(6).341(3) .136(8) .140(7).241(4).363(2) .384(1)
Re0 .715(3) .717(1).705(5) .709(4).695(7) .683(8) .716(2).702(6).573(9) .540(10)
Re1 .423(7) .484(1).434(6) .475(4).479(2) .343(8) .454(5).477(3).274(9) .274(9)
Tr12 .628(6) .631(4).624(7) .601(8).585(10).735(3) .629(5).593(9).946(1) .946(1)
Tr23 .127(8) .156(3).123(10).156(3).124(9) .128(7) .141(5).140(6).619(2) .699(1)
Arrhythmia .160(7) .214(4).167(6) .229(3).083(10).134(9) .187(5).156(8).346(2) .385(1)
Balance .127(7) .130(5).145(2) .149(1).135(4) .091(9) .129(6).142(3).092(8) .089(10)
Cleveland .889(8) .897(2).890(6) .897(1).889(7) .895(3) .893(5).893(4).806(10).846(9)
Cmc .346(9) .383(2).357(7) .384(1).358(6) .341(10).365(5).371(4).356(8) .380(3)
Credit .888(7) .895(2).887(8) .894(3).891(5) .903(1) .891(6).893(4).871(9) .868(10)
Ecoli .943(3) .948(1).938(5) .941(4).926(7) .920(8) .945(2).933(6).566(10).584(9)
German .535(7) .541(2).533(8) .537(4).536(6) .561(1) .538(3).537(5).493(9) .464(10)
Heart .873(7) .876(4).873(8) .876(5).878(2) .883(1) .875(6).877(3).828(9) .784(10)
Hepatitis .628(6) .646(1).630(5) .645(2).625(8) .626(7) .637(3).635(4).458(9) .413(10)
Hungarian .825(5) .832(1).823(7) .831(2).819(8) .826(4) .829(3).825(6).815(9) .767(10)
Ionosphere .919(4) .919(2).916(7) .918(5).916(7) .956(1) .919(3).917(6).894(9) .891(10)
Ipums .123(8) .138(4).123(7) .140(2).136(5) .170(1) .130(6).138(3).037(9) .020(10)
Pima .645(7) .667(1).644(8) .665(2).657(4) .655(6) .656(5).661(3).587(10).613(9)
Primary .308(5) .314(2).271(8) .279(7).310(4) .347(1) .311(3).294(6).170(10).183(9)
Average Rank 6.5 2.78 6.59 3.71 5.59 5.18 4.68 4.78 6.68 6.9
Friedman X2E-7 Base X1E-6 – 0.1060 X0.002 X2E-7X0.007X0.019X0.007
Friedman X0.011– X4E-5 Base 0.1060 X0.007 X0.007X0.048X0.019X0.007
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(d) Manhattan (k=11)
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(e) Euclidean (k=11)
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Figure 4.2: Classification improvements fromCCWon Manhattan distance (ℓ1 norm),
Euclidean distance (ℓ2 norm) and Chebyshev distance (ℓ∞ norm). Data indexes are from
the orderings of data sets in Table4.1.



Chapter 5

A Quadratic Mean based Approach for

Managing Data Skewness in

Supervised Learning

This chapter is based on the following publication:

Wei Liu and Sanjay Chawla: A Quadratic Mean based SupervisedLearning Model

for Handling Data Skewness. In proceedings of the 2011 SIAM International Confer-

ence on Data Mining (SDM 2011), page 188–198.

5.1 Related Work

In this chapter, we call a data set “skewed” if its dependent variable isnumericaland

asymmetrically distributed (Figure5.1 shows an example); and call a data set “imbal-

anced” if its class variable iscategoricaland the number of instances in one class is

substantially different from those in the other class (we only consider two-class data

sets in this study). In this chapter we use “dependent variable” and “class” interchange-

ably even if the dependent variable is numeric.

The problem of handling imbalanced data sets from the perspective of classification

has been well addressed in the knowledge discovery literature, while relatively less

work has be done for dealing with skewed data for regression estimation. A common

method for reducing the effects of data skewness on regression is to treat “long tail” data

samples (samples far from the mean) as outliers and use quantile regression to estimate

70
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Figure 5.1: Examples of data sets with skewed numerical dependent variables.

the median (instead of the mean) as the predicted value [81,110].

In the literature of solving class imbalance problems, data-oriented methods use var-

ious sampling techniques to over-sample instances in the minority class or under-sample

those in the majority class, so that the resulting data is balanced. A typical example is

the SMOTE method [18] which increases the number of minor class instances by cre-

ating synthetic samples. The focus of algorithm-oriented methods has been put on the

extension and modification of existing classification algorithms so that they can be more

effective in dealing with imbalanced data. For example, Akbani et al. [1] and Tezel et

al. [63] have proposed approaches to SVMs on imbalanced datasets, which they call

SDC and GP respectively. But their work are both focused on improving sampling

techniques (e.g. modifying SMOTE in GP) for SVM, and do not solve the problem of

training bias in the design of SVM learning algorithm per se.

5.2 Our Contributions

The contributions of this chapter are as follows:

1. We express (view) the traditional definition of empiricalrisk function as an arith-

metic mean of prediction errors, from which perspective we illustrate why many

existing statistical learners have undesirable performance on skewed or imbal-

anced data sets;

2. We redefine the empirical risk as a quadratic mean of scalarlosses on each class

label, which we callQMLearn method, making the regularized empirical risk

functions robust and insensitive to class skewness / imbalance;

3. We apply the generic framework ofQMLearn method to concrete learning mod-

els of logistic regression, linear SVMs, ordinal linear regression, linear support
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vector regression (SVR) and quantile regression, and perform comprehensive em-

pirical evaluations on data sets from publicly accessible data repositories, which

testify to the superiority of our approach.

The rest of this chapter is structured as follows. In Section5.3 we introduce the

traditional inductive principle of empirical risk minimization, and explain why it is

flawed in learning from skewed/imbalanced data. We define theQMLearn method in

Section5.4and solve it as a convex optimization problem in Section5.5. Experiments

and analysis are reported in Section5.6. We conclude this chapter with summaries in

Section5.7.

5.3 Traditional Learning Models

Given training data (xi , yi) (i = 1, ..., n), wherexi ∈ R
d are feature vectors,d is the

number of features andyi are class values (yi ∈ {–1, 1} for classification oryi ∈ R for

regression), many machine learning algorithms build predictive models through mini-

mizing a regularized1 risk function:

w∗ = argmin
w

λwTw+Remp(w) (5.1)

wherew is the weight vector including the biasb (and hencex by default has an added

featurexd+1 ≡ 1), λ is a positive parameter to balance the two items in Equation5.1.

Remp(w) is the empirical risk function which is in the form of:

Remp(w) =
1
n

n

∑
i=1

l(xi,yi ,w) (5.2)

wheren is the total number of instances. The loss functionl (xi ,yi ,w) measures the

discrepancy between a true labelyi and a predicted value from usingw. Different

settings of loss functions yield different types of learners, such as ln(1 + e−ywTx) in

logistic regression [23] and max(0, 1 –ywTx) as the binary hinge loss in SVM [43].

Here we usewTx to denote the dot product of a weight vectorw and a feature vectorx.

One important requirement for valid loss functions is that they must be convex and sub-

differentiable, but not necessarily differentiable, as inthe hinge loss function. Table5.1

1Without losing generality, in the rest of this chapter we only consider theL-2 normof the regularizer.
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lists the loss functions of the learning models we use in thischapter.

Now we explain the drawback of traditional statistical learners from the perspective

of classification. For any form of loss functions, the discrepancy/loss between a true

label and a predicted label occurs whenever there is a classification error. By minimiz-

ing thearithmetic meanof such classification errors/discrepancies, one wants to solve

the problem of Equation5.1, and build decision boundaries from the final weight vector

w∗.

Figure 5.2 and 5.3 show the decision boundaries built by traditional logisticre-

gression and linear SVMs under different data distributions. We use two-dimensional

feature space in the examples of the two figures, where instances are sampled from

normal distributions with mean vector (5, 1) for the positive class and (1, 5) for the neg-

ative class, and the standard deviations of both dimensionson both classes are 1. We

treat samples in the minor class as positive instances. Traditional logistic regression and

linear SVMs perform well when data is balanced, but when datais highly imbalanced

we can observe that their decision boundaries are shifted towards the positive samples,

which effectively minimizes the error rate only on negatives. On the imbalance data

settings of Figure 2(b) and 3(b), all misclassifications aremade on positive samples.

As the goal of a classification task is to maximize both the sensitivity (i.e. # true positives
# actual positives)

and the specificity (i.e.# true negatives
# actual negatives) simultaneously, we examine the relationship be-

tween these two measures and the arithmetic mean based errorrates in terms of isomet-

ric lines shown in Figure5.4. We can see that when data is balanced, the empirical risk

is minimized when both sensitivity and specificity are closeto 1. However, when data is

imbalanced, one can obtain low empirical risks with high specificity but low sensitivity.
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Table 5.1: Scalar loss functions and their derivatives.
Scalar lossl (xi,yi ,w) (i=1,2,3...n) Derivativel ′(xi ,yi ,w)

For classification:
Logistic Regression [23] ln( 1 + exp( –yi(wTxi)) ) –yi/(1 + exp( –yi(wTxi)))
SVM with Hinge Loss [43] max(0, 1–yi(wTxi)) –yi if y i(wTxi) < 1; otherwise 0

SVM with Huber Loss [16]





1−yi(wTxi) if 1−yi(wTxi)> h
(1+h−yi (wTxi))

2

4h if | 1−yi(wTxi) |≤ h

0 otherwise





−yi if 1−yi(wTxi)> h
−yi(1+h−yi(wTxi))

2h if | 1−yi(wTxi) |≤ h

0 otherwise

For regression:
Ordinary Linear Regression [105]1

2(wTxi – yi)2 wTxi – yi

Support Vector Regression [100] max(0,|wTxi – yi | – ε) sign(wTxi – yi) if |wTxi – yi | > ε; otherwise 0
Quantile Regression [62] max(τ(wTxi – yi), (1 –τ)(yi – wTxi)) τ if wTxi > yi; otherwiseτ – 1
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5.4 Quadratic Mean based Learning Models

Quadratic mean (aka. root mean square) measures the magnitude of varying quantities,

which is defined as the square root of the arithmetic mean of the squares of each element

to be averaged. For a set of values{x1, x2, ...,xn}, its quadratic mean is:

x̃=

√
x2

1+x2
2+ ...+x2

n

n

Denote byx1 the classification error rate on one class and byx2 that of the other

class. We provide the following lemma and show that the quadratic mean of the two

variables (
√

x2
1+x2

2
2 ) is lower bounded by their arithmetic mean (x1+x2

2 ), and this lower

bound is reached if and only ifx1 = x2.

Lemma 1 ∀ x1 ≥ 0, and∀ x2 ≥ 0, denote by AM and QM the arithmetic mean and the

quadratic mean of x1 and x2 respectively, then QM=
√

AM2+(x1−x2
2 )2.

Proof 1 The lemma can be proved by the derivations of the following equation:

QM =

√
x2

1+x2
2

2

=

√
x2

1+x2
2+2x1x2

4
+

x2
1+x2

2−2x1x2

4

=

√
(
x1+x2

2
)2+(

x1−x2

2
)2

=

√
AM2+(

x1−x2

2
)2 �

This lemma can also be intuitively explained by the Pythagorean theorem shown in

Figure5.6. We know that the arithmetic mean is minimized when the sum ofx1 andx2

is minimal. Then from Lemma 1 it is clear that the quadratic mean is minimized only

if the sum and the difference ofx1 andx2 are both minimal.

Example 3 Consider a classifier with the following classification performance on an

imbalanced data set:
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Predicted Pos Predicted Neg Sum

Actual Pos 1 9 10

Actual Neg 0 990 990

Then the arithmetic mean of prediction errors on the two classes is 9+0
10+990=0.9% (by

applying Equation7.5), while its quadratic mean based error is
√

(9/10)2+(0/990)2

2 =63.6%.

So this (indeed biased) classifier has a low error rate from the arithmetic mean, but has

a very high error rate estimated by the quadratic mean.

Recall that traditional methods minimize the arithmetic mean of prediction errors in

the training process. From Example 1 we know that this minimization becomes more

difficult to achieve if one uses the quadratic mean – it forcesthe minimization of not

only the sum of prediction errors, but also the difference oferrors between each class.

By using the notion of the quadratic mean, we redefine the empirical risk function

of Equation7.5as:

RQ
emp(w) =

√√√√(
∑#pos

i=1 l(xi ,yi ,w)
#pos )2+(

∑n
i=#pos+1 l(xi ,yi ,w)

#neg )2

2
(5.3)

The notations in Equation5.3 are under the assumption that positive instances are

ahead of negative instances in a data set (i.e.i ∈ (1,2,3, ...,#pos) are indexes of positive

instances and the rest are those of the negatives).

We call Equation5.3 theQMLearn-based empirical risk function, and call the

solution of Equation5.1 embedded with Equation5.3 theQMLearn method. To ex-

amine the robustness the definition ofRQ
emp(w) against data imbalance, we also plot its

relationship with sensitivity and specificity shown in Figure 5.5. It can be seen that the

QMLearn-based empirical risk is always minimized when both sensitivity and speci-

ficity are close to 1, regardless of the distribution of the class variable.

5.4.1 QMLearn in Regression Estimation

While Equation5.3 is for the problem of classification, we now derive theQMLearn-

based empirical risk function for regression tasks. Suppose instances in a numerical-

class data set are sorted by the value of their dependent variable. We define the follow-

ing empirical risk function to minimize the loss on both sides of the “median” of its
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Algorithm 6 Bundle methods for solving Equation5.7
Input: convergence thresholdε; initial weight vectorw0;
Output: minimizerw∗ of Equation5.7

1: Initialize iteration indext ← 0;
2: repeat
3: t ← t + 1;
4: Compute subgradientat ← ∂wRQ

emp(wt−1);
5: Compute biasbt ← RQ

emp(wt−1) – wT
t−1at ;

6: Update the lower bound Rlbt (w) := max1≤i≤t wTai+bi ;
7: wt ← argminw Jt(w) := λwTw+Rlb

t (w);
8: Compute current gapεt ← min0≤i≤t J(wi) – Jt(wt)
9: until εt ≤ ε

10: Returnwt

dependent variable:

RQ
emp(w) =

√√√√(
∑

n
2
i=1 l(xi ,yi ,w)

n
2

)2+(
∑n

i= n
2+1

l(xi ,yi ,w)

n
2

)2

2
(5.4)

The rationale behind minimizing the prediction error rateson both side of the me-

dian is to eliminate the influences of left- or right-skewed data distributions (shown in

Figure5.1). In Section5.6.3we show thatQMLearn-based regression works signifi-

cantly better than pure median predictions of a 50% quantileregression.

5.4.2 Feature Selection

The weights learned from Equation5.1 have been used to suggest the significance

of features in training data [52]. For example, in classicallogistic regression, one wants

to obtain the optimal vector of weights from solving:

min
w

λwTw+
1
n

n

∑
i=1

ln(1+e−yiwTxi ) (5.5)

Since each feature weight describes to what extent that feature contributes to the

class of interest, the features whose weights have large absolute values are considered

important, and the ones with weights close to zero are considered trivial. When using

QMLearn method to select features, we also use the absolute values ofweights as

indicators of feature significance, but different to Equation 5.5 we obtain the feature
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weights via solving:

min
w

λwTw +
√√√√(

∑♯pos
i=1 ln(1+e−yi w

Txi )
♯pos )2+(

∑n
i=♯pos+1 ln(1+e−yi w

Txi )

♯neg )2

2

(5.6)

It is also common to evaluate the worth of an attribute by using weights trained by

linear SVMs [46]. The differences between weights obtainedfrom existing learners

(e.g. Equation5.5) and those fromQMLearn methods (e.g. Equation 5.6) are reported

in Section5.6.4.
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(b) Class ratio = 1:100

Figure 5.2: Performance of soft-margin SVMs on different class distributions. When
data is imbalanced, the margin (classification boundary) insubfig. (b) maximizes the
accuracy of the major class, and all misclassifications are from the minor class. The
imbalanced data set is under the class ratio of Pos:Neg = 1:100.
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(b) Class ratio = 1:10

Figure 5.3: Performance of logistic regression on different class distributions.
“LogR”in the legends represents traditional logistic regression. When data is imbal-
anced, traditional logistic regression minimizes the error rate well on the major class,
but misclassifies many instances in the minor class (subfig. b). The imbalanced data set
is under the class ratio of Pos:Neg = 1:10.
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(b) Original empirical risk on imbalanced data
(Pos:Neg = 1:10)

Figure 5.4: Loss measured by original empirical risk when data sets follow different
class distributions. For balanced data, the empirical riskis minimized when both sen-
sitivity and specificity are close to 1. But when data is imbalanced, the traditional
empirical risk is insensitive to large changes of sensitivity.
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(b) QMLearn-based empirical risk on imbalanced
data (Pos:Neg = 1:10)

Figure 5.5: Loss measured byQMLearn-based empirical risk on different class distri-
butions. No shifts of loss contour lines are observed when data becomes imbalanced.



5.4. QUADRATIC MEAN BASED LEARNING MODELS 83

x1 x2

Arithmetic mean

Quadratic mean

Figure 5.6: A geometric illustration of the arithmetic meanand the quadratic mean ofx1

andx2 wherex1 > x2. The arithmetic mean is minimized when thesum of x1 andx2 is
minimal, while the quadratic mean is minimized if onlyx1 andx2 are bothindividually
minimal. While the arithmetic mean is determined only by thesum ofx1 andx2, the
quadratic mean reflects both the sum and the difference of thetwo variables.

Figure 5.7: An illustration of the piecewise linear lower bound used in bundle meth-
ods [98]. In the figure is a convex function (i.e. RQ

emp(w)) with three subgradients
evaluated at three different locations. The approximationgap at the end of third iter-
ation is the difference between the lowest value of RQ

emp(w) evaluated so far (lowest
black circle) and the minimum of the lower bound (the red diamond).
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Table 5.2: Data sets with categorical classes and classification comparisons among different classifiers. “Min(%)” represents the
proportion of instances in the minority class. The first row of Friedman tests compare conventional learners withQMLearn learners,
and the second row of tests compare the bestQMLearn learner (i.e.“LogRQ”) with all the other learners.

Name #Inst#AttrMin(%) CV Area Under Precision-Recall Curve
LogR LogRQ Hinge HingeQ Huber HuberQ CCPDT HDDT SDC GP Liblinear ASVM

KDDCup’097:
Appetency50000 231 1.846503.023(9) .058(1).024(6) .026(5) .024(6) .027(4) .018(11).019(10).046(2) .042(3).012(12).024(6)
Churn 50000 231 7.336390.079(10).123(1).081(8) .093(6) .081(8) .101(5) .084(7) .078(12).109(3) .118(2).079(10).109(3)
Upselling 50000 231 7.436356.087(10).309(1).086(11).142(9) .086(11).146(8) .246(6) .238(7) .293(4) .304(2).265(5) .297(3)

UCI [3]:
Anneal 898 39 4.5 745.048(12).478(7).050(10).765(3) .049(11).763(4) .882(2) .918(1) .359(8) .530(6).122(9) .579(5)
Arrhythmia 452 280 4.9 368.055(6) .052(9).055(6) .043(11).055(6) .043(11).056(5) .051(10).061(3) .062(2).059(4) .071(1)
Optdigits 5620 65 9.9 3622.626(12).997(2).729(10).996(4) .729(10).997(2) .946(9) .957(8) .998(1) .996(4).991(7) .995(6)
Spambase 4601 58 39.4 206.856(7) .905(1).856(7) .901(3) .856(7) .902(2) .880(4) .860(6) .848(10).870(5).693(12).834(11)
Synthetic 600 62 16.7 266.309(12)1.0(1) .356(10)1.0(1) .355(11)1.0(1) .936(5) .935(6) .650(9) .940(4).679(8) .876(7)
Waveform 5000 41 33.1 573.686(9) .862(1).667(10).862(1) .667(10).862(1) .658(12).700(8) .812(6) .841(4).796(7) .816(5)

Agnostic-vs-Prior8:
A.agnostic 4562 49 24.8 1157.376(10).708(3).284(12).715(1) .285(11).715(1) .554(7) .526(8) .659(4) .611(5).579(6) .513(9)
A.prior 4562 15 24.8 1157.512(8) .643(1).457(10).638(2) .457(10).638(2) .608(4) .487(9) .552(6) .530(7).565(5) .416(12)
S.agnostic14395 217 6.211069.690(12).923(1).750(11).759(9) .752(10).782(8) .821(7) .846(6) .914(3) .916(2).912(4) .907(5)
S.prior 14395 109 6.211069.785(10).930(1).781(11).803(8) .781(11).811(7) .865(6) .877(5) .919(2) .912(3).796(9) .892(4)

Bio-Seville9:
Colon 622001 35.5 5.841(2) .844(1).799(8) .836(3) .799(8) .836(3) .711(11).641(12).816(6) .828(5).765(10).811(7)
Complete 964027 22.2 28.813(2) .802(3).797(4) .796(7) .797(4) .797(4) .531(11).531(11).819(1) .778(8).769(9) .753(10)
Tumor 607130 35.0 5.428(9) .445(5).453(1) .453(1) .453(1) .453(1) .353(11).337(12).433(7) .437(6).403(10).429(8)

Text Mining [48]:
fbis 24632001 1.5 2313.029(10).103(6).029(10).144(4) .028(12).190(3) .216(2) .241(1) .069(9) .099(7).132(5) .093(8)
oh0 10033183 5.1 809.060(10).398(5).059(11).311(8) .059(11).498(2) .498(2) .452(4) .509(1) .385(6).213(9) .371(7)
oh10 10503239 5.0 852.075(10).217(2).074(11).129(7) .074(11).217(2) .107(9) .127(8) .289(1) .178(5).211(4) .137(6)
tr12 3135805 9.3 207.345(10).939(3).345(10).941(2) .345(10).943(1) .917(5) .917(5) .919(4) .877(7).807(9) .812(8)
tr23 2045833 17.6 85.437(12).667(5).439(10).686(3) .439(10).685(4) .763(1) .763(1) .663(6) .652(7).556(9) .635(8)

Average Rank 8.68 2.72 8.27 4.31 8.27 3.44 6.62 7.21 4.93 4.75 7.79 6.62
Friedman (Quadratic vs. Arithmetic) X6E-6 X5E-5 X2E-5 — — — — — —

Friedman (All) X5.7E-6Base X3E-5 0.117 X3E-5 0.414 X0.008X7E-4 X0.003X0.003X3E-5 X6E-4
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5.5 Convex Optimization

By substitutingRQ
emp(w) for Remp(w) in Equation5.1, we obtain the followingQMLearn

optimization problem:

min
w

J(w) := λwTw+RQ
emp(w) (5.7)

CalculatingQMLearn-based empirical risk means taking the square root of the av-

erage of squares of originally convex scalar loss functions(shown in Table5.1). Since

the operation of taking squares preserves convexity, and the square root does not change

the monotonicity of a function, the resulting quadratic mean of convex loss functions is

still convex. So Equation5.7is aconvex optimizationproblem.

We use the bundle method [98] to solve Equation5.7. This method uses subgradi-

ents of the empirical risk function to approximate its piecewise linear lower bound (Fig-

ure5.7 gives an example). By taking linearizations (i.e. first order Taylor approxima-

tion) on the empirical risk function, the lower bound is tightened iteratively until the dif-

ference gap between the approximated lower bound and the real risk function is smaller

than a thresholdε. An advantage of the bundle method is that it only requires subgradi-

ents of the risk function (RQemp(w)) instead of the entire objective function (J(w)). Given

ε as a convergence threshold (shown in Algorithm6), this method is reported having

an O(1
ε ) rate of convergency for non-smooth loss functions andO(log(1

ε )) for smooth

functions [98].

Algorithm 6 lists the process of solving Equation5.7. The subproblem of line 7 in

Algorithm6 is solved by a Fechnel dual formulation [54]. The subgradient of QMLearn

empirical risk function used in Line 4 is computed as follows. For solving classification

problems, define:

f(w) =
∑#pos

i=1 l(xi ,yi ,w)

#pos

g(w) =
∑n

i=#pos+1 l(xi ,yi ,w)

#neg
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then the subgradient of RQemp(w) is:

∂wRQ
emp(w)

=∂w

√
f(w)2+g(w)2

2

=
1
2
(
f(w)2+g(w)2

2
)−

1
2(f(w)f′(w)+g(w)g′(w))

(5.8)

The derivative of loss functionsl ′(xi,yi ,w) used in calculatingf ′(w) andg′(w) are

listed in the last column of Table5.1. The subgradients ofQMLearn-based risk func-

tions for regression estimation (Equation5.4) are derived in the same way which we

omit here.

5.6 Experiments and Analysis

In this section, we analyze and compare the performance between existing statistical

learners andQMLearn-based learners. We conduct experiments separately on prob-

lems of classifications and regressions. Besides comparingwith existing methods, in

the experiments of classification we also compareQMLearn-based methods against

otheralgorithm-orientedapproaches (i.e. CCPDT2 and HDDT3) anddata-orientedap-

proaches (i.e. SDC4, GP5, safe-level-SMOTE). To make the effectiveness of our method

more convincing, we also include the recently proposed SVM models Liblinear [37] and

ASVM [106] into our evaluations.

The safe-level-SMOTE method is implemented on the basis of the Weka [47] ver-

sion of SMOTE algorithm. Decision trees CCPDT and HDDT are pruned by Fisher’s

exact test (as recommended in [77]). All experiments are carried out using 5×2 folds

cross-validations, and the final results are the average of the repeated runs. We setλ in

Equation5.1and5.7to 1
2 constantly6. The bundle method convergence thresholdε (as

suggested in [98]) is set to 1E-5.

2Code fromwww.cs.usyd.edu.au/ ˜ weiliu/CCPDT_src.zip
3Code fromwww.nd.edu/ ˜ dial/software/hddt.tar.gz
4Code fromwww.site.uottawa.ca/ ˜ nat/Papers/papers.html
5Code fromwww.cis.temple.edu/ ˜ latecki/publication.php
6Here we do not investigate the effect ofλ on the convergence of bundle methods, since this evaluation

has been reported in the methods’ original paper [98].
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5.6.1 Classification

In this subsection, we report the experiments on logistic regression [23], SVM with

hinge loss [43] and SVM with Huber loss [16]. We use the same parameters of loss

functions between conventional learners andQMLearn learners. The Huber loss thresh-

old (i.e. parameterh in the Huber-SVM loss function shown in Table5.1) is set to 0.01.

We select 20 data sets from KDDCup’097, UCI repository [3], agnostic vs. prior com-

petition8, bio-seville9, and text mining domain [48]. For multiple-label data sets,we

keep the smallest label as the positive class, and combine all the other labels as the

negative class. Details of the data sets are shown in Table5.2. Beside the proportion of

the minor class in a data set, we also present the coefficient of variation (CV) [53] to

measure imbalance. CV is defined as the ratio of the standard deviation and the mean

of the class counts in data sets. So the greater the value of CV, the more imbalanced the

data set.

The metric of AUC-PR (area under precision-recall curve) has been reported in [27]

better than AUC-ROC (area under ROC curve) for handling imbalanced data. A curve

dominates in ROC space if and only if it dominates in PR space,and classifiers that are

more superior in terms of AUC-PR are definitely more superiorin terms of AUC-ROC,

but not vice versa [27]. Hence we use the more informative metric of AUC-PR for

classifier comparisons. The performance of existing statistical learners andQMLearn-

based learners are shown in Table5.2.

While there are various ways to compare classifiers across multiple data sets, we

adopt the strategy proposed by [30] which evaluates classifiers by ranks. In Table5.2

the classifiers in comparison are ranked on each data set by the value of their AUC-PR,

with ranking of 1 being the best. We carry out Friedman tests on the sequences of ranks

between different classifiers. In the Friedman tests,p–values that are lower than 0.05

reject the hypothesis with 95% confidence that the classifiers in comparison are not

statistically different.

As shown in the bottom of Table5.2, we first take the Friedman tests within the

same type of classifiers, i.e. “LogR vs. LogRQ”, “Hinge vs. HingeQ”, and “Huber

vs. HuberQ”. We use LogR, Hinge, Huber to denote logistic regression and SVM

with hinge loss and Huber loss functions, while LogRQ, HingeQ and HuberQ represent

7http://www.kddcup-orange.com/data.php
8http://www.agnostic.inf.ethz.ch
9http://www.upo.es/eps/bigs/datasets.html
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those traditional classifiers applied withQMLearn. From the lowp–values, it is easy to

see thatQMLearn-based learners are always better than their correspondingtraditional

learners. After that we also compare the best classifier we obtain (i.e. LogRQ) with

CCPDT, HDDT, SDC, GP, Liblinear and ASVM, where LogRQ significantly outper-

forms all of these classifiers.

5.6.2 Effects of Safe-level-SMOTE Sampling

In this experiment we compareQMLearn model trained on original imbalanced data

with existing learners trained on data balanced by the safe-level-SMOTE technique [12]

(which we denote by “method name -S”). The comparison results are reported in Ta-

ble5.3.

We obtain the best results from LogRQ which is significantly better than LogR-S,

while HingeQ and HuberQ is comparable to (better but not significant than) Hinge-S and

Huber-S. This observation suggests that if one uses theQMLearn method he can obtain

results comparable to the cutting-edge sampling technique, so the extra computational

cost of data sampling before training can potentially be saved.

5.6.3 Regression

In this subsection we present the results of regression estimation obtained from ordi-

nary linear regression [105] (LR), support vector regression (SVR) [100] and quantile

regression (QR) [62]. In SVR we set the insensitive threshold (ε in the SVR loss func-

tion of Table5.1) to 0.01. In QR we use 50% percentile (i.e.τ in the quantile regression

loss function of Table5.1is set to 0.5).

We select 21 numerical-class data sets from StatLib10 and UCI [3] shown in Ta-

ble 5.4. The last column of the table is the skewness of the numericalclass variable

which is measure by Pearson’s second skewness coefficients.This skewness measure is

defined as3(mean−median)
standard deviation. So a negative skewness value means the data is left-skewed,

and a positive value means it is right-skewed. Data sets whose skewness coefficients are

close to zero are relatively symmetrically distributed. Weuse root mean squared error

(RMSE) as the metric of comparisons in this experiment. The performance of the three

pairs of learners are listed in Table5.4. We use the same strategy of model comparison

10http://lib.stat.cmu.edu/
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(a) Improvements on logistic regres-
sion in data set “G.agnostic”
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(b) Improvements on hinge loss
SVMs in data set “G.agnostic”
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(c) Improvements on Huber loss
SVMs in data set “G.agnostic”
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(d) Improvements on logistic regres-
sion in data set “oh0”
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(e) Improvements on hinge loss
SVMs in data set “oh0”
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(f) Improvements on Huber loss
SVMs in data set “oh0”

Figure 5.8: Feature selection comparisons oncategorical-classdata sets “G.agnostic”
and “oh0”. Features with highest weights (top ranked features) fromQMLearn meth-
ods (shown by solid red lines) are always more effective thanthose from existing meth-
ods and Relief. Subfig (d) and (f) are prominent examples illustrating the difference
of existing method andQMLearn method – while the features ranked the highest by
QMLearn methods generate high AUC-PR values, the features that existing methods
select are mostly trivial ones.

as in Section5.6.1(i.e. using Friedman tests of ranks under 95% confidence). The low
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regression in data set “Ailerons”
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(b) Improvements on SVR in data set
“Ailerons”
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(c) Improvements on quantile re-
gression in data set “Ailerons”
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(d) Improvements on ordinal linear
regression in data set “Pol”
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(e) Improvements on SVR in data set
“Pol”
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(f) Improvements on quantile regres-
sion in data set “Pol”

Figure 5.9: Feature selection comparisons onnumerical-classdata sets “Ailerons” and
“Pol”. The feature ranks from LRQ, SVRQ and QRQ are similar in the top 20 features
of data set “Ailerons”, and hence their performance are similar (shown by the red solid
lines in subfig. (a), (b) and (c)). This observation suggeststhat the threeQMLearn
methods are all able to identify the most effective featuresfrom their learned weight
vectors, which the existing methods fail to achieve.

p-values from the Friedman tests of all three pairs demonstrate thatQMLearn mod-

els statistically outperforms the existing regression models. Notably,QMLearn-based
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quantile regression model significantly outperforms all the other five models. Since

quantile regression is originally resilient to noises, theQMLearn-based 50% quantile

regression becomes the most robust regression model in handling skewed data.

5.6.4 Feature Selection

The weight vectors obtained from traditional empirical risk functions andQMLearn-

based empirical risk functions give different feature rankings, which results in different

feature selection performance. In this subsection we compare the usefulness of features

selected by these two types of methods.

In order to decouple the effects of learning algorithms where feature weights are

generated, we use other algorithms that are not included in the training process to eval-

uate features: when examining the effectiveness of features from categorical-class data

sets, we use the CCPDT decision tree algorithm, and for thosefrom numerical-class

data sets we use Gaussian process regression [94].

Since the evaluation metrics (AUC-PR/RMSE) will be very similar among differ-

ent feature rankings if the number of features selected is close to the total number of

features, we only look at the performance of the features ranked relatively higher. So

for data sets with more than 200 features, we examine their top 100 ranked features;

and for other data sets we test the top half of their entire feature sets.

When we analyze the performance ofQMLearn methods on categorical-class data

sets, we also compare them with another commonly used feature selection technique –

Relief (relevance in estimating features) [61]. Due to pagelimits, here we only present

the feature selection comparisons on two categorical-class data sets and two numerical-

class data sets shown in Figure5.8and5.9.

In the case of categorical-class data sets (Figure5.8), QMLearn features are signif-

icantly better than both Relief and existing methods. Here it is not necessary to carry

out Friedman tests of rankings to prove the significance, since there are seldom overlaps

between theQMLearn method (solids lines) and the existing methods (dashed lines).

In the case of numerical-class data sets (Figure5.9) we observe some “ties” besides the

“wins” of QMLearn over existing regression models. This is because the total number

of features in these data sets are relatively small and hencethere are smaller feature

ranking differences compared to the ones from categorical-class data. But it does not

effect the illustration of the advantage ofQMLearn over existing methods in feature
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selection.

5.7 Summary

The main focus of this chapter is to build statistical machine learners that are robust and

insensitive to class skewness/imbalance. The traditionalempirical risk function uses a

flawed arithmetic mean of scalar losses. We have shown that such use of arithmetic

mean makes machine learners insensitive to prediction errors of the minor class.

We have proposedQMLearn, a novel framework which redefines the empirical risk

function by using the notion of quadratic mean.QMLearn has been shown theoretically

and empirically insensitive to class imbalance/skewness.We have applied this frame-

work into logistic regression, SVM, linear regression, SVRand quantile regression, all

of which prove the superiority of theQMLearn method.

On classification problemsQMLearn is not only significantly better than existing

methods, but also comparable to the state-of-the-art sampling technique. This observa-

tion suggests the extra computational cost of data samplingbefore training can be saved

if QMLearn is employed.

Another advantage ofQMLearn is that, the weight vectors obtained formQMLearn

models are significantly better than those from existing methods for feature selection

when data is skewed/imbalanced. It is important to identifythe features that are the

most resilient to class skewness/imbalance, and this information is revealed from the

QMLearn-based weight vectors.



5.7. SUMMARY 93

Table 5.3: Comparisons between sampling methods andQMLearn models. The classi-
fiers whose names end with “-S” are trained on data balanced bySafe-level-SMOTE
method, while theQMLearn methods are trained on original imbalanced data. “S
vs. Q” in the first row of Friedman tests denotes the comparisons between the over-
sampling methods andQMLearn methods.

Datasets
Area Under Precision-Recall Curve

LogR-SLogRQHinge-SHingeQHuber-SHuberQ

Appetency .032(2).058(1).031(3).026(6) .031(3) .027(5)
Churn .093(3).123(1).088(5).093(3) .088(5) .101(2)
Upselling .275(2).309(1).272(3).142(6) .272(3) .146(5)
Anneal .239(6).478(3).266(4).765(1) .266(4) .763(2)
Arrhythmia .068(1).052(4).065(2).043(5) .065(2) .043(5)
Cylinder .610(4).735(1).593(6).718(2) .594(5) .718(2)
German .496(4).613(3).489(5).624(1) .489(5) .623(2)
Hypothyroid .033(4).737(3).033(4).859(2) .033(4) .864(1)
Ipums .017(1).007(4).016(2).005(5) .016(2) .005(5)
Ionosphere .809(4).849(1).809(4).821(2) .809(4) .821(2)
Optdigits .996(3).997(1).996(3).996(3) .996(3) .997(1)
Spambase .788(4).905(1).787(5).901(3) .787(5) .902(2)
Synthetic .297(6) 1.0(1) .298(4) 1.0(1) .298(4) 1.0(1)
Waveform .761(6).862(1).763(4).862(1) .763(4) .862(1)
A.agnostic .606(6).708(3).635(4).715(1) .635(4) .715(1)
A.prior .459(4).643(1).454(5).638(2) .453(6) .638(2)
G.agnostic .631(4).824(1).626(5).810(3) .626(5) .820(2)
H.prior .237(6).282(3).265(4).296(1) .265(4) .287(2)
S.agnostic .902(2).923(1).880(3).759(6) .880(3) .782(5)
S.prior .904(2).930(1).883(3).803(6) .883(3) .811(5)
Colon .786(6).844(3).855(1).836(4) .855(1) .836(4)
Complete .834(1).802(2).797(3).796(6) .797(3) .797(3)
Tumor .418(6).445(5).453(1).453(1) .453(1) .453(1)
fbis .032(4).103(3).031(5).144(2) .031(5) .190(1)
oh0 .618(3).398(5).622(1).311(6) .622(1) .498(4)
oh10 .359(1).217(4).358(2).129(6) .358(2) .217(4)
tr12 .897(4).939(3).893(5).941(2) .893(5) .943(1)
tr23 .657(4).667(3).635(5).686(1) .634(6) .685(2)
Average Rank 3.58 2.24 3.51 3.06 3.55 2.55
Friedman (S vs. Q) X6E-4 0.432 0.239
Friedman (All) X6E-4 Base X0.003X0.049X0.002 0.221
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Table 5.4: Data sets with categorical classes and regression comparisons among dif-
ferent regression methods. “Skewness” is measured by the Pearson’s second skewness
coefficient.

Datasets #Inst #Attr Skewness
Root Mean Square Error

LR LRQ SVR SVRQ QR QRQ

StatLib10:
Analcat 4052 8 -1.4539 .361(5) .259(2) .31(4) .241(1) .423(6) .260(3)
Bodyfat 252 15 -0.2257 .065(5) .037(3) .073(6) .060(4) .029(2) .026(1)
Boston 506 14 0.4347 .199(6) .139(3) .180(4) .128(2) .190(5) .113(1)
Diggle 310 9 -0.3275 .120(5) .086(3) .113(4) .083(2) .121(6) .043(1)
Houses 20640 9 -1.6167 .291(4) .411(6) .173(1) .274(3) .333(5) .201(2)
Space 3107 7 -0.0348 .191(6) .122(3) .14(4) .112(2) .158(5) .110(1)
Wind 6574 15 0.2685 .125(6) .096(3) .107(4) .092(2) .111(5) .087(1)
UCI [3]:

Ailerons 13750 41 -0.5287 .095(6) .078(3) .078(3) .076(2) .080(5) .058(1)
Bank 8192 33 1.4046 .149(5) .138(3) .148(4) .134(2) .163(6) .129(1)
Cal 20640 9 0.7068 .237(5) .211(3) .236(4) .195(1) .252(6) .196(2)
Cleveland 303 14 2.2888 .252(4) .226(2) .253(5) .226(2) .280(6) .220(1)
Planes 40768 11 -0.0082 .217(4) .221(6) .201(2) .211(3) .219(5) .189(1)
Elevators 16599 19 0.7258 .160(6) .116(3) .123(4) .101(2) .123(4) .089(1)
Fried 40768 11 -0.0097 .148(3) .295(6) .121(1) .244(5) .133(2) .199(4)
Meta 528 22 0.3518 .062(1) .062(1) .082(5) .086(6) .064(4) .063(3)
Mv 40768 11 -1.1044 .194(3) .223(6) .180(1) .211(4) .216(5) .180(1)
Pharynx 195 12 0.8077 .211(5) .161(2) .201(4) .16(1) .214(6) .161(2)
Pol 15000 49 2.0811 .417(4) .387(2) .458(5) .374(1) .507(6) .392(3)
Puma 8192 33 0.0171 .312(4) .299(1) .312(4) .301(2) .32(6) .302(3)
Quake 2178 4 1.2223 .782(5) .675(1) .78(4) .733(2) .815(6) .770(3)
Stock 950 10 0.1122 .131(6) .091(3) .104(4) .083(2) .125(5) .066(1)

Average Rank 4.5 3.0 3.54 2.36 4.86 1.72
Friedman (Quadratic vs. Arithmetic) X.0073 X.0164 X3.4E-5

Friedman (All) X2.1E-4X.0253X3.5E-4X.0495X3.4E-5 Base



Chapter 6

A Game Theoretical Model for

Adversarial Learning

This chapter is based on the following publication:

Wei Liu and Sanjay Chawla: A Game Theoretical Model for Adversarial Learning.

In Proceedings of the 2009 IEEE International Conference onData Mining Workshops

(ICDMW 2009), pp. 25–30.

6.1 Related Work

Traditional classification methods have traditionally assumed that the training and test

data are generated from the same underlying distribution. In practice this is far from

true. Data evolves and the performance of deployed classifiers deteriorates. Part of the

data evolution is due to natural drift. For example, in banking applications macro eco-

nomic conditions cause the data to undergo a transformation. However there is increas-

ing evidence that often there exists a sustained malicious effort to “attack” a classifier.

The most prominent example is the rapid transformation of email spam to get around

classification based spam filters. As a result, a new subfield of “adversarial learning”

has emerged to understand and design classifiers which are robust to adversarial trans-

formation [4,5,26,59,80,87,88].

Beginning from the work of Dalvi et. al [4] there has been an attempt to model

adversarial scenarios. In their work the baseline assumption is that perfect information

is available to both the classifier and the adversary: the classifier trains on data from

95
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a theoretical distributionD; the adversary is fully aware of the decision boundary of

the classifier and modifies the data toD′ to get past the classifier; the classifier in turn

retrains to create a new decision boundary. This process canpotentially proceed in-

finitely. However, the key idea in game theory is that of an equilibrium: a state from

which neither the classifier or the adversary will have any incentive to deviate. In order

to relax the assumption of perfect information, Lowd et. al [80] assume that the adver-

sary has the ability to issue a polynomial number membershipqueries to the classifier

in the form of data instances which in turn will report their labels. They refer to their

approach as Adversarial Classifier Reverse Engineering (ACRE). However, they still

do not model an equilibrium scenario and how the classifier will respond after ACRE

learning. In practice, the ACRE learning quantifies the “hardness” of attacking a (lin-

ear) classifier system. More recently, Kantarcioglu et al. [59] have proposed to model

the adversarial classification as a sequential game (aka Stackelberg game) in which the

adversary makes the first move to which the classifier responds. While our approach

also uses the Stackelberg model we completely relax the assumption that the adversary

knows about the classifier’s payoff.

6.2 Main Contributions

Our contributions in this chapter are as follows:

1. We introduce a new Stackelberg game to model the interaction between the ad-

versary and the data miner, and show how to infer the equilibrium strategy. We

model the situation where the strategy space is both finite and infinite.

2. We propose the use of genetic algorithms to solve the Stackelberg game for the

infinite case, when the players do not know each other’s payoff function.

The rest of this chapter are as follows. In Section 6.3 we formulate Stackelberg

games with infinite strategy space, and explain solving Stackelberg equilibrium as the

Bilevel Programming Problem. The game theoretical model components and the deriva-

tions of the players payoff functions when strategy space isinfinite are introduced in

Section 6.4. Section 6.5 explains the genetic algorithms wedesign to search for equi-

librium. Experiments are conducted in Section 6.6 by using both synthetic and real data

sets. We state our summaries of this chapter in Section 6.7.
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6.3 Infinite Stackelberg Games

In the Section2.3.3we defined a simple finite game to model the interactions between

an adversary and the data miner. In reality the strategy space of both the adversary and

the data miner is complex and potentially of infinite size. Wealso noted that the key

idea for determining the equilibrium is rollback (backwardinduction).

The key idea in sequential games is the idea ofrollback (backward induction). The

leader, who is the spammer in our case, has a natural advantage as she can take into

account the optimal strategy of the follower before making the initial move.

The goal of this section is to operationalize the idea ofrollback mathematically.

This will set the stage for the next section where we will dropthe assumption that the

players are aware of each others payoff functions. We will focus on the Stackelberg

games as they explicitly distinguish between a leader and a follower.

6.3.1 Definitions

The following are the components of a two-person Stackelberg game:

1. A game is played between two players the leader (L) and the follower (F). In our

case the spammer is the leader and the data miner is the follower. The leader

always makes the first move.

2. Associated with each player is a space (set) of actions (strategies),U andV for

L and F respectively. For simplicity we assume thatU andV are bounded and

convex.

3. Also associated with each player is a payoff functionJL andJF such that each

Ji (i=L,F) is a twice-differentiable mappingJi(U,V)→ R, whereR stands for

reaction.

Now each player reacts to the other’s move through a reactionfunction. Thus the reac-

tion function ofL, RL : V→U is

RL = argmax
v∈V

JL(u,v)
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Similarly, the reaction function ofF, RF : U →V is

RF = argmax
u∈U

JF(u,v)

6.3.2 Rollback as an Optimization Problem

The principle of rollback tells that the leader, who makes the first move, anticipates

that rational followers will maximize their payoff in theirreactions, and incorporates

that knowledge before making the first move. Mathematically, the leader’s action is the

solution to the following optimization problem.

us= argmax
u∈U

JL(u,RF(u)) (6.1)

The follower then reacts with the optimal actionvs = RF(us). The pair(us,vs) is the

Stackelberg equilibrium.

In contrast, the Nash equilibrium(un,vn) for a game in which the two players act

simultaneously is given by the solution of the simultaneousequationsRL = 0 andRF =

0.

6.3.3 Example

We give a classical example from game theory to illustrate how to analytically calculate

the Nash and Stackelberg equilibrium [6]. We will show that even if the Adversary does

not know the reaction function of the classifier, we can stillarrive at an equilibrium

solution.

Later we will use a local optimization Genetic Algorithms (GA) heuristic to calcu-

late the same equilibrium to test the accuracy of the GA approach. Finally, we will show

that even when the Adversary does not know the reaction function of the classifier, we

can still arrive at an accurate equilibrium solution.

Suppose two companiesL andF are the only two manufactures in the market place

who produce a certain item. CompanyL producesu pieces of the item andF produces

v. Both are trying to maximize their profit. We assume that the price of an item is

negatively related to the supply, i.e.,p= K−(u+v), whereK is some constant. This is

reasonable as if the supply of items in the marketplace (u+v) increases, the price will

come down.
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The profit ofL andF is given by the equation, profit = revenue - cost. We assume

cost ofc to produce each item. Also revenue is equal to price times quantity. Thus

JL(u,v) = (K−u−v)u−cu (6.2)

JF(u,v) = (K−u−v)v−cv (6.3)

To solve for the Nash equilibrium we maximize theJL andJF . Thus differentiating

JL(u,v) andJF(u,v) with respect tou andv respectively, setting the equations to zero

and solving foru andv results in the Nash equilibrium

un =
1
3
(K−c) andvn =

1
3
(K−c)

To solve for the Stackelberg equilibrium we first solve forv from the equationRF =
∂JF (u,v)

∂v = 0 which results inv = K−u−c
2 . We then substitutev in the equation forJL(u,v)

and maximize it with respect tou. This results in

us=
1
2
(K−c) andvs =

1
4
(K−c)

The calculation for the Nash and Stackelberg equilibrium clearly reveal the advan-

tage of moving first asL can produce more items in Stackelberg than in Nash equilib-

rium.

6.3.4 Relation to the Bilevel Programming Problem

We can also express Equation6.1as a mathematical program known as the Bilevel Pro-

gramming Problem (BPP).

maxu,v JL(u,v)

subject to g(u,v)≤ 0

v∈ argmax{JF(u,v)|h(u,v)≤ 0}

Hereg andh are general constraints which capture the space of the actionsU andV

above. The BPP problem is known to be NP-Hard even when all thefunctions in the
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problem are linear. This is because of the presence of the non-linear argmax constraint.

This motivates the use of heuristic approaches to calculatethe equilibrium.

(a) Initial model state (b) The adversary’s movement

(c) The data miner’s reaction to the adversary’s
movement

Figure 6.1: Three status of the game theoretical model in classification scenario. The
vertical lines represent the classification boundary builtby naive bayesian classifier.

6.4 The Game Theoretic Model in Classification Prob-

lems

We model the game between the spammer and the data miner as a two-class classifi-

cation problem with varying data distributions. For simplicity, we assume the data are

from one-dimensional feature space.

Suppose the distribution of the spams isP(µ1,σ) and of the legitimate email is

Q(µ2,σ). Also assume thatµ1 < µ2 (Figure 6.1(a)). Adversary plays by movingµ1
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Figure 6.2: Equilibrium searching process on synthetic data whenα = 0.01, andβ =
0.01

Table 6.1: Examples of Kullback-Leibler divergences from distributionN1 to N2.
N1 N2 KLD

N(1,2) N(2,2) 0.2500
N(1,2) N(1,5) 0.6163
N(1,2) N(1,10) 1.2094
N(1,2) N(2,10) 1.4594

to µ1+u (towardsµ2) as shown in Figure 6.1(b), while the classifier reacts by moving

boundary fromµ1+µ2
2 to w (also towardsµ2) as shown in Figure 6.1(c). We constrain

thatµ1 ≤ u≤ µ2−µ1, andµ1+µ2
2 ≤ w≤ µ2.

To estimate the influence of transformation ofu on the original intrusion data, we

use the Kullback-Leibler divergence (KLD) to measure the effects of transformation

from N1(µ1,Σ1) to N2(µ2,Σ2) [66]:

DKL(N1|N2) =
1
2
(loge(

detΣ2

detΣ1
))+ tr(Σ−1

2 Σ1)

+(µ2−µ1)
TΣ−1

2 (µ2−µ1)−q
(6.4)

wheredetandtr stands for the determinant and trace of matrices,T in superscript means

transpose, andq is the number of features in an attribute. KLD fromN1 to N2 explains

that, compared to the information need to explain the distributionN1, how much extra

information is required to explainN2. We present several example distributions to show

the effectiveness of KLD in Table6.1: the larger the difference between the mean and
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(a) Highest spammer’s payoff (adversarial gain)
of each iteration.

(b) Error rate of each iteration.

Figure 6.3: Searching process of Stackelberg equilibrium on real spam data sets by
GA. The stationary spammer’s payoff and error rate after the40th iteration indicate the
Stackelberg equilibrium is achieved. In error rate observations, FNR is usually higher
than FPR due to non-zero penalties to the relocation of classification boundaries.

standard deviation of the original and transformed distributions, the greater the KLD

between them.

From the probability density function (pdf) of a Normal distribution N(x,µ,σ) =

1√
2πσ e−

(x−µ)2

2σ2 , we can obtain the cumulative pdf of a Normal distributionF(t,µ,σ) =
∫ z
−∞ N(t,µ,σ) dx. We define the payoff for the adversary as the increase in the false

negative rate (FNR) minus KLD for moving the distribution:

JL(u,w) = FNR−αKLD(µ1+u,σ ,µ1,σ)

=1−F(w,µ1+u,σ)−αKLD(µ1+u,σ ,µ1,σ)
(6.5)

The parameterα in Equation6.5determines the strength of the KLD penalty. We also

call the value of the leader’s payoff as theadversarial gain.

The payoff of the classifier is given by increasing both the true positive and the true
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Figure 6.4: Adversarial adversarial gain from each month isbounded by the equilibrium
adversarial gain. “AG” in the figure legend means adversarial gain.

negative rate (TPR and TNR) minus the cost of moving the boundary:

JF(u,w) = TPR+TNR−β (w− µ1+µ2

2
)2

=F(w,µ1+u,σ)−F(w,µ2,σ)+(1−F(w,µ2,σ))

− (1−F(w,µ1+u,σ))−β (w− µ1+µ2

2
)2

=2F(w,µ1+u,σ)−2F(w,µ2,σ)−β (w− µ1+µ2

2
)2

(6.6)

Similar toα, the termβ controls the strength of the cost of the boundary adjustment.

When there are multiple attributes, we assume all attributes are conditionally inde-

pendent given their class labels, and also independently transformed by the spammer.

Given adversarial transformationu, we denote the distributions of spam and legitimate

instances byP(µP,ΣP) andQ(µQ,ΣQ), and the distribution of transformed spams by

Pu(µPu,ΣPu), whereµPu = µP+umu, ΣPu = ΣP+usigma, and (umu,usigma) = u (we as-

sume the mean and standard deviation are separately transformed). Thus the leader’s

(the spammer) and the follower’s (the data miner) payoff functions can be defined as

follows:

JL(U,W) =
1
q

q

∑
i=1

(1−F(wi ,µ1
i +uµ

i ,σ
1
i +uσ

i )

−αKLD(µ1
i ,σ

1
i ,µ

1
i +uµ

i ,σ
1
i +uσ

i )))

(6.7)
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JF(U,W) =
1
q

q

∑
i=1

(2F(wi ,µ1
i +uµ

i ,σ
1
i +uσ

i )

−2F(w,µ2
i ,σ

2
i )−β (wi−

µ1
i ×σ2

i +µ2
i ×σ1

i

σ1
i +σ2

i

)2)

(6.8)

whereq is the number of attributes,µ j
i andσ j

i are the mean and standard deviation

of the ith feature of classj ( j=1 for the spam class, andj=2 for the legitimate class),

U = (uµ
1 ,u

µ
2 , ...,u

µ
q ,uσ

1 ,u
σ
2 , ...,u

σ
q ) is the strategy of a certain play of the adversary, and

W = (w1,w2, ...,wq) is the reconstructed classification boundary as the data miner’s

reaction. The effect of parameterα in Equation6.5and6.7, andβ in Equation6.6and

6.8 is analyzed in Section6.6. Denote the data miner’s best reaction given adversarial

transformationU byRF(U) (i.e.W = RF(U)) subject toJF(U,W), then the optimization

problem for solving Stackelberg game, explained in Equation 6.1, can be restated as:

Us= argmax
U∈Uall

JL(U,RF(U)) (6.9)

The adversary’s movements come from the infinite strategy set of all possible trans-

formations (Uall ), which is impossible to actually create in practice. In next section, we

explain how do we use Genetic Algorithms to solve this optimization problem.

6.5 Genetic Algorithms

We use Genetic algorithms (GA) [45] to solve Equation6.9, where the solution will

yield the Stackelberg equilibrium game. GA are inspired by the theory of natural se-

lection with three operations: reproduction, mutation andcrossover. By those three

operations, good individuals in a generation are preservedand used to create children

individuals while bad ones are removed with some certain probabilities. With the ap-

plication of this theory to our game theoretical model, the final generation will contain

the best transformations for an adversary (Algorithm7).

The genetic algorithm starts with an initial generation with k individuals sampled

from uniform distribution. Although traditional generic algorithms use bit arrays as

input, individuals in our model are vectors of real numbers.In Line 13 of Algorithm

7, “reproduction” specifies what percentage of individuals are guaranteed to survive to
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Algorithm 7 Genetic Algorithm for Solving Stackelberg Equilibrium
Input: Number of individuals in a generationk , Max number of iterationsMaxIter,
Adversarial gain improvement thresholdt
Output: Stackelberg equilibrium transformationus

——————————————————————

1: Randomly initiatek transformationsui , i∈(1,2,...,k), from uniform distribution;
2: Initiate the best adversarial gainBestGain← 0;
3: Iter = 0;
4: repeat
5: for i = 1 to k do
6: The adversary apply transformationui;
7: The data miner reacts classifierRui

F ;
8: The adversarial gain produced byui is evaluated by the adversarial payoff

functionJL(ui,R
ui
F )

9: end for
10: Among all ui , select the transformationub that is associated with the highest

adversarial payoffJL(ub,R
ub
F );

11: ImprovedGain= JL(ub,R
ub
F ) – BestGain;

12: BestGain← JL(ub,R
ub
F );

13: Create new generation of transformations by selection, mutation and crossover
of the old generation;

14: Iter = Iter + 1;
15: until ImprovedGain< t OR Iter == MaxIter.
16: us← ub

17: Returnus;

the next generation; “mutation” takes a random number from anormal distribution with

controlled parameters, and adds it to each individual; “crossover” is achieved by ran-

domly selecting the values from two individuals and forminga child (a new individual)

for the next generation. In each generation, the individualwith the highest adversarial

gain is selected as the best transformation of this generation ub. The algorithm termi-

nates when the improvement of the best adversarial gain is below a threshold, or the

maximum number of iterations is reached (Line 15). The algorithm returns the best

transformation of the last generation asus.
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Table 6.2: Variations of Stackelberg Equilibrium with different combinations ofα and
β whenµ1 = 1, µ2 = 10 andσ = 2

u w JL JF ErrRate FPR FNR

α = 0
β = 0 9 10 0.5 0 50.00% 50.00% 50.00%
β = 0.01 9 5.5017 0.9877 0 50.00% 1.22% 98.77%
β = 0.1 9 5.5 0.9878 0 50.00% 1.22% 98.78%

α = 0.01
β = 0 0.8229 5.9114 0.0148 1.9181 2.05% 2.05% 2.05%
β = 0.01 1.1598 5.9937 0.0175 1.8972 2.51% 2.26% 2.76%
β = 0.1 7.8368 5.9463 0.4652 0.0858 47.36% 2.13% 92.58%

α = 0.05
β = 0 0.3943 5.6971 0.0138 1.9371 1.57% 1.57% 1.57%
β = 0.01 0.5069 5.7069 0.0147 1.9320 1.69% 1.59% 1.79%
β = 0.1 1.6520 5.8346 0.0217 1.8399 3.72% 1.86% 5.58%

α = 0.1
β = 0 0.1749 5.5875 0.0129 1.9453 1.37% 1.37% 1.37%
β = 0.01 0.2179 5.5869 0.0133 1.9437 1.41% 1.37% 1.45%
β = 0.1 0.3752 5.5556 0.0148 1.9368 1.57% 1.31% 1.83%

6.6 Experiments

In this section, we use both synthetic and real data to demonstrate the process of search-

ing for an equilibrium by genetic algorithms .

6.6.1 Experiments on Synthetic Data

We use one dimensional feature space to create the syntheticdata set, the distributions

of spam and legitimate instances are N1(1,2) and N2(10,2), respectively. Then “u” is re-

stricted between [0, 9], and “w” between [5.5, 10]. Following the conventions in super-

vised learning domain, we treat spams as instances in positive class, and the legitimate

emails as those in negative class. The influence ofα andβ on Stackelberg equilibrium

in the leader’s and follower’s payoff is shown in Table6.2. The classification errors pro-

duced at equilibrium are presented by false positive rate (FPR) and false negative rate

(FNR): while FPR tells what percentage of legitimate instances are wrongly detected as

intrusions, FNR gives the proportion of intrusions that areundetected.

These results from GA shown in Table6.2 demonstrate how the Stackelberg equi-

librium is affected by the penalty strength measurementsα (in Equation6.7) andβ (in

Equation6.8). For fixedβ , whenα is zero, the adversary has no cost in shifting the in-

trusion spam data, and hence always makesµ1 completely overlap withµ2 (u = 9 in the

first three rows of Table6.2); but whenα is non-zero (e.g.α = 0.1), the adversary can

hardly moveµ1 (u < 1 in the last three rows) before the equilibrium is achieved.This
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(a) Variances of mean values.

(b) Variances of standard deviations.

Figure 6.5: Variances of mean and deviations of 3 randomly chosen attributes in relation
to the time series. The non-stationary trend of these variables indicates the arbitrarily
shifting of the email data.

information suggests the data miner make more use of features that are more expensive

to be transformed, if it is critical to constraint the adversary’s actions.

The parameterβ takes effects when the data miner tries to reconstruct the classifier,

and it makes the classifier favor previous decision boundaries after retraining. As shown

in Table6.2, whenβ is zero, the new classification boundary is relocated at the average

of the new means (i.e.(µ1+u)+µ2
2 ), and generates the same FPR and FNR. However,

when the penalty ofβ is non-zero (e.g.β = 0.1), the classifier puts the boundary close

to its original position (close to 5.5 in our example), resulting in a considerable number

of spams unfiltered, and generating larger FNR compared to FPR. To this end, the

data miner should put more weight on the penalty of boundary relocation if the cost of
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increasing FNR is higher than that of FPR; or put less weight if the data miner concerns

more about the overall accuracy.

Another pattern found from the results is that, for fixedα, the adversary will trans-

form the spam data much further (largeru) whenβ is larger. For example, ifα is fixed

to 0.01, the spammer’s movementu is 0.8229 whenβ is 0, but it dramatically increased

to 7.8368 whenβ is 0.1. Therefore, as results of high penalties on classifierreconstruc-

tion, not only the classification boundary is expensive to move, the adversary will also

shift the spam data more to make more spams pass the classifier. This situation will

generate relatively high payoff to the adversary due to highFNR value.

One extreme case of the parameter settings is whenα andβ are both zero. In such

situation the spammer has no penalty in shifting the spam distribution, and the data

miner also pays no cost in relocating the classification boundaries. As shown in the

first row of Table6.2, not only the means of spam and legitimate data are identical,

the classification border is also overlapped with the means (µ1+u = µ2 = w = 10). The

classifier produces the highest error rate in this case, but not the highest adversarial

gain, since the adversary’s payoff is determined only by FNR.

The results from various combinations of parameter settings indicate the capability

of GA in searching for Stackelberg equilibrium. Regardlesswhat valuesα andβ are set,

GA can always effectively find Stackelberg equilibrium frominfinite strategy spaces of

the two players. For instance, Figure6.2 shows the searching progress of GA where

we letα = 0.01,β = 0.01, and set the maximum number of iterations to 100. The line

on the figure becomes stationary from around 20th iteration,by which point the game

reaches the Stackelberg equilibrium. The fifth row of Table6.2presents details of this

example.

6.6.2 Stackelberg Equilibrium from Real Spam Data

The real spam data set consists of spam emails obtained from [28]. It is collected from

an anonymous individual’s mailbox of about fifteen months’ time. Attributes of the

data are the number of occurrences of words, characters, or structure formats. Training

data consists of three months emails ahead of the test data that are split into twelve

sets according to the calender months. For simplicity, we assume all attributes are

independent and follow normal distributions. Not surprisingly, the mean and standard

deviation of the attributes vary from one month to another. We assume the changes of
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mean and standard deviation are caused by adversarial transformations applied on the

original attributes.

The data sets contains around 166k unique attributes. To give an example of the

nature of the attributes, we randomly choose three of them and show how the adversaries

apply their strategies: under the normal distribution assumption, the mean and standard

deviation of the three attributes in each month are visualized in Figure6.5 (to smooth

the changing trend, logarithms are taken on the original data values). Although the

changes in attribute1 is relatively smooth, the means and deviations of attribute2 and

attribute3 varies dramatically as time changes. Similarly, of all the attributes in the

concept drift data set, the distributions of their values keep deviating back and forth

from the first few months (i.e. the training data), which may potentially produce either

higher or lower misclassified instances from the classifier,and consequently generates

various adversary gain values. For a rational adversary, these gain values will tend to

be maximized when the game is proceeded.

Since it is expensive and unnecessary to take all the 166k unique attributes from

the original data into experiments, an attribute ranking process is performed based on

the information gain of each attribute associated with its class [47]. We use the top 20

attributes from this ranking list, and rename them to Attribute 1 – 20, since the actual

representations of these attributes are not in our interests, and we only pay attention to

the variances of their values. By using these 20 attributes,we compute the best adver-

sarial strategy, namely the equilibrium transformation, by GA from the spam training

data which consists of 500 spam-email instances and 500 legitimate-email instances.

Figure6.3shows the adversarial gain from the best transformation found in each itera-

tion, together with the classifier’s error rate. Without losing generality, the values ofα,

β and the maximum number of iterations are set as the same as theexperiments with

synthetic data. The equilibrium searching progress is illustrated in Figure6.3: the algo-

rithm converges with the spammer’s payoff at about 0.6726 with a significant increase

of false negative rate from 0.5736 to around 0.6732. Similarto the scenarios in Table

6.2, the value of FNR is generally higher than FPR, due to the non-zero penalty (β =

0.01) to the relocation of classification boundaries.
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6.6.3 Upper Bound for Adversarial Gain

Since the classifier obtained from original training data set belongs to the initial stage of

the game theoretical model, the data distributions of each month from the test set can be

treated as transformed distributions from the training data. Compared to the intrusion

spams in the training set, the adversarial gain introduced by the transformed instances

of each month may either increase or decrease from the original gain (the dashed line

in Figure6.4). This is due to the fact that the spammers in this concept drift scenario do

not have our rational playing strategy and thus transform their instances randomly.

The solid line on top of Figure6.4 indicate the adversarial gain given by the equi-

librium transformations from generic algorithm. Since theequilibrium transformation

gives the highest adversarial gain, the gain values of each month from the test data are

all below the equilibrium lines. Sothe gain of all possible adversaries is upper bounded

by the equilibrium adversarial gain.

6.7 Summary

The race between adversary and the data miner can be interpreted in a game theoretical

framework. These two players will reach Stackelberg equilibrium when they are playing

their best strategy at the same time. Our experiments illustrate that genetic algorithms

have the ability of solving this equilibrium, since they produce effective optimizations

on adversarial gains.

The data miner should make more use of features that are more expensive to be

transformed. In Stackelberg game, when the strength of the penalty in transforming

data distributions is high, the adversary will not be able tosignificantly manipulate the

intrusion data at equilibrium.

The adversary will tend to make further transformation at Stackelberg equilibrium

when the penalty of reconstructing classifiers is high.Heavy constraint on relocating

classification boundary will result in high rate of undetected intrusions (i.e. high false

negative rate) which is the state the adversary is eager to achieve.

The gain of all possible adversarial movements are upper bounded by the Stackel-

berg equilibrium adversarial gain. This upper bound represents the worst case of the

data miner’s payoff and the best case of the adversary’s payoff.



Chapter 7

Mining Adversarial Patterns via

Regularized Loss Minimization

This chapter is based on the following publication:

Wei Liu and Sanjay Chawla: Mining Adversarial Patterns via Regularized Loss

Minimization. Machine Learning (Special issue for ECML PKDD 2010), 81(1), pp.

69–83.

7.1 Related Work

In order to minimize the effects of the adversaries, data miners should not only learn

from the data in the past, but also learn from potential data manipulations that adver-

saries are likely to make in future.

Globerson et al. [41, 44] use deletions of features at test time to approximate the

strategies of adversaries. Taking their experiment on handwritten digit classification as

an example, their algorithm deletes pixels of “heavy weights” from an image of digit

“9”, so that it can be confused with a normal image of “7”. However, a disadvantage of

this feature deletion algorithm is that it fails to simulatescenarios where the adversary

is more interested in adding features or generally in lineartransformation of features.

Using the same example, it is not possible to make a “7” look like a “9” by deleting

pixels. Furthermore, the work in [44] and [41] are both “one-shot” games (i.e. the game

is played only once) and do not give any considerations to thedata miners’ responses.

There was another attempt to overcome the discrepancies between training and test

111
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data by feature reweighting [64], where each feature vectoris rescaled by its length (i.e.

determinant) so as to degrade the effects of overweighted features. But they only made

use of the original training data, and did not take adversary’s manipulations in their

learning method.

Recently, Kantarcioglu et al. [59]proposed approaches that model the competing

behavior between the adversary and the data miner as a sequential Stackelberg game.

They use simulated annealing to search for a Nash equilibrium as the final state of play,

under the assumption that the two players know each other’s payoff function. A com-

mon problem for [59] is that the strategies of the adversary are stochasticallysampled

(e.g., Monte Carlo integration) and then among the samples the best fit is selected .

This stochastic optimizationprocess is not realistic for rational adversaries in practice,

since rational adversaries rarely make “random” moves, butinstead always try to op-

timize their payoff at each step of play. Another imitation of [59] is that they assume

that data was generated from a normal distributions which can potentially restrict their

applicability.

7.2 Our Contributions

In this chapter, we propose an approach based on a Stackelberg game model. How-

ever, the method we propose to search Nash equilibrium is fundamentally different

from those based on stochastic optimization. More specifically, the contributions of

this chapter are as follows:

1. We model the interactions between the adversary and the data miner as a two-

player sequential Stackelberg game, where for each player we design a regular-

ized loss function as the payoff;

2. The game is cast as amaxminoptimization problem whose solution is the most

rational strategy at each play;

3. We propose an algorithm which efficiently solves the maxmin optimization prob-

lem without making distributional assumptions on data features;

4. We perform comprehensive empirical evaluations on spam email and handwritten

digit data sets which testify the superiority of our approach.



7.3. SEQUENTIAL STACKELBERG GAMES 113

The rest of this chapter is as follows. In Section7.3we introduce basic game theory

concepts and formulate the maxmin problem in general. We define the players’ pay-

off functions from the perspective of a classification problem and present a sequential

Stackelberg algorithm to solve the maxmin problem in Section 7.4. Experiments on

synthetic and real data sets are reported in Section7.5. We conclude in Section7.6with

a summary and directions for future research.

7.3 Sequential Stackelberg Games

In a Stackelberg game, two players are distinguished as a leader (L) and a follower (F),

and it is the leader who makes the first move. In our case the adversary is the leader

and the data miner is the follower, since it is always the adversary who proactively

attacks her1 opponent. We call an “attack” from the adversary and “defence” from

the data miner as plays/moves of the game. Future more, the interactions between

the two players are modeled assequentialgames, which means each player’s current

movement always takes his/her opponent’s reactions into account and hence is governed

by calculations of his/her future consequences [36].

Each player is associated with a set of strategies,U andV for L andF respectively,

where a strategy means a choice of moves available to each player. In this chapter, strat-

egy spacesU andV are finite dimensional vector spaces. The outcome from a certain

combination of strategies of a player is determined by that player’s payoff function,JL

andJF . Rational players aim to maximize their corresponding payoff functions using

their strategy sets. So given an observationv the best strategy ofL is

u∗ = argmax
u∈U

JL(u,v) (7.1)

Similarly, if L’s previous move isu, the reaction ofF is

v∗ = argmax
v∈V

JF(u,v) (7.2)

In the context of supervised learning, a classified data set is conventionally repre-

sented by: true positives (tp), true negatives (tn), false positives (fp) and false negatives

1For ease of interpretations, in this chapter we call the dataminer a male (i.e. “he/his”) player, and
the adversary a female (i.e. “she/her”) player.
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(fn), wheretp + fn and tn + fp always have constant sums (i.e. the actual number of

positives and negatives respectively). While the data miner’s payoff is maximized via

accurate classification (i.e.tp + tn), the adversary’s profit relies on the failure of the

classifier (i.e.n – tp – tn, wheren is the total number of instances). This situation sug-

gests the application of “constant-sum” game: in a “constant-sum” game, two players

divide up a fixed amount of profit gains, so that one player’s winnings are the other’s

losses [25]. This notion of a “constant-sum” forms the basisof deriving each players’

payoff functions in Section7.4.

As each player seeks to achieve as high a payoff as possible ineach of their moves,

they will arrive in a state of Nash equilibrium when their rational strategies interact: the

state ofNash equilibrium means that simultaneously each player is using the strategy

that is the best response to the strategies of the other player, so that no player can benefit

from changing his/her strategy unilaterally [36]. And moreimportantlyevery game with

a finite number of players and strategies has at least one Nashequilibrium [68, 86].

Thus the problem reduces to efficently determining the stateof the Nash equilibrium.

7.3.1 Formulations of an Maxmin Problem

In the formulation of our sequential Stackelberg game, a Nash equilibrium is the strat-

egy pair (u∗, v∗) that simultaneously solves the optimization problems in Equation7.1

and7.2. Because this Stackelberg game is also a “constant-sum” game, we haveJF = φ
– JL, whereφ is a constant number standing for the total amount of profits in the game.

Then Equation7.2can be rewritten as:

v∗ = argmax
v∈V

φ −JL(u,v)

= argmax
v∈V

−JL(u,v)

= argmin
v∈V

JL(u,v)

(7.3)

where we ignore the constant numberφ , and transform the equation in to a minimization

problem which removes the negative sign. By combining Equation 7.3 with Equation

7.1, we obtain the following maxmin problem:
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Maxmin: (u∗,v∗) = argmax
u∈U

JL(u, argmin
v∈V

JL(u,v)) (7.4)

The solution to the maxmin problem maximizes the leader’s profit under the worst

possible move of her opponent. In the next section, we derivethe payoff functionsJL

andJF in classification problems and design an algorithm to solve the maxmin problem

in Equation7.4.

7.4 The Stackelberg Model in Adversarial Classifica-

tion

Given a labeled training data (xi , yi) (i = 1,...,n), wherexi ∈ R
d are feature vectors,d is

the number of features andyi ∈ {–1, 1} are binary class labels, many machine learning

algorithms build classifiers by minimizing a regularized loss function:

w∗ = argmin
w

λwTw+C
n

∑
i=1

Loss(yi ,wTxi) (7.5)

wherew is the weight vector including the biasb (and hencex by default has an added

featurexd+1 ≡ 1), λ andC are positive parameters to balanced the two terms in Equa-

tion 7.5, wTxi represents the Euclidean dot product ofw andxi , andLoss(yi ,wTxi) is

the loss function2 that a data miner minimizes. The regularization termwTw is added

so that the classifier has good generalization properties [70].

Different settings of loss functions yield different typesof classifiers, such as ln(1

+ e−ywTx) in logistic regression [23] and max(0, 1 –ywTx) as the binary hinge loss

in linear support vector machines (SVMs) [43]. One important requirement for valid

loss functions is that they must be convex and sub-differentiable, but not necessarily

differentiable, as in the hinge loss function.

7.4.1 Payoff Functions in Classification Problem

Recall that a player’s objective in each of his plays is to ultimately maximize his payoff.

Since data miners seek to minimize their loss functions in supervised learning, their

2We use the notation “Loss” instead of the conventional “L” toavoid confusions with the notation of
leadersintroduced in previous section.
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payoffs are closely related to their specific loss functions. To this end, we define the

payoff function of the data miner as the negative (additive inverse) of their loss function:

JF(w) =−Loss(y,wTx) (7.6)

Then from Equation7.5we know that the data miner’s optimal strategyw∗ on original

training data is:

w∗ = argmin
w

λwTw+C(−JF) (7.7)

The data miner’s optimal strategy on original data constitutes theinitial state of

our game theoretical model when there are no moves made by theadversary. Fig.

7.1ashows an example of such initial state: without malicious modifications on posi-

tive samples (blue asterisks), the (solid red) boundary line learned from Equation7.7

separates the two classes of data samples and defines the optimal initial classification

boundary. Settings of the data samples and loss function used in Fig.7.1are introduced

in Section7.5.1.

Although data miners are able to obtain optimal feature weights from solving Equa-

tion 7.7, these initial feature weights become ineffective when adversaries change their

input feature vectors. We assume the adversaries modify feature vectors by introducing

a transformation vectorα, so that a feature vectorxi in training is shifted toxi +α dur-

ing the test phase. From the analysis of Equation7.3, we obtain the payoff function of

the adversary:

JL(α) =−JF(w) = Loss(y,wT(x+α)) (7.8)

The further the original positive instances are transformed the higher the cost the

adversary has to pay, and when positive instances are transformed to the same as nega-

tives the adversary pays the highest cost, since such positive instances bring no profit to

the adversary even if they are undetected by the classifier. Therefore at the same time

of maximizing her payoff, a rational adversary also attempts to minimize the step size

of transformations. So we propose that the adversary’s movement is determined by a

optimization problem penalized by the transformationα:
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max
α

JL(α)

sub ject to minλ ′αTα

which is equivalent to:

α∗ = argmax
α
−λ ′αTα +C′JL(α)

= argmax
α
−λ ′αTα +C′

n

∑
i=1

Loss(yi ,wT(xi +α))
(7.9)

whereλ ′ andC′ are constant numbers different fromλ andC in Equation7.5. The

maximizationproblem in the function of Equation7.9isconcavesince it is a polynomial

of degree 2 with respect toα and the second derivative of this function toα is always

negative. The proof of its concavity by the example of logistic regression is as follows:

The check the concavity of the objective function in Equation 7.9, we use an example

loss function from logistic regression and simplify the objective function as:

Ψ(z)≡−z2+ ln(1+e−z)

Then the derivative ofΨ(z) is:

∂Ψ
∂z

=−2z− 1
1+ez ;

∂ 2Ψ
∂z2 =−2+

ez

(1+ez)2

Since the second derivative of the objective function is always negative (the second

term is always less than 1), themaximizationproblem in the function of Equation7.9

is concave. Although the function is derived from logistic regression, one can check

that the concavity also hold true other loss function such ashinge loss. The best move

for the adversary based on the positive samples of Fig.7.1ais show in Fig.7.1b: the

adversary transforms positive samples towards the direction of negatives; this direction

and the length of transformation are acquired from the solution of Equation7.9. As in

a sequential game, after observing the transformed data, the data miner relearns from

his observation of the adversary’s movement and rebuilds the classifier as shown in Fig.

7.1c.
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7.4.2 Solving for the Nash equilibrium

By combining Equation7.7 with 7.9 we obtain the following maxmin optimization

problem for the Stackelberg game of adversarial classification:

Maxmin: max
α

min
w
−λ ′αTα +λwTw+C′

n

∑
i=1

Loss(yi ,wT(xi +α)) (7.10)

The target function in this maxmin problem is concave with respect toα and convex

with respective tow. As explained in Section7.3.1by the pair of strategy (u∗, v∗), the

strategy pair (α∗, w∗) that solves the maxmin problem of Equation7.10is the optima

for the adversary in inflicting maximally high costs on the data miner. It is possible

to directly solve Equation7.10under the assumption that each player of the game has

the control of future moves of the other player, and hence is able to calculate his/her

optimal equilibrium strategy by a “one-shot” game [41, 44].However, here we relax

this unrealistic assumption and use a repeated Stackelbergmodel, so that each player’s

next move is based only on theobservationof his/her opponent’s last play. Algorithm8

lists our method of solving Equation7.10. In the interpretations of the algorithm, a line

starting with “//” is the comment for its adjacent next line.

The initial state of the Stackelberg model is built via Line 4of the algorithm, which

is the same as the situation of Fig.7.1a. After that the adversary iteratively attacks the

classifier by her best strategy of transforming the originaltraining data (Line 7), fol-

lowed by the data miner’s reactions that rebuild classifiersthrough his regularized loss

function (Line 9). Note that the readjustments of classifiers are based on the data miner’s

observations (i.e.xi + αtmp) of the adversary’s modifications on the training data, and

the adversary’s strategy of play is fully determined by herself. This observation-based

algorithm makes the game theoretical model more realistic than a“one-shot” game.

The game is repeated until the adversary’s payoff does not increase (Line 23) or

the maximum number of iterations is reached (Line 26), and weonly consider moves

of the adversary are valid when her payoff has nontrivial increases (Line 13 to 20).

In addition, the final movement of the adversary is the sum of each previous valid

play, since the modification of transformed positives should be calculated from the very

original positive instances (Line 15). In Section7.5, we provide experimental results

that suggest Algorithm8 converges quickly in practice.



7.4. THE STACKELBERG MODEL IN ADVERSARIAL CLASSIFICATION 119

Algorithm 8 Solving Stackelberg Equilibrium
Input: Training datax and labelsy; maximum number of iterationsMaxIter;
adversarial payoff improvement thresholdε; loss function of the classifierLoss(y,wTx)
Output: Stackelberg equilibrium strategy pair (α∗, w∗)
———————————————————————————————–

1: Initiate the highest adversarial payoffHighestPayoff← 0;
2: Iter← 0;
3: // Build the initial classifier from training data:
4: wtmp← argminw λ wTw + C ∑n

i=1 Loss(yi , wTxi)
5: repeat
6: // The adversary moves as theleader of the game:
7: αtmp← argmaxα –λ ′ αTα + C′ ∑n

i=1 Loss(yi , wtmp
T(xi+α))

8: // The data miner reacts as thefollower of the game:
9: wtmp← argminw λ wTw + C ∑n

i=1 Loss(yi, wT(xi+αtmp))
10: // Update the adversary’s payoff:
11: JL← ∑n

i=1Loss(yi , wtmp
T(xi +αtmp))

12: if JL > HighestPayoffthen
13: if JL − HighestPayoff> ε then
14: HighestPayoff← JL;
15: α∗← α∗+αtmp;
16: w∗← wtmp;
17: else
18: // Exit current iteration:
19: continue;
20: end if
21: else
22: // Terminate the loop:
23: break;
24: end if
25: Iter← Iter + 1;
26: until Iter == MaxIter.
27: Return (α∗, w∗);

7.4.3 Convex Optimization

In this section, we describe how we solve the convex optimization problem in Equa-

tion 7.5and7.9(Line 4, 7 and 9 of Algorithm8) via trust regionmethods – a powerful

yet simple technique for solving convex optimization problems [13, 85, 95]. The fol-

lowing unconstrained minimization problem is an abstraction of Equation7.5and7.9:
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z∗ = argmin
z

f (z) (7.11)

wherez are vectors. For solving Equation7.5, one can define functionf as:

f (z) = λzTz+C
n

∑
i=1

Loss(yi ,z
Txi)

and for solving Equation7.9function f can be defined as:

f (z) = λ ′zTz−C′
n

∑
i=1

Loss(yi ,wT(xi +z))

Note that both of the abovef functions are convex with respect toz. Suppose we are

at the pointz0 of function f , and we want to move to another point with a lower value of

f . The main idea of the trust region method is to approximatef with a simpler function

q, which mirrors the behavior of functionf in a neighborhoodΩ around the pointz0.

This neighborhood is the so-calledtrust region[85]. Then instead of minimizingf on

the unconstrained range as in Equation7.11, the trust region method minimizesq in the

constrained neighborhoodΩ:

s∗ = argmin
s

q(s)

sub ject to s∈Ω
(7.12)

and the next point is determined asz0+s∗ if it has a lowerf value. The approximation

functionq by convention is defined though the second order Taylor expansion of f at

z0, and the neighborhoodΩ is usually a spherical or ellipsoidal in shape [13]. So the

problem in Equation7.12is reduced to:

s∗ = argmin
s

1
2

sTHs+sTg

sub ject to ||Ds|| ≤ ▽
(7.13)

whereg andH are the gradient and the Hessian matrix off , D is a diagonal scaling

matrix, and▽ is a positive number. The problem in Equation7.13is also known as the
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trust region sub-problem[95]. While there many ways to avoid the expensive compu-

tation onH, we reuse the straightforward subspace approximation [9],which restricts

the problem in Equation7.13to a two-dimensional subspaceS. In this subspace, the

first dimensions1 is in the direction of the gradientg, and the second dimensions2 is an

approximated Newton direction (i.e. the solution toH ·s2=−g). Within the subspaceS,

Equation7.13becomes easy and efficient to solve since it’s always in a two-dimensional

space.

7.4.4 Feature Selection through Nash Equilibrium

The weights learned from Equation7.5 have been used to suggest the significance of

features in training data [52]. For example, in a typical logistic regression, the optimal

vector of weights are obtained from:

min
w

λwTw+C
n

∑
i=1

ln(1+e−ywTx) (7.14)

Since each feature weight (aka. “regression coefficient”) describes to what extent

that feature contributes to the class of interest, only the features whose weights have

large absolute values are considered important. However, since data is transformed by

the adversary, weights learned from original data turn unreliable as time proceeds. Thus

when facing an adversary with transformationα on test set, the following optimization

problem is more robust to learn the logistic regression coefficient:

min
w

λwTw+C
n

∑
i=1

ln(1+e−ywT(x+α))

sub ject toα = argmaxJL(α)

(7.15)

Note that Equation7.15is equivalent to Equation7.10with Lagrange multiplierλ ′.
And this is why the weights obtained from Nash equilibrium (w∗ returned by Algo-

rithm 8) are supposed to be better indicators for feature selection. The differences of

feature weights learned from Equation7.14and7.15are shown in Section7.5.3.
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Table 7.1: Iterations of Stackelberg model on synthetic data. w0 in the data miner’s
reaction is the coefficient of the intercept. The manipulationsα1 andα2 made by the
adversary are always in the range of (0,3) and (–3,0) respectively.

Iterations
Adversary’s move Modified positives Data Miner’s reaction Adversary’s

α1 α2 µ p
1 µ p

2 w0 w1 w2 payoff
0 (Initial) 0 0 1 4 0 -0.2962 -0.2955 0

1 1.1729 -0.5356 2.1729 3.4644 0 -0.2710 0.3715 0.0493
2 1.2219 -0.6505 2.2219 3.3495 0 -0.2700 0.3814 0.0508
3 1.2825 -0.8065 2.2825 3.1934 0 -0.2682 0.3943 0.0750
4 1.3533 -1.0221 2.3533 2.9778 0 -0.2646 0.4104 0.0852
5 1.4251 -1.3221 2.4251 2.6778 0 -0.2569 0.4278 0.1142
6 1.4595 -1.7262 2.4595 2.2737 0 -0.2412 0.4356 0.1608
7 1.4096 -2.2063 2.4096 1.7936 0.0347 -0.2265 0.4142 0.2294

8 (final) 1.4143 -2.4282 2.4143 1.5857 0.1322 -0.2287 0.3744 0.2696

7.5 Experiments and Analysis

In this section we report on the outcome of three experimentsto test the efficacy of the

Stackelberg model introduced above. The experiments are carried out on both synthetic

and real data sets.3 We shall specifically focus on the performance of classiferstrained

on data sets obtained from the Nash equilibrium.For mathematical convenience, we

set both the Lagrange multipliersλ andλ ′ to 1
2, andC andC′ to 1

n. The convergence

thresholdε is set to 1e-4.

7.5.1 Rational Behavior on Synthetic Data

We first report on an experiment carried out to ensure that theclassifier and the adver-

sary do behave in arational manner under the Stackelberg model. For this experiment

we have used SVM’s binary hinge loss function and so the maxmin problem in Equa-

tion 7.10is:

Maxmin: max
α

min
w
−λ ′αTα +λwTw+C′

n

∑
i=1

max(0,1−yiwT(xi +α))

We generated a two-dimensional data set using a normal distribution. The posi-

tive and the negative class data was generated from a normal distribution with mean

[µ p
1 ,µ

p
2 ] = [1,4] and [µn

1 ,µ
n
2 ] = [4,1] respectively and a common standard deviation I

3All source code and data sets used in our experiments can be obtained fromhttp://www.cs.
usyd.edu.au/ ˜ weiliu/ .
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(the identity matrix). We would expect a rational adversaryto transform the data so

that the positive class elements are displaced towards the negative class and prevent the

two classes to overlap. Thus we expect that the transformation in the first dimension

to be in the range(0,3) and second dimension in(−3,0). The data miner on the other

hand is re-classiying at each step and moving the separatinghyperplane in order to min-

imize the false positive and false negative rates. Note thatthe normal distribution has

been used only to generate the data and not for the purpose of solving for the Nash

equilibrium.

Fig. 7.1ashows the initial data distribution of the two classes. The results of each

iteration of the algorithm are shown in Table7.1. We can make the following obser-

vations: (1) the algorithm converges at the eight iterationwith the adversary’s payoff

increasing from 0 to 0.2696; (2) the transformations made bythe adversary (α1 andα2)

are always in in the range (0,3) and (-3,0) for each of the two dimensions and we can

conclude that the adversary has acted in a rational manner; (3) finally, as shown in Fig-

ure7.2, the adversary’s payoff never increases after the eighth observation and the false

negative rate is always higher than the false positive rate as the adversary always moves

positive instances towards the negative instances. This results in more false detections

than false alarms.

7.5.2 Email Spam Filtering

We have evaluated the Stackelberg model on a data set consisting of evolving email

spam. The objective was to compare the performance of classifiers built on anormal

training data and on a training data set obtained at equilibrium after the application of

the Stacklberg algorithm.

The real data set consists of fifteen months of email obtainedfrom an anomymous

individual’s mailbox [28]. The data has 166 thousand uniquefeatures and the feature

types are words, characters and structure formats. The firstthree months of data was

used for training and the remaining twelve months for testing. We further split the test

data into twelve bins - one for each month. Since at any given time spam can be re-

ceived from diverse sources and spammers have different goals, the intrinsic nature of

spam evolves over time. A feature ranking process using information gain was carried

out and the top twenty features were selected to build the classifier [47]. In the com-

parisons of classification performance between original data and the data obtained from
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Table 7.2: Friedman tests on the improvements of equilibrium classifiers over normal
classifiers. Ap-value lower than 0.05 rejects with 95% confidence the hypothesis that
the sequences of error rates in comparison are not significantly different.

Classifiers
Error rate on each month’s emails

p-value
JanFebMarApr May Jun Jul Aug Sep Oct Nov Dec

SVM .073.355.335.122 .311 .389 .143 .122 .107 .197 .373 .273
0.0044

SVMeq .00 .236.207.056 .202 .253 .089 .031 .067 .133 .251 .178
LogReg .091.364.343.126 .373 .395 .157 .133, .123, .223, .387 .287

0.0044
LogRegeq .062.242.231.082 .251 .262 .107 .089 .084 .151 .267 .193

equilibrium, we use both linear SVMs and logistic regression which is in the form of:

Maxmin: max
α

min
w
−λ ′αTα +λwTw+C′

n

∑
i=1

ln(1+e−yiwT(xi+α))

The convergence of the maxmin problem above is similar to that of Fig.7.2, and the

game reaches the Nash equilibrium at the 19th iteration. Here we focus on the perfor-

mance of the classifiers learned separately from the original data (x) and the equilibrium

data (x+α∗). We call the linear SVM and logistic regression model trained on original

data as “SVM” and “LogReg”; and those trained on equilibriumdata as “SVMeq” and

“LogRegeq”. Fig. 7.3 shows the error rate of the four classification models on the test

set split into twelve months. It can be seen that the test error rates of the classifiers

are lower for models based on training on the equilibrium data (SVMeq/LogRegeq) than

on the original data (SVM/LogReg). Especially in month 1 and8 of Fig. 7.3a, SVMeq

has almost zero error rate while SVM has an error rate around 10%. To determine

whether the differences between the two sets of classifiers are significant we performed

the Friedman test [29] with 95% confidence, under the hypothesis that the error rates

from the two types of classifiers are not significantly different. This hypothesis is re-

jected if thep-value of test is lower than 0.05. Table7.2 shows the statistics of the

test.

From the lowp-values of the Friedman test we can conclude that the error rates

from equilibrium classifiers are significantly lower than those of the normal classifiers.

The relative success of the equilibrium classifiers vis-a-vis the normal classifiers is due

to thea priori prediction of the adversary’s possible movements under theStackelberg

model . Since the data miner already takes into account the adversary’s future behavior,

the knowledge learned from the rational adversarial movements places the equilibrium
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classifier in an advantage compared with a normal classifier.

7.5.3 Handwritten Digit Recognition

In this section we examine the influence of equilibrium feature weights on the problem

of feature selection. We use the classic US Postal Service (USPS) dataset which was

created for distinguishing handwritten digits on envelopes [52]. This dataset consists of

gray-scale images of digit “0” through “9” where each image consists of 16×16= 256

pixels or features in the classification problem. We assume that the data was generated

in an i.i.d manner and the objective of the data miner is to separate the digits while that

of the adversary is to transform an image so that one digit canbe confused with another.

We use logistic regression in this experiment to examine feature weights as explained

in Section7.4.4.

Each digit has 2200 images, and we divide them equally into training and test set.

All combinations of pairs of digits from “0” to “9” are testedand we select the ones

whose false positive rates are higher than 0.02 in the initial game state. These are (2,6),

(2,8), (3,8), (4,1), (5,8), (7,9). We then apply the Stackelberg algorithm on these six

pairs. In this experiment the first digit of a pair is the classof interest for the adversary

(i.e. the positive class).

For all the six pairs the Nash equilibrium is reached within 50 iterations of play.

Here we ignore the details of reaching the equilibria, sincethese patterns are similar

to what we have analyzed previously. To demonstrate the reliability of feature weights

learned from the original data, we check thelogits (i.e. thez in a logistic function
1

1+e−z) on predicting test sets with different adversarial transformations. Figure7.4

shows an example on the classification of “2” against “6”. Note that an instance is

classified as negative if its logit is below zero. As we can seefrom Figure 7.4a, in the

initial state of the game, most of the actual positives have their logits around the value

of 1 (the positive class label) and very few of them are below zero. But as soon as the

adversary starts to move (Fig.7.4b), the performance of the initial feature weights drops

discernibly. When the adversary plays her equilibrium strategy, there are substantially

more false detections (Fig.7.4c) and some of the logits are even below –1 (the negative

class label). This is a situation where equilibrium weightsshould be applied. We choose

several of the undetected transformed positive images and show them in Figure7.5 in

comparison with their original images. While the transformations from Figure7.5a
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to 7.5band7.5c to 7.5d is carried out by adding values to pixels and of Figure7.5e

to 7.5f by subtracting values of pixels, the modification on Figure7.5gcontains both

additions and subtractions for manipulation. The difference of initial weightw0 and

equilibrium weightw∗ results from training processes where (for example) the former is

learned from Figure7.5a, 7.5c, 7.5e, and7.5g, and the latter from Fig.7.5b, 7.5d, 7.5f,

and7.5h. To gain a better understanding of the differences, we discard the intercept

weight, and plot the weights of the 16× 16 pixels in a graph, as shown in Figure7.6.

Here we present the weights from the classification of “2” vs.“6”.

The gray-scale color-bars in Figure7.6shows the weights of features contributing to

the two classes: the pure white pixels contribute the most tothe digit “2”, the pure black

ones contribute most to the digit “6” and the ones whose degrees of color are between

pure white and pure black (i.e. weights are close to zero) arefeatures that are less

important. The robustness ofw∗ can be seen from the difference of Figure7.6aand7.6b.

For example,w0 (Figure7.6a) considers the pixel on the very upper right corner as a

significant indicator of “6” (as it is pure black), which results in the misclassification of

Figure7.5h. However,w∗ (Figure7.6b) treats that pixel as an unimportant feature, and

instead gives heavy negative weight to the pixel on the upperleft corner which can not

be manipulated to confuse with “6”. Similar patterns can also be observed from other

pixels. These types of characteristics ofw∗ make equilibrium weights more reliable in

the selection of features in an adversarial setting.

7.6 Summary

In this chapter we have studied the classification problem inthe presence of adversaries.

In this scenario data miners produce classification models and adversaries transform the

data to deceive the classifier. We have modeled the interaction of a data miner and an

adversary using a sequential non-cooperative Stackelbergmodel, where the two players

compete within a constant-sum game. The payoff function of the adversary is derived

from the data miner’s regularized loss function, which is formulated into a maxmin

optimization problem.

We have demonstrated that classifiers trained on equilibrium data significantly out-

perform normal classifiers against adversary’s data manipulations. This is due to the
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fact that the data miner learns not only from the original data, but also from the predic-

tions of the adversary’s possible future rational movements. This leads to more robust

classification boundaries at test time.
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(a) Initial model state before the game is played.
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(b) The adversary moves positive data towards
negative samples.
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(c) The data miner reacts to the adversary’s
movement by reconstructing the classifier.

Figure 7.1: An example of the states of the Stackelberg game model in a classification
scenario. The line in the middle of the data clouds represents the classification bound-
ary. Based on the initial state of the game (subfig. a), the adversary moves positive
instances towards negative samples and produces more falsedetections (subfig. b); the
data miner then reacts by shifting the classification boundary (subfig. c).
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(a) The adversary always takes a strategy of play that moves
positives closer to negatives, which produces higher false
negative rate.
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(b) The adversary’s movement are always in the range of
(0, 3) and (-3 0) in the two data dimensions respectively.

Figure 7.2: Detailed information of the iterations of Stackelberg model on synthetic
data. The global maxima of adversary’s payoff is observed atthe 8th iteration.



130 CHAPTER 7. ADVERSARIAL LEARNING VIA LOSS MINIMIZATION

2 4 6 8 10 12
0

0.1

0.2

0.3

0.4

Months from Jan (1) to Dec(12)

E
rr

or
 r

at
e

 

 

Error rate of SVM

Error rate of SVMeq

(a) Error rate of SVM and SVMeq.

0 5 10 15
0

0.1

0.2

0.3

0.4

Months from Jan (1) to Dec(12)

E
rr

or
 r

at
e

 

 

Error rate of LogReg

Error rate of LogRegeq

(b) Error rate of LogReg and LogRegeq

Figure 7.3: Classification performance comparisons of models learned from original
data (SVM and LogReg) and equilibrium data (SVMeq and LogRegeq).
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(a) Logits of being positives in initial state
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(b) Logits of being positives after the adversary’s
first move.
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(c) Logits of being positives after the adversary’s
equilibrium move.

Figure 7.4: Comparisons of logits targeting on positive class on differently transformed
test sets from the experiments of handwritten digit pair (2,6). Among the 1100 test
images, the first 550 are actual positives and the rest 550 areactual negatives. A positive
instance is undetected if its logit is below zero.
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(a) Original “3” (b) Transformed “3” to con-
fuse with “8”

(c) Original “7” (d) Transformed “7” to con-
fuse with “9”

(e) Original “4” (f) Transformed “4” to con-
fuse with “1”

(g) Original “2” (h) Transformed “2” to con-
fuse with “6”

Figure 7.5: Examples of transformed images from Stackelberg Nash equilibrium. To
confuse with the digit in negative class, the adversary addsvalues of pixels on subfig.
(a) and (c), removes values from pixels of subfig. (e), and does both additions and
deletions on subfig. (g).
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Figure 7.6: Comparison of feature weights obtained from initial game statew0 and
Nash equilibriumw∗ in the classification of digit pair (2,6). The color-bars besides the
figure shows the relationship between the colors and featureweights. The pure white
pixels contribute the most to the digit “2”, the pure black ones contribute the most to
“6”.



Chapter 8

Conclusions and Future Work

In this chapter we present a summary of the thesis, and highlight future research direc-

tions that could be extended from the research of the thesis.

8.1 Conclusions of the Thesis

Of the many assumptions made in traditional machine learning algorithms, the premise

of class balance and data stationarity are prominently challenged by real data in practice.

On one hand, high-value events happen extremely rarely and it is the class of these

events that is most related to people’s interest. One the other hand, potential adversaries

manipulate the distributions of data at test time in order toincrease the adversaries’

profit. These two major data mining problems are highly demanded to be solved, and

in this thesis we propose advanced technologies that have the capabilities of handling

both of the two issues.

• In Chapter3 we have shown that the metric used in C4.5 results in rules which are

biased towards the majority class. We have conquered this problem by introduc-

ing Class Confidence Proportion (CCP) for node selection andFisher’s exact test

(FET) for tree pruning. CCP overcomes the drawback of classifiers that are based

on support-confidence frameworks, while FET avoids the detrimental effects of

pruning based on error-estimation.

• Chapter4 shows that existingkNN algorithms are akin in using only prior prob-

abilities of the neighborhood of a test instance to predict its class label, and this

mechanism could lead to low performance when dealing with imbalanced data
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sets. To overcome such downside ofkNN, we have proposed the class confi-

dence weight (CCW) to assign different importance to prototypes before taking

them into effect. The use ofCCWtransforms the originalkNN rule of usingprior

probabilitiesto their correspondingposteriors. We have shown that this trans-

formation has the ability of correcting the inherent bias towards majority class in

existingkNN algorithms. We have also applied two methods (mixture modeling

and Bayesian networks) to estimate training instances’CCWweights, and their ef-

fectiveness is confirmed by synthetic examples and comprehensive experiments.

When learning Bayesian networks, we construct network structures by applying

the K2 algorithm which has an overall time complexity ofO(n2).

• In addition, traditional empirical risk functions use a flawed arithmetic mean of

scalar losses, and in Chapter5 we have demonstrated that such use of arithmetic

mean makes machine learners insensitive to misclassifications of the minor class.

We proposeQMLearn, which has been shown theoretically and empirically in-

sensitive to class imbalance/skewness. We have applied this framework into lo-

gistic regression, SVM, linear regression, SVR and quantile regression, all of

which prove the superiority of theQMLearn method. More importantly, we con-

siderQMLearn to be promising and theoretically valuable since it is a generic

framework, and by changing the loss functions it can be applied to lots of other

existing statistical learners such as Gaussian Processes and Conditional Random

Fields (CRFs) etc. In addition, through changing the regularizer of weight vectors

to itsL1-norm, it can also be applied to the lasso [99].

• In Chapter6 we have modeled the interaction of a data miner and an adversary us-

ing a sequential non-cooperative and constant-sum Stackelberg leadership game,

where the adversary is the game leader and the data miner is the follower. We

have found that the data miner should make more use of features that are more

expensive to be transformed; and the gain of all possible adversarial movements

are upper bounded by the Stackelberg equilibrium adversarial gain.

• Chapter7 derives the payoff function of the adversary from the data miner’s reg-

ularized loss function, and further formulates the competing of the two players

into a maxmin optimization problem. The solution of the maxmin problem is an

equilibrium strategy pair where the game achieves highest false negative rate and
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lowest transformation cost simultaneously. Based on the equilibrium strategy,

data miners can learn from not only the original data, but also predictions of the

adversary’s future movements. Such “a priori” knowledge generates more robust

classification boundaries at test time. Moreover, it is alsoillustrated that feature

weights obtained from the Nash equilibrium are more reliable for the selection

of features which are more robust to adversarial manipulation. It is important to

identify the features that a rational adversary will most likely modify to deceive

the classifier, and this information can be obtained from theequilibrium weight

vector.

8.2 Recommendations for Future Work

While this thesis has represented a number of powerful algorithms and methods for ef-

ficiently learning from imbalanced and adversarial data sets, it also suggests promising

research directions that can be extended from out work.

• Effects ofCCP on ensembles of decision trees.

The measure ofCCPdeveloped in this thesis is currently implemented in sin-

gle decision trees, while it is common to use ensembles of decision trees (aka.

“forests”) to increase the accuracy of classifications [31]. Hence it will be bene-

ficial to extendCCPto ensemble methods, and investigate the effects ofCCPon

forests in learning from imbalance data sets.

• Effects ofQMLearn on kernel tricks.

In this thesis we have applied theQMLearn method to linear classifiers, such

as linear SVMs and logistic regression etc. However, when data can not be lin-

early separated, kernel tricks are applied to learners to increase the dimensional-

ity of features. It will be promising to examine the influences of QMLearn loss

functions embedded in kernelized machine learners [7], andextendedQMLearn

method to non-linear classifiers.

• Adversarial learning in an online setting.

When we simulate the interactions between data miners and their adversaries,

we usestatic initial training data and perform off-line optimizations that makes

transformations on the training data. Nevertheless, adversaries can change their
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ultimate goals at any time, and at each time the observed databy itself can be

an initial training data. In consequence, an even more challenging task for future

work is to design an incremental model that does online optimizations which

update and test against the best off-line results. In addition, such incremental

model will also be able to select the best strategy for a data miner against multiple

adversaries instead of one single adversary.
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