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Abstract—Analysing and modelling the characteristics of 
virtual machine (VM) usage gives cloud providers crucial 
information when dimensioning cloud infrastructure and 
designing appropriate allocation policies. In addition, 
administrators can use these models to build a normal behaviour 
profile of job requests, in order to differentiate malicious and 
normal activities. Finally, it allows researchers to design more 
accurate simulation environments. An open challenge is to 
empirically develop and verify an accurate model of VM usage 
for users in these applications. In this paper, we study the VM 
usage in the popular Amazon EC2 and Windows Azure cloud 
platforms, in terms of the VM request arrival and departure 
processes, and the number of live VMs in the system. We find 
that both the VM request arrival and departure processes exhibit 
self-similarity and follow the power law distribution. Our 
analysis also shows that the autoregressive integrated moving 
average (ARIMA) model can be used to fit and forecast the VM 
demands, which is an important requirement for managing the 
workload in cloud services. 

Keywords - Cloud computing; self-similarity; power law; 
ARIMA; virtual machine arrival/departure statistics. 

I. INTRODUCTION 
Due to the benefits of cloud computing in terms of 

availability, cost efficiency, and scalability, many companies 
are moving their computing infrastructure to the cloud. It was 
estimated that by March 2012, there were around 454,400 
servers in the Amazon EC2 cloud [1], and more than 50,000 
virtual machines (VM) were requested within 24 hours in the 
US-East region of the Amazon EC2 cloud [2]. A major 
challenge in managing the performance of cloud platforms in 
the presence of such large and complex traffic demands is how 
to model the dynamics of VM usage and predict future usage. 

While the statistical behaviour of traffic in the Internet [3, 
4] and grid computing [5, 6] has been well studied, there has 
been little empirical analysis of the statistical behaviour of 
VMs in cloud computing. In this paper, we monitor the arrival 
and departure rates of requests for VMs, and the number of live 
VMs in the Amazon EC2 [7] and Windows Azure [8] cloud 
platforms. Based on these measurements, we characterise these 
arrival and departure processes, and develop a model to 
forecast VM demands in the cloud environment. 

There are four main benefits of this research. First, an 
accurate model of the VM demands enables cloud providers to 
dimension the infrastructure more precisely. One key property 
of a cloud is elasticity [9] – the provided service should expand 

and shrink with user demands, and ideally, additional resources 
should be available instantly. An accurate prediction of future 
requests is a critical step to achieving this goal. 

Second, the statistics of the arrival and departure processes 
play a vital role in designing effective VM allocation policies. 
Common policies [10] include: choosing the server (1) on a 
round robin basis, (2) with the least number of VMs, (3) with 
the greatest number of VMs, (4) with the greatest number of 
free CPUs, and (5) with the greatest ratio of free CPUs to 
allocated CPUs. None of these policies considers future 
demands, but in order to achieve an optimal result over a long 
period of time, forecasting future demands is helpful. Hence an 
accurate prediction model could improve existing allocation 
policies by incorporating predicted future VM statistics. 

Third, an understanding of normal traffic behaviour can be 
used by administrators to differentiate malicious and normal 
user behaviours. Security and privacy protection are major 
challenges in cloud computing. Because of the comparatively 
low cost, illegal users can exploit cloud resources to launch 
attacks. Specifically, in [11], the authors point out a novel 
malicious attack: by taking advantage of the observation that 
new VMs are more likely to be assigned to lightly loaded 
servers, the attacker is able to place their own VM on the 
server that hosts the victim’s VM (i.e., the attacker’s and 
victim’s VMs are co-resident), and then build side channels to 
obtain sensitive information. However, the attacker needs to 
start more VMs than normal users. In addition, they will 
probably stop those VMs that are not co-resident with the 
victim’s VM, in order to minimize the cost, i.e., the attacker’s 
VMs are relatively short-lived. If normal user behaviours are 
modelled, it will be much easier to identify these anomalous 
activities that are likely to deviate from normal behaviour. 

Finally, such a traffic model is crucial for developing 
accurate simulations of VM loads in cloud computing 
environments. An ideal cloud simulation platform should be 
able to reflect VM usage fluctuations that occur in real life, in 
order to provide realistic simulation results. 

In this paper, we study the VM usage in the commercial 
cloud: Amazon EC2 and Windows Azure, and our 
contributions include: (1) We collect real-world data of the 
request arrival and departure processes for VMs, identify the 
bursty nature of VM arrivals and departures on different time 
scales, and show that these two processes exhibit self-
similarity; (2) We give a possible reason why the above two 
processes are self-similar: the number of VMs started/stopped 
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every time period follows a power law distribution, where a 
time period can be either one or two minutes; (3) We are able 
to fit ARIMA (autoregressive integrated moving average) 
models to the number of live VMs in the system, and the 
models can be used for forecasting up to 60 time periods (of 
one or two minutes). While traffic self-similarity has been 
widely studied in distributed computing and networking [3-5], 
to the best our knowledge there has been no work that confirms 
this is the case for cloud VM usage. 

The rest of the paper is organized as follows: in Section II, 
we summarise related work. In Section III, we briefly introduce 
self-similarity and the ARIMA model. A formal problem 
statement is given in Section IV. Section V describes our 
experimental methodology. Section VI presents the results and 
analysis. Section VII gives the directions for our future work. 

II. RELATED WORK 
We begin by giving an overview of related work in this 

field. While the modelling of traffic in cloud computing is 
largely an open research question, there has been considerable 
research into the characteristics of traffic in grid computing, 
which we summarise in the next subsection. We then give an 
overview of the use of the ARIMA model in network traffic 
characterization, which is the class of model that forms the 
basis of our analysis. Finally, we outline work that has 
considered if the workload in cloud computing is self-similar. 

A. Job Arrival Process in Grid Systems 
The job arrival process of grid systems has been well 

studied in the literature. Li et al. [5] collect data from the LCG 
production grid via the Real Time Monitor, and model the job 
arrival process at three levels: Grid, Virtual Organization, and 
Region. They compare a set of m-state Markov modulated 
Poisson processes (MMPP) with Poisson and hyper-
exponential renewal processes, and conclude that to some 
extent, MMPPs with a certain number of states can simulate 
traffic at these three levels. In addition, they show that the 
overall Grid job arrival process exhibits self-similarity. 

Oikonomakos et al. [6] analyse the job inter-arrival times, 
waiting times, execution times, and the data sizes exchanged 
at the kallisto.hellasgrid.gr cluster. Moreover, they evaluate 
four models (non-homogeneous Poisson process model, hype-
exponential model, MMPP model, Pareto-Exponential model) 
for the job arrival process, and one model (hyper-exponential 
model) for job execution times. Their results also show that 
the job arrival process in grid systems is self-similar. 

B. Modelling Network Traffic with the ARIMA Model 
ARIMA models are widely used in network traffic 

modelling. For example, Krithikaivasan et al. [12] develop an 
ARIMA-based algorithm to forecast real Internet traffic. 
Papagiannaki et al. [4] show that an ARIMA model can be 
used to accurately model tier-1 IP backbone. Niu et al. [13] 
use a seasonal ARIMA model to predict the number of 
downloading peers, the bandwidth received from peer nodes, 
and the server bandwidth demand in each channel of a video-

on-demand system, and they are able to forecast all these 
processes 2.5 hours into the future. Wang et al. [14] use four 
models, ARMA, ARIMA, Fractional-ARIMA (FARIMA) and 
Fractional Gaussian Noise, to fit the arrival processes of Web 
requests and sessions, and find that the FARIMA model fits 
both these processes well when servers have high workload. 

C. Self-Similarity of Workload in Cloud Computing 
The most relevant work to this paper is [15], which studies 

five types of daily resource usage in the Windows Azure 
storage cloud: “disk space used by storage”, “number of 
storage transaction executed”, “network transfer to and from 
the Internet”, “network transfer inside the data center”, and 
“network transfers between Azure data centers”. They show 
that the distributions of the five resource types are best 
modelled by a power law. However, they do not model VM 
usage in clouds.  

In addition, some earlier papers [16, 17] assume self-
similar workload processes in their simulations, but they do 
not provide supportive evidence for this assumption. The 
burstiness of simulated work requests has been demonstrated 
to have a significant effect on cloud platform efficiency. In 
[16], Tai et al. find that traditional load balancers perform 
poorly in bursty workload situations, and propose a new 
algorithm, ARA (adaptive resource allocation), which aims to 
predict the changes in user demands and counteract the effect 
of burstiness. Similarly, in [17] Fayoumi generates self-similar 
Pareto traffic to evaluate the performance of load balancers in 
a cloud computing environment. Our work provides empirical 
support for the self-similarity assumption in these simulations. 

To the best of our knowledge, no systematic study has been 
done of virtual machine usage in cloud computing systems, in 
terms of the VM request arrival and departure processes, 
which are a critical influence on the performance of the cloud.  

III. BACKGROUND ON MODELLING 
Two key components of our analysis are (1) checking if the 

VM request arrival and departure processes are self-similar, 
and (2) using the ARIMA models to fit and forecast the 
number of live VMs in the system. In this section, we provide 
a brief introduction to the definition of self-similarity, and the 
use of ARIMA models for time series measurements. 

A. Self-similarity 
Traditionally, network traffic is considered as a Poisson 

process. However, more and more studies find that for some 
kinds of network traffic, burstiness is observed at all time 
scales, i.e., such traffic exhibits self-similarity [3, 18-20]. 

Let X=(X1, X2, ...) be a covariance stationary time series, 
i.e., (1) the mean value is constant: for all i, E[Xi] = μ, and (2) 
the covariance does not depend on i: for all i and any j, Cov(Xi, 
Xi−j) = E[(Xi − μ)(Xi−j − μ)] = γj, where γ is the autocovariance 
function. The time series X is self-similar [21] if: 

�
( )lim 1

k
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R k
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�
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where R(k) is the autocorrelation function of X, k = 1, 2, 3, …, 
Cp is a constant, and β is a data dependent parameter used to 
characterise self-similarity behaviour, where 0 < β < 1. 
Normally, the Hurst parameter (H) [22] is used instead of β, 
where H = 1 – β/2. Therefore, the Hurst parameter of a self-
similar process is in the range (0.5, 1). Alternatively, if we 
define the aggregated series X(m) of X as: 

� ( )
( 1) 1

1( ) ( )m im
j m i

X i X j
m

�

� � � �
�  �� ���
�

where m is the level of aggregation (i.e., X(m) partitions the 
original series X into non-overlapping segments of size m, and 
then averages over each segment), then series X is called 
exactly (second-order) self-similar [18] if X and X(m) have the 
same correlation structure: R(m)(k)=R(k), m=1, 2, ... This is the 
method we use to test self-similarity. 

B. ARIMA Model 
ARIMA models [23] are a common technique in time series 

analysis and forecasting.  
1) Autoregressive: In an autoregressive model, the value of 

a time series at time t, X(t), is related to its previous value(s) 
and some Gaussian distributed residuals (white noise). 
Formally, the autoregressive model of order p, AR(p), is: 

�
1

( ) ( )p
i ti

X t c X t i� �
�

� � � � � � ���
�

where c is a constant, φi is the autoregressive parameter of 
order i, and εt is white noise. 

2) Integrated: If the data X(t) are not stationary (the joint 
probability distribution is not invariant over time), they should 
be differenced (subtract successive values from each other). 

3) Moving average: In a moving average model, the value 
of a time series at time t, X(t), is only related to random errors. 
Formally, the moving average model of order q, MA(q), is: 

�
1

( ) q
i t i ti

X t � � � ���
� � � � �� ��
�

where μ is the mean, θi is the moving average parameter of 
order i, and εt  is white noise. 

The ARIMA model is generally denoted as ARIMA(p,d,q), 
where p is the order of the autoregressive components, d is the 
time over which the data are differenced, and q is the order of 
the moving average term. Due to space limits, we skip the 
details of the seasonal ARIMA model, modelling process, and 
the rules of model selection. Interested readers can refer to the 
Box-Jenkins methodology [23] for details. 

IV. PROBLEM STATEMENT 
In brief, our aim is to identify if there is any regularity in 

VM usage in the cloud computing environment and then to 
characterise it. In order to answer these questions, we collect 

five datasets from the Amazon EC2 cloud and Windows 
Azure cloud, and construct the following three time series: 

(a) New(t), 1 ≤ t < ∞, is the number of VMs started 
during the tth time period. This series is an estimate of 
the VM request arrival process; 

(b) Stop(t), 1 ≤ t < ∞, is the number of VMs stopped 
during the tth time period. This series is an estimate of 
the VM request departure process; 

(c) Total(t), 1 ≤ t < ∞, is the number of live VMs during 
the tth time period. 

We illustrate New(t) from the first dataset at three different 
time scales (1, 10, 100 minutes) in Fig. 1. As shown in the 
figure, the sequence plots of New(t) exhibit a bursty nature 
over all time scales. Hence, in this paper we test whether these 
three time series are self-similar. In addition, we try to fit the 
data of Total(t) to ARIMA models. As we summerised in 
Section II.B, previous work shows that ARIMA models have 
been successfully used in many different network 
environments. This is the reason why we choose to start our 
modelling process with the ARIMA models. While it is 
possible to use more complex models to represent the time 
series, according to Occam's razor, it is preferable to use a 
simple model. 

For convenience, the main notation used in this paper are 
listed in Table I. 

TABLE I.  NOTATION USED IN THIS PAPER 

Notation Definition 

New(t) The number of VMs started during the tth time period. 

Stop(t) The number of VMs stopped during the tth time period. 

Total(t) The number of live VMs measured at the tth time period. 

New(t)(m)
 

Aggregated series of New(t) according to (2), where m is the 
level of aggregation. 

Stop(t)(m) Aggregated series of Stop(t) according to (2), where m is the 
level of aggregation. 

Total(t)(m) Aggregated series of Total(t) according to (2), where m is the 
level of aggregation. 

ARIMA(p
,d,q) 

Non-seasonal ARIMA model: p is the order of the non-
seasonal autoregressive terms, d is the number of the non-
seasonal differencing operators, and q is the order of the non-
seasonal moving average term. 

ARIMA(p
,d,q)×(P,

D,Q)T 

Seasonal ARIMA model: P is the order of the seasonal 
autoregressive terms, D is the number of the seasonal 
differencing operators, Q is the order of the seasonal moving 
average term, T is the period (the definitions of p, d, and q are 
the same as those in ARIMA(p, d, q)). 

V. VM DATA COLLECTION METHODOLOGY 
To analyse and model VM dynamics in real cloud 

environments, we collected statistics from the Amazon EC2 
and Windows Azure cloud. In this section, we summarise the 
structure of these two platforms, and then explain how 
measurements of the VM dynamics are collected, and how 
New(t), Stop(t) and Total(t) are calculated. 
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                                 (a) New(t)                                              (b) New(t)(10), the aggregation level (m) = 10              (c) New(t)(100), the aggregation level (m) = 100 

Fig. 1.  Sequence plots of New(t) 

A. Commercial Clouds -- Amazon EC2 and Windows Azure 
Amazon EC2 is organized into regions and Availability 

Zones [24]. Currently there are eight regions, each 
containing one or more Availability Zones, which can be 
considered as data centres. Similarly, Windows Azure has 
three major regions and eight sub-regions. In both systems, 
every VM has both an external and an internal IP address. 
Previous research [11] shows that in Amazon EC2 the 
internal addresses of VMs that share the same /16 prefix are 
from the same Availability Zone. 

B. Data Collection 
We used VMs in the Amazon/Windows cloud platform 

to probe within an Availability Zone/a sub-region with a 
fixed time period, and recorded the addresses of live VMs. 
Then by tracking the active IPs across time, we can estimate 
which VMs were started/stopped in each time period. This 
method is sufficient to study the overall VM request arrival 
and departure processes, since we do not need to 
differentiate between various VM types. 

TABLE II.  INFORMATION OF THE FIVE DATASETS 

Name Subnet range Duration Sampling 
time period 

Scanned 
ports 

AM_1 10.248/16 Jun 1 ~ 8, 2012 1 minute 80, 443 

AM_2 10.248/16 Sep 19 ~ Oct 3, 
2012 1 minute 22, 80, 443 

AM_3 10.252/16 Sep 18 ~ 25, 
2012 1 minute 22, 80, 443 

AZ_1 10.119/16 Sep 27 ~ Oct 
12, 2012 2 minutes 22, 80, 443 

AZ_2 10.175/16 Sep 27 ~ Oct 
12, 2012 2 minutes 22, 80, 443 

In order to ensure the accuracy of measuring the arrival/ 
departure rate of VMs, we should (1) properly set the 
sampling time period so the reassignment of an IP address 
can be captured; and (2) consider the situation when some 
VMs fail to respond in time due to heavy load or other 

reasons. To address the first issue, the sampling value was 
set to one/two minutes. We discuss the second issue in 
Section V.C.  

Table II summaries the five datasets. Since the data were 
collected using the same approach, we use the first dataset as 
an example to explain how the data are collected: (1) initially 
start eight Linux VM instances within one Availability Zone: 
10.248/16 (in Windows Azure we start VMs within a sub-
region); (2) use nmap to perform network probes (only on 
port 80 and 443) to all other possible instances in that 
Availability Zone. In the experiment, we probed (internal) IP 
addresses in the range of 10.248.0.* ~ 10.248.95.*, because 
previous experiments showed that only the IP addresses in 
this range are used (in fact, several /24 prefixes are not used, 
but for the convenience of programming, we still probed 
addresses in the entire range). Therefore, each of the eight 
instances probes 3072 (12×256) IP addresses. This is also the 
reason why we use eight instances: it takes at most around 50 
seconds to probe 3072 addresses; (3) record the IP addresses 
of live instances in the tth time period, Record(t); (4) repeat 
steps (2) and (3) with a period of one minute. 

C. Calculation of New(t), Stop(t) and Total(t) 
Typically, New(t), Stop(t) and Total(t) are calculated as 

follows: New(t) is the number of IP addresses that appear in 
Record(t) but not in Record(t-1); Stop(t) is the number of IP 
addresses that appear in Record(t-1) but not in Record(t); 
and Total(t) is the number of IP addresses in Record(t).  

It is possible that an active VM may not be able to 
respond to our probes in time for various reasons. Therefore, 
we revised the algorithm so that an instance is considered 
stopped only when it failed to reply in a predefined number 
of consecutive time periods. New(t) and Total(t) change 
accordingly. The threshold value should be large enough to 
avoid misclassifying active VMs as stopped, but sufficiently 
small so that the algorithm can identify when an IP address 
is really reassigned to a new VM. We found a threshold of 7 
minutes work well. 
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                                (a) Aggregate variance                                                            (b) R/S                                                                          (c) Whittle 

Fig. 2.  Hurst parameters of New(t)(m) (the Hurst parameter of a self-similar process is within the rage of  (0.5, 1)) 
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                                 (a) Aggregate variance                                                           (b) R/S                                                                         (c) Whittle 

Fig. 3.  Hurst parameters of Stop(t)(m)  
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Fig. 4.  Hurst parameters of Total(t)(m) 

VI. EMPIRICAL RESULTS 
In this section we present our experimental results. We 

show that (1) New(t) and Stop(t) are self-similar; (2) New(t) 
and Stop(t) follow a power law distribution, which explains 
their self-similarity; and (3) ARIMA models fit Total(t) well 
and can forecast up to 60 time periods ahead. The main 
purpose of forecasting is for cloud providers to handle VM 
requests efficiently by adapting to the changes in demand 
quickly. Considering that normally it would only take a few 
minutes to start up a host, we believe that 60 time periods is 
sufficient for this purpose. Note that even though New(t) 
and Stop(t) are quite bursty, Total(t) is relatively stable, 
hence ARIMA models are adequate for Total(t). 

A. Self-similarity Check 
According to the definition in (2), we calculated the Hurst 

parameters for New(t)(m), Stop(t)(m) and Total(t)(m) (m = 1, 5, 
10, 20, 30, 40, 50, 60, 70, 80, 90, 100), using three different 
standard methods [21]: aggregate variance, R/S, and 
Whittle. As can be seen from Fig. 2-4, for New(t)(m) and 
Stop(t)(m) most of the values lie between 0.5 and 1, and are 
relatively stable. However, for Total(t)(m) most of the 
estimates are close to or greater than 1. Therefore, we 
conclude that New(t) and Stop(t) are self-similar, but 
Total(t) is not. 

B. Possible Reason for Self-Similarity 
A time series is self-similar if the distributions observed 

at different time scales are statistically the same. 
Meanwhile, if a time series follows the power law 
distribution, the log-log transformed complementary 
cumulative distribution function (CCDF) is expected to be 
qualitatively similar at different scales (i.e., always have the 
same gradient). Hence if a times series follows a power law 
distribution, then it will also exhibit self-similarity. 

By far the most rigorous method of fitting data to a power 
law distribution is the Kolmogorov-Smirnov test [25]. 
However, it is not applicable in our situation because the 
values of the independent variables (in this case, New(t) and 
Stop(t)) should be distributed across many orders of 
magnitude, e.g., from 100 to 104. The actual values in the 
series of New(t) and Stop(t) only have a magnitude of no 
more than 102, and over 98% of the values are lower than 
10. However, we can find some evidence of a power law 
distribution by performing a linear regression on the log-log 
transformed dataset. Specifically, we calculate the linear 
correlation coefficient (R) between X and Y, where X equals 
either log10(New(t)) or log10(Stop(t)), and Y is log10(the 
corresponding CCDF). The linear correlation coefficient (R) 
measures the linear dependence between the two variables. 
R ranges from -1 to 1, and a value close to 1 (-1) indicates a 
strong positive (negative) linear relationship. 

1) Linear correlation coefficient (R) 
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Fig. 5.  CCDF of New(t) and Stop(t) 
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Fig. 5 shows the log-log plot of the CCDF for New(t) and 
Stop(t), and Table III lists the values of R, which are close to 
-1. Therefore, we believe there is a strong negative linear 
correlation between log10(New(t)) (log10(Stop(t))) and 
log10(the corresponding CCDF). Considering that the CCDF 
of a power law distribution has the form P[X > x] ~ x−α, 
where α is a constant parameter, it is likely that New(t) and 
Stop(t) follow the power law distribution. 

TABLE III.  LINEAR CORRELATION COEFFICIENT (R) FOR NEW(T) AND 
STOP(T) 

 AM_1 AM_2 AM_3 AZ_1 AZ_2 

R of New(t) -0.99 -0.98 -0.96 -0.96 -0.95 

R of Stop(t) -0.99 -0.97 -0.97 -0.95 -0.86 

2) Estimation of the gradient 
The relationship between the Hurst parameter (H) and the 

gradient (α) is: H = (3 − α) / 2 [26]. In this subsection, we 
estimate the gradients for New(t) and Stop(t) in each of the 
five datasets, and then calculate the corresponding Hurst 
parameters using these gradients to verify our earlier results. 

When estimating the gradient, we set an upper limit (xmax) 
for each time series, and cut off the tail part where X > xmax. 
This is a common practice as normally the tail of power-law 
distributed data is noisy. For New(t) (Stop(t)), xmax is the 
maximum value of x where for all X ≤ xmax, the 
corresponding values of R are not smaller than 0.99 (0.97, 
0.99 cannot be achieved in all datasets for Stop(t)). 

TABLE IV.  ESTIMATION OF THE GRADIENT (Α) FOR NEW(T) AND 
STOP(T) 

 
New(t)(m) Stop(t)(m) 

xmax % of (X 
≤ xmax) α H xmax % of (X 

≤ xmax) α H 

AM_1 10 99.84 1.96 0.52 3 98.67 1.85 0.58 

AM_2 20 99.83 1.72 0.64 4 97.70 1.72 0.64 

AM_3 22 99.53 1.52 0.74 5 98.12 1.75 0.63 

AZ_1 6 99.85 1.73 0.64 12 99.95 1.40 0.80 

AZ_2 6 99.06 1.59 0.71 8 99.68 1.85 0.58 

Table IV shows that (1) over 99% (97%) of the data are 
preserved when estimating the gradient for New(t) (Stop(t)); 
(2) the values of H are close to the previous results in the last 
subsection. 

C. Modelling Total(t) 
In this subsection, we use Total(t) from the first dataset 

(AM_1) as an example to illustrate the modelling process. 
In addition, we present the results of forecasting with the 
selected models. For all five datasets, the first 30% of the 
data are used to construct the models, and the rest are used 
to test the forecasting performance.  

After first-order differencing, the autocorrelation plot 
shows that Total(t) has a period of 60. Therefore, we 
perform seasonal differencing with a 60 minute period to 
Total(t). The autocorrelation plot of the data after seasonal 
differencing exhibits two spikes at the first two lags, and in 

the partial autocorrelation plot, there are three spikes at lags 
1, 2 and 3. Hence, ARIMA(3,1,2)×(0,1,1)60 is selected. 
Autocorrelation and partial autocorrelation plots of the 
residuals, and the Ljung-Box Q-test show that the model is 
acceptable (i.e., the residuals are white noise). 

Total(t) from the other four datasets is modelled with the 
same process, and the results are summarised in Table V. It 
should be noted that Total(t) from the third and fifth datasets 
is seasonal, but the seasonality is weak. Therefore, a non-
seasonal ARIMA model is chosen. 

After the models are constructed, they are used to predict 
1, 3, 5, 10, 20, 30, 60 time period(s) ahead. Table VI shows 
the difference between the estimated and observed values, 
where the difference = |Estimated value – Observed value| / 
Observed value × 100. We can see that in most cases the 
maximum differences are within 5%, and the average errors 
are less than 0.5%. Therefore, we believe that the selected 
model can accurately forecast up to 60 time periods ahead.  

TABLE V.  ARIMA MODELS FOR TOTAL(T) 

 Seasonality Chosen model 

AM_1 Total(t)a 60 minutes ARIMA(3,1,2)×(0,1,1)60 

AM_2 Total(t) 60 minutes ARIMA(3,1,2)×(0,1,1)60 

AM_3 Total(t) 60 minutes (weak) ARIMA(4,1,4) 

AZ_1 Total(t) None ARIMA(5,1,2) 

AZ_2 Total(t) 80 minutes (weak) ARIMA(7,1,5) 

a. We discard the statistics collected from one VM, because they seem to be an outlier 

D. Significance of the Results 
In this subsection, we discuss how our findings can be 

used to improve cloud performance. We have shown that:  
(1) Both New(t) and Stop(t) are self-similar, and follow 

a power law distribution. A better understanding of the self-
similarity of these traffic demands is essential to ensure the 
correctness and performance of VM allocation policies. This 
is because without considering the burstiness of the request 
arrival and departure processes, the system may experience 
severe congestion, as each server’s load information may 
not be updated in time, and inappropriate allocation 
decisions can be made based on outdated information. 

(2) ARIMA models fit Total(t) well, and can forecast 
up to 60 time periods ahead with an average error of less 
than 0.5%. Such models can help cloud providers to 
dimension the infrastructure more precisely, and cope with 
the dynamics of the workload quickly to ensure the quality 
of service: the prediction can tell the providers when extra 
servers are needed, so that the requests will be handled in a 
timely manner, while only a minimum amount of power is 
consumed. In addition, such knowledge is also useful for the 
design of more appropriate VM allocation policies. We 
further discuss the implications of this in the next section. 

375375



VII. FUTURE WORK 
The four major benefits of this research as mentioned in 

the introduction also point out the possible directions for 
future work, and we are especially interested in the VM 
allocation policy and the security problem. It should be 
noted that all the following discussions are preliminary, and 
we aim to pursue these applications in future work. 

A. Energy Efficient VM Allocation Policy 
The ARIMA models we presented earlier, especially the 

forecasting function, can be useful for improving the energy 
efficiency of existing VM allocation policies.  

One common problem of the policies we summarised in 
the introduction is that they may cause unnecessary power 
to be consumed: Policy 3 (choosing the server with the 
greatest number of VMs) aims to ensure that the minimum 
number of hosts is used, but it increases the possibility of 
servers being overloaded, and hence the need for VM 
migration [27-29]. Although the benefits of VM migration 
outweigh its side effects, it is still an energy demanding 
process that consumes considerable CPU cycles and 
network bandwidth. The other policies try to achieve a 
balance between all servers by distributing VMs evenly, 
either in terms of the quantity of hosted VMs (Policy 1: 
round robin, Policy 2: server with the least number of VMs), 
or the utilization rate (Policies 4, 5: server with the greatest 
number of free CPUs / greatest ratio of free CPUs to 
allocated CPUs). However, this can lead to an excessive 
number of servers being activated: none of the servers reach 
the threshold to be shut down, when only a subset of them is 
sufficient to host all the VMs. With an accurate model of 
Total(t), it is possible for cloud providers to: (1) better 
determine the ideal number of servers needed, and shut 
down the idle ones; (2) forecast users’ requests for VMs in 
advance, and hence allocate the VMs to the appropriate 
server. This will decrease the need for live migration. A 
remaining problem is that even though we know the number 
of users’ requests, not every request requires the same type 
of VM. Possible solutions include: (1) use historical data 

about the proportions of different types of VMs in the 
system to forecast the new requests, and (2) model and 
predict the requests for different types of VMs separately. 

B. Security 
In this subsection, we discuss how to use our results to 

identify and defend against the anomalous activities 
mentioned in [11]. In order for the attacker to co-locate their 
own VM with the target VM on the same physical host (co-
residence), one approach is for the attacker to use a brute-
force strategy: start as many VMs as possible until co-
residence is achieved. Alternatively, due to the fact that 
VMs are more likely to be assigned to the lightly-load host, 
the attacker can increase the success rate of co-residence by 
triggering the victim to start new VMs, and launching their 
own VMs immediately after that. Either way, the attacker 
needs to start noticeably more VMs than normal users, 
because according to the statistics we collected, on average 
no more than nine VMs are started every five minutes. 

In addition, our measurements show that over two thirds 
of VMs run more than one hour before being shut down. In 
contrast, it is likely that attackers will turn off their VMs 
once they are found not to be co-resident with the target 
VMs, i.e., most of the attacker’s VMs will be short lived. 

If the two points mentioned above are observed for an 
account, it can be considered as a potentially malicious user. 
However, considering that such a classification is relatively 
coarse, and can lead to a high false positive rate, further VM 
requests from the user would not be denied. Instead, these 
requests will be subjected to a different allocation policy to 
make it more difficult to achieve co-residence. For example, 
such a policy can ensure that the VM requests by suspicious 
users (1) have a greater chance of being assigned to a single 
machine, i.e., the number of machines “infected” by these 
instances will be decreased; (2) do not have a preference of 
being assigned to lightly load machines. In this way, if the 
attacker persists, they need to start more VMs to achieve co-
residence, which makes the abnormality more obvious, i.e., 
the new policy forces the attacker to reveal themselves. 

TABLE VI.  DIFFERENCE BETWEEN THE ESTIMATED AND OBSERVED VALUES OF TOTAL(T) FOR THE FIVE DIFFERENT DATASETS 

 
N time period(s) ahead 

1 3 5 10 20 30 60 

AM_1 Total(t) 
Max (%) 1.58 2.25 2.34 2.47 2.92 3.31 2.67 

Mean (%) 0.11 0.13 0.16 0.21 0.28 0.33 0.42 

AM_2 Total(t) 
Max (%) 1.57 2.32 2.93 3.76 3.93 3.93 4.51 

Mean (%) 0.05 0.06 0.08 0.11 0.15 0.18 0.27 

AM_3 Total(t) 
Max (%) 0.95 1.27 1.41 1.55 1.56 1.67 2.05 

Mean (%) 0.04 0.05 0.07 0.09 0.14 0.18 0.28 

AZ_1 Total(t) 
Max (%) 1.22 1.31 1.33 1.26 1.45 1.45 1.91 

Mean (%) 0.06 0.07 0.08 0.10 0.12 0.14 0.17 

AZ_2 Total(t) 
Max (%) 2.23 2.00 2.31 2.33 2.35 2.39 2.67 

Mean (%) 0.08 0.08 0.11 0.12 0.13 0.14 0.18 
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C. Modelling New(t) and Stop(t) 
In addition to the above two directions, we will also find 

appropriate models for New(t) and Stop(t). Current results 
show that the ARIMA model is inadequate for these two 
time series, mainly because New(t) and Stop(t) are too 
volatile. In the future, we will consider other options, such 
as m-state Markov modulated Poisson processes. 

VIII. CONCLUSION 
In this paper, we have presented an initial study of VM 

usage in cloud computing environments, which shows: (1) 
The VM request arrival and departure processes show self-
similarity. Understanding the burstiness of these two 
processes can help ensure the correct and efficient allocation 
of VMs. (2) The number of VMs started/stopped every time 
period follows a power law distribution. This explains why 
the request arrival and departure processes are self-similar. 
(3) The number of live VMs in the system can be accurately 
forecast by an ARIMA model. The forecasting model can 
increase the energy efficiency of data centres, as it can help 
decide the ideal number of servers activated, and it can be 
incorporated in the VM allocation policy to decrease the 
need for VM live migration. 
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