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DT-MRI Fiber Tracking: A Shortest Paths Approach

Andrew Zalesky

Abstract—We derive a new fiber tracking algorithm for DT-MRI
that parts with the locally “greedy” paradigm intrinsic to conven-
tional tracking algorithms. We demonstrate the ability to precisely
reconstruct a diverse range of fiber trajectories in authentic and
computer-generated DT-MRI data, for which well-known conven-
tional tracking algorithms are shown to fail. Our approach is to
pose fiber tracking as a problem in computing shortest paths in a
weighted digraph. Voxels serve as vertices, and edges are included
between neighboring voxels. We assign probabilities (weights) to
edges using a Bayesian framework. Higher probabilities are as-
signed to edges that are aligned with fiber trajectories in their close
proximity. We compute optimal paths of maximum probability
using computationally scalable shortest path algorithms. The
salient features of our approach are: global optimality—unlike
conventional tracking algorithms, local errors do not accumulate
and one “wrong-turn” does not spell disaster; a target point
is specified a priori; precise reconstruction is demonstrated for
extremely low signal-to-noise ratio; impartiality to which of two
endpoints is used as a seed; and, faster computation times than
conventional all-paths tracking. We can use our new tracking
algorithm in either a single-path tracking mode (deterministic
tracking) or an all-paths tracking mode (probabilistic tracking).

Index Terms—All-paths tracking, diffusion tensor imaging
(DTI), diffusion-weighted imaging (DWI), dynamic program-
ming, fiber tracking, fiber trajectory, maximum probability path,
magnetic resonance imaging (MRI), optimal path, shortest path,
single-path tracking, tractography, white matter.

I. INTRODUCTION

IFFUSION tensor magnetic resonance imaging

(DT-MRI) [5], [25] is the first noninvasive in vivo
imaging modality touting the potential to track the trajectories
of fiber tracts in aqueous fibrous tissues, such as ligaments and
tendons, skeletal muscle and cerebral white matter [6]. Tracking
of neural fiber tracts is perhaps the most well-recognized poten-
tial of DT-MRI, which may provide neuroscientists the ability
to chart the complex network of neural fiber tracts in the human
brain and derive maps of neuroanatomic connectivity.

In recent years, some of the potential of DT-MRI has been
realized due to advances in fiber tracking algorithms (e.g.,
[71, [22], [28], [29], [33], [35], [39], [44], [45]); and the in-
troduction of higher b-value [24] diffusion-weighted imaging
(DWI) sequences [48] covering an increased number of gra-
dient directions. Techniques to suppress eddy current [18] and
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motion artifacts [34] have also contributed. Indeed, in recent
years, DT-MRI has been used extensively to reveal subtle white
matter abnormalities in a host of neurological and psychiatric
diseases, including schizophrenia [21], [26], multiple sclerosis
[10], and stroke [43].

Despite advances in tracking algorithms, reliable and robust
tracking of neural fiber tracts remains a challenge due to the dis-
crete, coarsely-sampled, noisy, and voxel-averaged data gleaned
from DT-MRI.

Most tracking algorithms incrementally “grow” a recon-
structed fiber by adding a line segment of a few millimeters
in length to the end of the previously added line segment. The
direction of the line segment is chosen based on some function
of the local DT-MRI data, such as the eigenvector with largest
eigenvalue [6] or the direction maximizing an appropriately
constructed Bayesian posterior distribution [28]. Although
perturbations attributable to noise are usually minor at a local
scale, they are additive due to the incremental and locally
“greedy” nature of most tracking algorithms. For example, at
a local scale, noise may render an estimate of the eigenvector
with largest eigenvalue in error by perhaps only a few tenths
of a degree; however, the cumulative effect of a few tenths of
a degree of error at each of hundreds or possibly thousands of
increments can result in a reconstructed trajectory gradually
meandering away from the trajectory of the true fiber bundle.

More recently, so-called probabilistic tracking algorithms
have been introduced [7], [15], [36], whereby thousands of
trajectories are reconstructed independently by repeatedly in-
voking a locally greedy tracking algorithm. The direction of the
line segment at each increment is determined by independently
sampling a Bayesian posterior distribution using Monte Carlo,
resulting in a diverse set of reconstructed trajectories, some of
which are genuine and others which are inevitably spurious.
The “probability” that a voxel is traversed by an anatomically
genuine fiber bundle is then determined by normalizing the total
number of reconstructed trajectories passing through that voxel.
The shortcomings of this approach are: sampling a Bayesian
distribution using Monte Carlo is computationally burdensome;
the final output is not a single well-defined trajectory, but rather
a spatial distribution; and, the probability of a fiber bundle
connecting two points of interest can depend on which of the
two points is used to seed the tracking algorithm.

In this paper, we devise a robust fiber tracking algorithm that
overcomes the unreliability of locally greedy algorithms. Our
new tracking algorithm offers better computational tractability
than probabilistic approaches, yields a single well-defined tra-
jectory, and is guaranteed to yield the same trajectory between
two points of interest irrespective of which point is used as a
seed. Our algorithm can be used in both a probabilistic mode
[7], [15], [36] (all-paths tracking) or a deterministic mode [6],
[11], [22], [28], [39] (single-path tracking).
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In its most basic form, our tracking algorithm takes as input
two arbitrary points (voxels) of interest, labeled herein as a seed
and a target, and yields the globally most probable trajectory
connecting these two points; in addition to a probability quan-
tifying the confidence with which this trajectory can be consid-
ered to represent an anatomically genuine fiber. With a negli-
gible amount of additional computation, trajectories can also be
reconstructed connecting the seed and all other points.

Our approach is to pose fiber tracking as a problem in com-
puting shortest paths in a weighted digraph. We construct a
weighted digraph such that each vertex (node) represents the
center point of a voxel in 3-D DT-MRI space. Two unique ver-
tices serve as a seed and a target. For any given vertex, a di-
rectional edge (link) is added to each vertex comprising a set
of neighboring vertices. A simple choice for the set of neigh-
boring vertices is the 26 vertices in closest spatial proximity to
the given vertex.

A Bayesian posterior distribution is used to assign a proba-
bility (weight) to each edge. The probability assigned to an edge
quantifies how likely that edge is tangential to a small segment
of a genuine fiber.

Each trajectory is assigned a probability quantifying the con-
fidence with which that trajectory can be considered to repre-
sent an anatomically genuine fiber. The probability assigned
to a trajectory is given by the product of the individual proba-
bilities assigned to each of the edges it traverses. To compute
the most probable trajectory, we apply efficient and well-es-
tablished dynamic programming techniques for determining the
shortest path in a graph.

In the context of DT-MRI, the notion of a most probable tra-
jectory was first portended in [46] and [47]. Therein the most
probable trajectory is termed the least energetic path and is com-
puted using a computationally expensive and approximate ap-
proach based on simulated annealing. Our approach is exact. A
dynamic programming approach to fiber tracking was used in
[40]; however, the structure of the underlying graph is unclear
and a probability is assigned to each edge in a maximum like-
lihood sense. In contrast, we use a Bayesian framework. Our
approach bears some similarity to the fast marching algorithm
used in [35]. Although fast marching can determine the proba-
bility associated with a path of maximum probability, it can only
yield an approximation for its trajectory using local gradient de-
scent. Our approach yields both the exact probability associated
with a path of maximum probability and its exact trajectory, sub-
ject to a fixed local discretization error. A similar approach was
recently devised in [16].

A global approach to fiber tracking was recently proposed in
[17]. Therein, a spline serves to characterize potential trajecto-
ries between two regions of interest. Bayesian priors are defined
for the spline control points. A sample trajectory can then be
established by drawing a sample from each control point distri-
bution. Initializing and efficiently sampling the proposal distri-
bution for the control points is a potential shortcoming of this
approach.

This paper is organized as follows. In Section |1, we review
the tensor model [5], [41], [51], which forms the backbone of
many postprocessing algorithms for DT-MRI. We briefly survey
and present a classification of conventional tracking algorithms
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in Section Ill. In Section IV, we derive our new tracking al-
gorithm and discuss issues concerning its implementation. In
Section V, we demonstrate the ability of our tracking algorithm
to reconstruct a diverse range of synthetic trajectories in com-
puter-generated DT-MRI data and quantify its precision rela-
tive to conventional tracking algorithms. Finally, in Section VI,
using authentic 3-D DT-MRI data acquired from a human sub-
ject, we demonstrate the ability to reconstruct the well-docu-
mented callosal radiations in a fraction of the time required of
two existing tracking algorithms. We also demonstrate recon-
struction of several callosal commissural fibers leading to the
lateral hemispheres, which are notoriously difficult to recon-
struct using conventional approaches [30].

Il. TENSOR MODEL

For a given voxel, the signal intensity A for an applied mag-
netic-field gradient vector g = (g, g4, g-)" is described by the
equation [5] A = Ag exp(—bgtDg), where Ay is the signal in-
tensity resulting from the application of a non-sensitizing mag-
netic-field; b is the so-called b-value describing the pulse se-
quence, gradient strength and physical constants [25], [51]; and
D e R®>*3 is a symmetric positive semi-definite tensor. We use
v;,1 = 1, 2, 3, to denote the three necessarily orthogonal eigen-
vectors of D and A; > Ay > A3 the corresponding eigenvalues.
Throughout this paper we assume ||v;|| = 1.

Il1l. FIBER TRACKING PROBLEM AND FIBER
TRACKING ALGORITHMS

Let x denote an arbitrary point in DT-MRI space D C R?
(D is “the skull-stripped brain™). Signal intensities are observed
at each intersection point of a uniformly spaced point lattice
defined on D. Let 7 be the set of all intersection points, each
of which defines the center of a cubic voxel.

For each x € Z, we define a continuous density function
fx(y), such that fx(y)dy is the probability that y is tangential
to a fiber at x, where y is a unit vector on the half-sphere S =
{y € R®|ly1 > 0,|ly|| = 1}. Restriction to the half-sphere S
is necessary because DT-MRI cannot distinguish between —y
and y; that is, whether a fiber is afferent or efferent. Therefore,
we can define fx(—y) 2 fx(y) fory € S.

The simplest choice for fx(y) is the Dirac impulse
Ix(y) = 6(y — vi(x)), where v¢(x) is the largest eigen-
vector of the tensor at x. Bayesian posteriors [7], [15], and
the densities yielded by spherical harmonic decomposition [4],
[14] and g-ball imaging [49] are alternative choices for fx(y).
Parametric models for f.(y) have also been proposed [13],
[36], [42], in which heuristic parameterizations or Watson and
Bingham distributions are fitted using a calibration procedure.
In [13], it is contended that Watson and Bingham distributions
better model uncertainty in fx(y) than their Gaussian coun-
terparts. The reader is referred to [3] and [42] and references
therein for a survey. More recently, multifibre (multicom-
partment) models have been devised [8], [37] for voxels that
encompass multiple fiber bundles, each of which may follow
a distinct trajectory. For example, in [38], a probabilistic ap-
proach is devised for untangling fiber crossings using ¢-ball
techniques.
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We refer to a fiber connecting two points as a path or trajec-
tory. Let s, (t) C D denote a path that is parameterized by
t € [0,7] and connects u with v. Let ¥, be the set of all
paths that connect u with v.

As shorthand, we write s to denote an arbitrary path con-
necting two unspecified points. Let p(s) denote the probability
of path s representing an anatomically genuine fiber trajectory
in the subject from which the DT-MRI data was collected. More
formally, we define

T

o) =exp | [1og s (300) Il at | @

where

is a vector tangential to s at £ and §(¢) = $(¢)/||$(¢)||. The right-
hand side of (1) can be normalized with the partition function
Jocw, , p(s) toensure p(s), s € Wy, is a proper distribution.

In (1), fx(y) is defined on the continuous space x € D. How-
ever, in practice, f«(y) is only known at a set of discrete points
x € I C D at which signal intensities are observed. Therefore,
for the purpose of numerical computation, (1) is approximated
as the Riemann-like sum

p(s) ~ exp (Z log fs(t.) ( (t )) dSL)
T [ (500)] @

where 0 = tg < t; < --- < ty = T is a decomposition of s
into N — 1 subpaths s; defined on [¢;,¢;11] and ds; is the arc
length of s;. We typically have ds; = o forall: = 0,1,...,N—
1, where « is a constant length. For large N, by the mean value
theorem, ds; = ||$(¢;)||dt;. Although s(¢;) is not necessarily in
7, one of many interpolation schemes [2], [32] can be used to
approximate fs,(y) fors(t;) & 7.

1=0

A. Fiber Tracking Problem
We define the fiber tracking problem as follows.

Given fx(y) for all x € Z, and two unique points of interest
u and v in D: compute either a {likely path} s, or a set
of M likely paths S, v (M) = {sp ,})L, supported by the
DT-MRI data.

Tracking algorithms use different notions to define and com-
pute s and p(s). We utilize this feature to form a classification of
tracking algorithms. We define two categories: single-path and
all-paths tracking algorithms.

B. Single-Path Fiber Tracking Algorithms (e.g., Streamline
[6], Tensorline [22], Tract Regularization [11], [28], [39])

Single-path tracking algorithms seek to compute a single
well-defined path connecting u to a target point that is
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unknown a priori. They have also been referred to as determin-
istic tracking and represent the oldest generation of tracking
algorithms. Single-path tracking is typically repeated for a
large number of seed points within a region of interest, thereby
resulting in a set of paths, which expectantly align to form
distinct bundles when viewed cumulatively.
With single-path tracking algorithms, s(¢) is computed to sat-
isfy the Frenet equation [6]
ds(t
) vy ).

where v(s(t)) is the largest eigenvector of the tensor at the
point s(t) € D. According to (3), the largest eigenvector of the
tensor at any point s(¢) along s is tangential to s at that same
point.

Euler’s method [6] is typically used to numerically solve (3),
yielding an ordered set of N points (x¢, X1, ..., xy) C D that
can be connected via the N — 1 line segments with endpoints
x; and x;41,4=0,1,..., N — 1, to furnish a discrete approx-
imation for s. Specifically, to satisfy (3), we have the recursion

€ [0,7] ®)

Xiy1 =X, tavy(x;), 1=0,1,...,N—1 4)

where xo = u is the desired seed point and & = ||x;4+1 — x|
is a user defined parameter governing the length of each line
segment. The indeterminate sign in (4) is resolved ad hoc and is
due to the fact that DT-MRI cannot determine whether a fiber is
afferent or efferent. The recursion terminates at x if the next
iterate xy 41 iS either not in D or is in a region with anisotropy
less than a prescribed threshold. Other termination criteria are
also possible.

Recursively computing a path according to (4) is termed
streamline tracking and is probably the most well-known
single-path tracking algorithm. Utilizing the entire tensor to
generate the next iterate according t0 x;+1 = x; + aDy,x; is
an alternative to (4) and has been termed tensorline tracking
[22]. Unlike (4), tensorline tracking averts the need for diago-
nalizing a tensor to generate each new iterate, though tensorline
tracking has a propensity to deviate at points of high curvature.
An error evaluation of streamline and tensorline tracking has
been considered in [23].

To the extent of an indeterminate sign, the recursion in (4)
is deterministic because x;; Is given by x; + av;(x;) with
probability 1. Therefore, substituting fx,(y) = 6(y — v1(x:))
into (2) fori = 0,1,...,N — 1, and evaluating aty = vi(x;)
gives p(s) = 1. This is a significant disadvantage of single-path
tracking because only the path satisfying (4) supposedly repre-
sents an anatomically genuine fiber trajectory with probability
1. Therefore, p(s) is a rather uninformative probability because
p(s) € {0,1} and therefore does not provide a means to assess
the confidence in any path that is computed.

C. All-Paths Fiber Tracking Algorithms (e.g., FSL’s
“ProbTrack™ [7], Friman et al. [15], PICo [36])

The inherent unreliability and inaccuracy of single-path
tracking has led to the introduction of a category of new
tracking algorithms that we term all-paths tracking. With
all-paths tracking, a set S,,(M) of M paths is computed, each
of which connects u to a target point that is unknown a priori.
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The target point of each path in S,(M) is not necessarily
unique. Typically, M is in the order of 102 or possibly 10%.
Each path in S,(M) is computed independently by rein-
voking a nondeterministic variant of the recursion in (4) with
xo = u. Specifically, (4) is rewritten as the stochastic recursion

fx:(y)dy,

wherei = 0,1,...,N — 1, and Ay, C S is defined such that
any pointx; + ay, y € Ay,, satisfies a termination criteria. For
example, low anisotropy is a well-known termination criteria.
Therefore, f ca, Ix (y)dy isthe probability that the recursion
terminates at pomt X;.

In (5), with the exclusion of xq, each of the other N — 1
points in the ordered set (xo,x1,...,xy) C D is generalized
to a random variable. Upon defining the ordered set of random
variables X = (x¢,x1,...,Xy), We can write

N-1 X ~x: «
= / fo(Y)dy H |:fxi (%)}
-AxN =0

which, after omission of the “termination” probability given by
the integral, reduces to (2) since ( L+1 - x;)/a ~ §(x;) and
a = ds;. As shorthand, we use o ( f A, fv(y)dy to denote
the “termination” probability of pomt V.

In practice, each path in the set S, (M) is computed by inde-
pendently sampling f« (y) fory € S and recursing according to
(5) until a sample is generated that is in .Ax. Then a new path is
seeded at u, and the process continues until M paths have been
computed.

Different approaches have been used to draw independent
samples from fx(y). In [7], fx(y) takes the form of a Bayesian
posterior with uniform priors. Computationally burdensome
Monte Carlo sampling is used to draw samples. In [15], Dirac
priors are used and fx (y) is discretized to 2562 predefined unit
length vectors obtained by fourfold tessellation of an icosahe-
dron. Discretization averts the need for the computationally
burdensome Monte Carlo sampling used in [7] to draw samples.
{In [36], two parametric models are devised for f.(y) based
on a heuristic reflecting uncertainty. Other parametric models
[13], [42] advocate fitting Watson and Bingham distributions
using a calibration procedure.

In [7], [15], [36], all-paths tracking is used to determine a
so-called “probabilistic” path, which is essentially a spatial dis-
tribution of paths. Let the spatial random variable V% € T de-
note the target point (voxel) reached by an arbitrary path that is
seeded at u. In [15], a probabilistic path is defined by the distri-
bution of V., which is approximated with S,,(M ) based on

P(xit1 =x; tay) = vyeS\Ax, (5

P(Vi=v)=0(v) / p(s)

sEV, v

Z liscw, o)

Lisew,)

= lim
M — oo

o—=0 SES,(ur)

1
- {s€¥u-v}
= Z M ’

SESu ()

vel (6)

e
@
OICO 0.1 O O. @Ql

Fig. 1. Discretized example illustrating the difference between all-paths and
single-path tracking.

where 1., denotes the binary indicator function and 7(x) C D
is the continuous space encompassed by the voxel centered at
pointx € 7.1

In [7] and [36], a probabilistic path is defined a little differ-
ently. Let the spatial random variable V2 € Z denote a point
(voxel) in Z traversed by an arbitrary path that is seeded at u.
According to [7], [36], we therefore have

1
P(Vi=v)x > % vel. ()

u
SESyu(m)

We use the term all-paths tracking because all of the conceiv-
able paths connecting u with any other point in Z will eventually
be computed if the recursion in (5) is repeated for a very large
number of times.

Fig. 1 shows an illustrative example of all-paths tracking in
the case that fx(y) is discretized to at most four directions. In
Fig. 1, each discretized direction is denoted with an arrow. Fic-
titious probabilities have been assigned to each direction. The
probability assigned to each arrow that returns to its origin cor-
responds to a termination probability. We assume the four points
x1,...,X4 are the only points that can be reached by initial-
izing (5) with xo = u. The Euclidean distance between any two
points connected with an arrow is o« = 1. If we were to gen-
erate 103 independent paths using (5), on average, the number
of paths connecting u with x4, ..., x4 would be 30, 90, 400,
and 380, respectively. The remaining 100 paths would depart
u in a direction that leads to a point that satisfies a termina-
tion criteria. We, therefore, have P(V), = (u,x1,...,x4)) =
(0.1,0.03,0.09,0.4,0.38) and P(V2 = (u,x1,...,x4)) =
(1,0.3,0.1,0.5,0.38).

To contrast all-paths tracking with single-path tracking, we
suppose the direction that has been assigned the highest prob-
ability at each point in Fig. 1 corresponds to the direction of
the largest eigenvector. Accordingly, with single-path tracking,
the path (u, x3, x4) is computed with probability 1. We remark
that of the three paths connecting u with x4, the path computed
with single-path tracking is not the path of maximum proba-
bility, which is (u, x1,x4). This demonstrates the locally greedy
nature of single-path tracking.

1In writing (6), we have assumed the indeterminate sign in (5) is resolved
deterministically and remains fixed each time (5) is reinvoked to compute a new
path. Therefore, in (6), ... iStobeunderstood as the set of all paths connecting

with  that can be computed using (5), given that the indeterminate sign is
fixed. Alternative paths that connect with , but which are notin . v, may
be computed if the indeterminate sign is resolved conversely.

Authorized licensed use limited to: UNIVERSITY OF MELBOURNE. Downloaded on February 10, 2009 at 01:42 from |IEEE Xplore. Restrictions apply.



1462

The shortcomings of all-paths tracking are: a target point
cannot be specified a priori;2 the number of independent paths
M that need to be computed to ensure the approximations
in (6) and (7) are statistically valid is unclear; and, drawing
independent samples from f (y) using Monte Carlo techniques
is computationally burdensome.

IV. FIBER TRACKING—A SHORTEST PATHS FORMULATION

We devise a new single-path tracking algorithm that parts
with the follow-the-largest-eigenvector rule and its other locally
greedy counterparts while offering better computational com-
plexity than all-paths tracking algorithms. We devise a tracking
algorithm founded on the notion of computing a path of max-
imum probability between two points of interest. We say a path

sy,v 1S @ path of maximum probability if and only if p(s}, ;) >
p(s for all s € ¥, . More formally
D (s’:l,v) = arg max p(s) 8)

s€EVy v

where p(s) was defined in (1).

For the illustrative example shown in Fig. 1, we have
p(shx,) = 0.27, assuming o = 1, and s}, ., = (u,X1,Xy).

Our approach is to pose fiber tracking as a problem in com-
puting a shortest path in a weighted digraph. We construct a
weighted digraph such that each vertex (node) corresponds to
a point in Z. For each x € Z, a directional edge (link) is added
to each vertex comprising a set of neighboring vertices. Let £
denote the set of edges originating from x € Z. A simple choice
for the set of neighboring vertices is the 26 or 6 vertices in
closest spatial proximity to the given vertex.

A. Assigning Edge Probabilities

Each edge in & isassigned a probability (weight) by sampling
aBayesian posterior of the same kind derived in [15]. Let p(e) de-
note the probability assignedtoedge e € &x.Forx € Z, let

ay = (logay,logas,...,logay)! be the observed log-signal
intensities at the gradient vectors Gx = (g1,82,-.-,8s)" and
b-values [25], [61] bx = (b1, ba,...,bs)t.

The observed intensities a, are corrupted by noise. We as-
sume that noise is independent and identically distributed for
each x € Z. Therefore, without loss of generality, we suppress
the subscript x and understand a, G, b, £ and f(y) to pertain
to any arbitrary vertex x € 7.

In a Bayesian setting, our task is to determine

f@%=/W%QhMQ yes ©)
Q

where Q = (Ap, D) are the seven independent parameters of the
tensor model. We then marginalize f(y) overy € {0(ve)}ece,
where v, is the unit vector pointing in the direction of edge
e € £and

_Jy, yeS,
ww—{_% e

2paths that fail to reach a prescribed target can be culled a posteriori; however,
this may require generation of a computationally exorbitant number of paths to
ensure a statistically meaningful number of surviving paths remain, particularly
if the prescribed target is only weakly connected to the seed. In contrast, with our
approach, since a path is guaranteed to reach its prescribed target, computational
effort is never wasted on generating samples that are ultimately culled.

(10)
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We assume repeated elements are deleted from {6(v.)}e.ce. We
have insisted on writing #(v..) instead of v, to ensure the sym-

metry f(—y) 2 f(y) fory € S is preserved. Therefore, al-
though we speak of assigning a probability to each edge e € &,
for any pair of edges ey, ep € £ satisfying v, = —v.,, we are
in effect only assigning a probability to one of the two edges;
namely, the one in S.

The probability assigned to edge e € £ is given by

p(@) = f(ve)aev

where «. is the Euclidean length of edge e € £. The exponent
a, ensures p(e) is length invariant.3

In highly anisotropic regions, sampling f(v.), e € £, with as
few as 26 directions, |£| = 26, may not be sufficient. We may
be unlucky enough not to have any of the edges in £ aligned
with the direction of anisotropy. Increasing the number of edges
in £ for those regions in which anisotropy exceeds a prescribed
threshold reduces the likelihood of this unlucky event at the cost
of an increase in running time. Alternatively, we can sample over
many thousands of directions using tessellation of an icosahe-
dron, assign each sample to the edge in £ with which it forms
the minimum angle and then, instead of (11), use the weighted
sum p(e) = >° ¢ cyf(y)*, {where 7. is the set of direc-
tions assigned to edge e € £ and ¢y is the weight for sample
direction y. Weights can be set according to the heuristic ¢,
1/ arccos(|ve - y|).

According to Bayes’ rule, we have

Pmmwzwwﬁgmm.

It has been shown in [41] that log(a;) ~ N(log(4;),0/A;).
We are therefore justified in using the Gaussian distributed like-

c€E (11)

yes. (12

lihood
A2 a; 2
P(aly,) Ll_Il\/_O exp 3 <10g Z) (13)
where A; is shorthand for A;(y, Ao, Di(y), g, bi). Ac-
cording to the tensor model [5] A; = Agexp(—bg!D;(y)g:),

where D,(y) is the diffusion tensor for the sample di-
rection y. For each sample direction y € S, D;(y) =
R(y)tdlag()\l/\g//\g)R(y), where \; > Ay > A3 > 0 are
the eigenvalues of D determined using least squares estimation
[41] and R(y) is the rotation matrix [12] that aligns the prin-
cipal eigenvector of the canonical tensor diag(A1, A2, A3) with
y. However, this approach is problematic if Ao # A3, since it is
not clear how the two canonical eigenvectors with eigenvalues
Ao and A3 should be oriented to form an orthogonal basis with
y. (Any orthogonal orientation is suitable if Ay = A3.)

As an alternative, we advocate use of the constrained tensor
model [15] A; = Ag exp(—b;y — b;3(g: - ¥)?), where v and 3
are determined by the eigenvalues of D. In the case that \s =

3Length invariance can be understood with the aid of the following example:
Leta -edge be an edge of length  that is assigned probability . Bisecting
a -edge gives two independent /2 -edges. The combined prob-
ability of the two independent /2 -edges is the product of their indi-
vidual probabllltles L2 1/2 . Therefore, the length invariance property
L/2 is satisfied, which is not the case if the

exponent . is omitted in (11).
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A3, we can perfectly fit the constrained model by setting v =
Ao = Az and 8 = A; — . Otherwise, if Ay # A3, we revert to
the theorem in the appendix of [15] to find the closest (in terms
of the Frobenius norm) symmetric positive semi-definite 3 x 3
matrix to D with two smallest eigenvalues equal. As shown in
[15], we have v = (A2 + A3)/2.

To fully specify the Bayesian posterior in (12), we need to
define the prior P(y, ©2). We assume our prior knowledge about
y is independent of our prior knowledge about the parameters of
the tensor model. This is a simplifying assumption that affords
the factorization P(y, Q) = P(y)P (). Substituting (12) into
(9) and utilizing this factorization gives

15) = 5 [Plaly.@P@a2. yes.
Q

The integral in (14) is with respect to the parameters
Q = (Aop,D) of the constrained tensor model. Given that
D is only used in the constrained model to determine 3 and -,
we can instead write 2 = (Ao, 3,~) and thus rid ourselves of
the redundancy in D.

The integrand in (14) includes a nested exponential. There-
fore, we have little hope of analytically evaluating the integral
unless

(14)

P Q= (45,87 = 8 (Ay — A0) 6(8" = B)6(v" — ) (15)

where the centers of the Dirac impulses are estimated by fitting
the observed intensities a to the tensor model using weighted
least squares.

Lacking any prior knowledge about y, we justifiably assign
the uniform prior P(y) = 1/(27) fory € S.

The marginal likelihood P(a) is given by integrating the nu-
merator in (14) with respect to y over the half-sphere S. Specif-
ically, P(a) = [ fQ (aly, Q)P(Q)P(y)dQdy. The integral
with respect to y is analytical intractable; however, we avert
the need for its evaluation because we marginalize f(y) over
the discrete sety € {6(v.)}cce. Therefore, we can write x =
P(a)/P(y) = 2xP(a), where « is chosen to ensure

> / (aly, @

ye{f(ve)lece

(Q)dQ = 1. (16)

Substituting (15) and (13) into (14), and marginalizing ac-
cording to (16) gives

: ﬁ r
= — ex P —
P Plly,
1=1

where Ty ; = —b;y — b;B8(gi -y)?> andy € {6(v.)}cee and
we have assumed A, = 1. The variance o2 is estimated as
a by-product of fitting the observed intensities a to the tensor
model using weighted least squares [41].

(log a; — Ty ;)2 v

(1)

B. Computing a Path of Maximum Probability

Let G denote the weighted digraph with vertex set Z, edge
set {&x }xez and edge weights assigned according to p(e), e €
{5 }er

We compute an ordered set of points (x¢,X1,...,xx5) C Z
to furnish a discrete approximation of a path of maximum
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probability sy, ,,, where xo = u and xy = v. Each point in
(x0,X1,--- .x]\) is constrained to a vertex of the digraph G
and each of the IV — 1 directional line segments with endpoints
x; and x;41, 7 = 0,1,..., N — 1, corresponds to an edge of
G. We therefore write s¥ , = (X9, X1,...,Xx) and understand
the approximation is due to discretization error. It is important
to remark that this discretization error is somewhat cruder
than the discretization error inherent to single-path tracking
algorithms. With single-path tracking, (x¢,x1,...,x5) C D,
and thus discretization error is exclusively due to approxi-
mating a curve with line segments; in contrast, we introduce
an additional source of discretization error by constraining the
endpoints of each line segment to the vertex set of G. That is,
(x0,X1,.-.,Xn) C I.

We view s}, , ~ (Xo,X1,...,Xy) as a shortest path from u
to v in the digraph G. This view motivates the use of a suitably
modified shortest path algorithm, such as Dijkstra’s algorithm
[1], [9], to compute (x¢,X1,- .., XN).

However, s¥, , =~ (x0,X1,...,Xy) is not exactly a shortest
path from u to v in the digraph G. Foremost, the con-
ventional notion of a shortest path is based on an additive
cost objective; however, our objective in (8) is multiplica-
tive because p(s) is given by the product of the individual
probabilities assigned to each of the edges it traverses. Specif-
ically, for s = (x¢,x1,...,xn), according to (2), we have
p(s) = [l.ee, p(e), where & is the set of edges traversed by
s. Taking the logarithm of p(s) in (8) yields the equivalent
additive objective ) . logp(e), since p(s1) < p(s2) ensures
logp(s1) < logp(sz). Therefore, we in fact assign the weight
logp(e) € (—o0,0] to edge e € {Ex }xez-

Second, sk , =~ (xo,X1,...,Xx) IS essentially a “longest”
path because we wish to maximize our cost objective. Dijk-
stra’s algorithm can be trivially modified to compute a longest
path. We have opted for Dijkstra’s algorithm due to its low
running time of O(|Z|?) and its ability to compute a path of
maximum probability from u to all vertices in Z with negli-
gibly more computation than required to compute sy, , [1]. It
can be easily shown that paths comprising infinitely many cy-
cles are never computed because we seek a longest path in a di-
graph with negative edge weights. Pseudo-code for computing
sk o =~ (X0,X1,...,Xy) IS presented in the Appendix.

We wish to ensure impartiality to which of a path’s two end-
points is used as a seed. It can be verified that p(su,v) = p(Sv,u)
if G is symmetrized such that p(e; ;) = p(e;,:) forall e € &,
where e; ; is the edge from vertex 7 to vertex j. Symmetriza-
tion can be achieved simply by assigning a common weight to
e; j and e; ;, such as the average given by (p(e; ;) +p(e;:))/2.
This is equivalent to replacing the two directed edges e; ; and
e;.; with one undirected edge, thereby reducing G to an undi-
rected graph.

C. All-Paths Tracking Mode

Our new tracking algorithm can also be used in an all-paths
tracking mode to yield a probabilistic path of the kind described
in Section I1I.

For conventional all-paths tracking algorithms, we have de-
fined a probabilistic path as the spatial random variable V, € 7,
which denotes the target point (voxel) reached by an arbitrary
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path that is seeded at u. In Sections V and VI, we view as an
intensity image the probabilities P(V,, = v) for all v in a par-
ticular slice of interest in the three-dimensional volume Z. Using
our new tracking algorithm, we can generate an equivalent in-
tensity image for a seed point u using the optimal probabilities
p(shv) = exp(D_.es-  logp(e)), forall v in the same slice of
interest. o

Let R denote a set of contiguous voxels (vertices) comprising
a region of interest that we wish to use as a seed instead of the
single point u. In this case, we compute a path of maximum
probability s, , from each vertex u € R to all other vertices
v € Z. For a region of interest R, the final probability as-
signed to voxel v in an intensity image is given by the average

VIR Luer P(Sty)-

V. PERFORMANCE EVALUATION: SYNTHETIC FIBERS

Our purpose in this section is to demonstrate the precision of
our new tracking algorithm and to quantify its accuracy relative
to conventional single-path tracking algorithms.

In this section, we have opted to use computer-generated data.
For evaluation and error analysis, computer-generated data pro-
vides an ideal surrogate for authentic DT-MRI data. Computer-
generated data ensures an accurate error analysis because the
precise trajectory of the fiber to be tracked is known in advance.
Knowing the precise trajectory of the fiber to be tracked is par-
ticularly important in the error analysis of single-path tracking
algorithms since the reconstructed trajectory is given by a binary
distribution (no uncertainty). Furthermore, computer-generated
data affords precise control over signal-to-noise ratio (SNR) and
targeted testing of specific fiber characteristics. In the next sec-
tion, we use authentic 3-D DT-MRI data to qualitatively com-
pare the performance of our tracking algorithm relative to con-
ventional all-paths tracking algorithms.

Similar to [6], [11], [23], [28], we restrict ourselves to the
plane. In particular, D C R?, which represents a particular slice
in a volume.

We consider tracking each of the three separate fibers shown
inFig. 2. InFig. 2, each endpoint of a fiber is assigned to serve as
either a seed point u or a target point v. Tracking any of the three
synthetic fibers shown in Fig. 2 is a somewhat simpler problem
than tracking authentic neural fibers. The reason for this simpli-
fication is to enable us to undertake an error analysis using our
knowledge of the trajectory to be tracked. This simplification is
not in any way favorable to any particular tracking algorithm.

A. Generation of Observed Signal Intensities

We overlay a point lattice with uniform spacing of 0.1 (arbi-
trary units) over each of three separate axes shown in Fig. 2. For
example, in Fig. 2(a), we have D = [0, 5] x [0,3.5] and the set
of intersection points Z = {0,0.1,...,5} x{0,0.1,...,3.5} C
D. Each intersection point x € Z defines the center of a square
voxel of width and height 0.1.

We use the constrained tensor model described in Section 1l
to generate the observed signal intensities at each voxel. We
foremost partition Z to form two disjoint sets. One set contains
all the voxels traversed by the fiber, while the other set contains
all the remaining voxels in Z. A voxel with center x = (z,y) €
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Fig. 2. Paths of three synthetic fibers and corresponding fractional anisotropy
(FA) maps for a moderate SNR of 3 dB. (a) Spiral of Archimedes; (b) FA spiral;
(c) “Kissing” parabolas; (d) FA parabolas; (e) semi-circle; (f) FA semi-circle.

Tangent
Approximation :

Fig. 3. A tangent is approximated for each 0.1
true path.

0.1 voxel traversed by the

y(t)), t € [0,T], if and only

7 is said to be traversed by (z(t), 1
1] x [z + 0.1,y + 0.1] for any

if (z(t),y(t)) € [t—0.1,y—0.
t € [0,77.

For each voxel x = (z,y) € Z traversed by a fiber, we deter-
mine a unit vector v on the semi-circle (0, 7] that represents an
approximate consensus average of the tangent vectors along the
portion of the fiber in the region [z — 0.1,y —0.1] x [z + 0.1,y +
0.1]. Specifically, as shown in Fig. 3, v is given by the secant
line between the two points at which the fiber intersects the pe-
riphery of the voxel. This approximation may deteriorate if the
voxel size is too large and/or the fiber exhibits high curvature.
Furthermore, the fiber may intersect the periphery of a voxel
more than twice, in which case we approximate v heuristically.
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For the remaining voxels not traversed by a fiber, we set v =
0, thereby effectively eliminating the anisotropic term b3(g-v)?
in the constrained tensor model.

With v approximated, we then generate the observed
log-signal intensities according to the constrained tensor model
(A2 = As3) [15]. We use the ratio A; /A2 = 3, which yields
slightly more anisotropy than the experimentally observed
[27] ratio A1 /A2/ A3 = 1.43/0.49/0.25 in the splenium of the
corpus callosum. For each voxel, we generate 181 observed
log-signal intensities, each of which is intentionally corrupted
by adding an independent zero mean Gaussian noise sample
with variance o2. Each observation corresponds to a unique
pair (b,g), where b € {0,318,930,1541} and g is any one
of 60 uniformly spaced unit vectors on the semi-circle (0, 7].
For b = 0, we need only make an observation at one arbitrary
gradient direction g.

For each voxel x € Z, we independently estimate a 2x 2
tensor D, by fitting the observed intensities a, to the con-
strained tensor model using weighted least squares. A spatial
Gaussian filter with a square kernel of half-width 4 voxels is
then applied to smooth the estimated tensor field and reduce
the likelihood of negative eigenvalues. To determine the prin-
cipal eigenvector, each smoothed tensor is diagonalized using
standard techniques. After diagonalization, any negative eigen-
values are replaced with their absolute value.

Finally, we define SNR in decibels as SNR =
10logyo(Ao/0).

B. Implementation of Single-Path Tracking Algorithms

We evaluate the accuracy of our new tracking algorithm with
respect to perhaps the two most well-known single-path tracking
algorithms—streamline and tensorline tracking.

Streamline and tensorline tracking is implemented as pro-
posed in [6] and [22], respectively, but with a few slight
modifications. A path terminates if and only if its arc length
exceeds the arc length of the true path, which is given by
L = fOT V(2 (t) + v/ (t)dt for a path with parametrization
(y(¢),z(t)), t € [0,T]. The step length is « = 0.1. Therefore,
each path necessarily terminates at iteration i = | L/«].

Nearest neighbor interpolation is used to estimate the tensor
at points not in Z. We have verified that our conclusions are
rather insensitive to the choice of interpolation scheme.

The indeterminate sign in (4) is resolved to maximize the
angle between v (x;_1) and vy (x; ), and therefore minimize the
local jaggedness of the reconstructed path. Specifically, x; 1 =
X; + avy(x;) if cos™H(vi(x;) - vi(xi1)) > cos H(—vy(x;) -
vi(x;-1)), otherwise x; 11 = x; — avy(x;). This also discour-
ages the reconstructed path from immediately doubling back
onto itself, though it does not avert a path doubling back via a
teardrop-shaped “loop,” as demonstrated by the streamline path
in Fig. 6(a).

In the case of tensorline tracking, we in fact implement
a hybrid tensor/streamline approach given by x;,.1 =
x; £ alevi(x;) + (1 — ¢)Dx,x;), 0 < ¢ < 1, which
was proposed in [22] to remedy the well-known propensity
of pure tensorline approaches (¢ = 0) to underestimate fiber
curvature [23]. We set ¢ = 0.6.
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In the implementation of our new tracking algorithm, we opt
for a digraph with eight edges originating from each vertex
x € Z.Thatis, |£] = 8, where the four edges pointing in
the direction of the cardinal points of the compass are of length
a. = 0.1, while the four other edges pointing in the direction
of the subcardinal points are of length «. = 1/0.02. Edges orig-
inating from vertices on the periphery of D may lead to points
not in D. These edges are excluded. Weights are assigned to
each edge according to (11).

Dijkstra’s algorithm, as presented in the Appendix, is used to
compute sy, , & (X, X1, .-, XN).

C. Error Analysis

To quantify the accuracy of our new tracking algorithm rel-
ative to conventional single-path tracking algorithms, we con-
sider the Euclidean distance between the true path s and its re-
construction § as a function of arc length [ € [0, L]. In particular,
we define an error margin at arc length / according to

e(l) = lIs() = sl

where s(I) are the rectangular coordinates of path s at arc
length .

To ensure a statistically meaningful measure of error, we plot
an average of ¢(l) over 100 independent trials. Noise is resam-
pled independently for each trial. We compute an average of ¢({)
for our new tracking algorithm, streamline tracking, and tensor-
line tracking.

1eo,1) (18)

D. Guide to Figures

Fig. 2 shows paths of the three synthetic fibers we intend to
track. To visualize the effects of our data preprocessing stages
and the impairments resulting from the addition of noise, we
also show a fractional anisotropy map for a moderate SNR of
3 dB alongside each of the three separate fibers.

Fig. 4 shows plots and images related to tracking the fiber
shown in Fig. 2(a) for a relatively high SNR of 30 dB. Fig. 4
consists of two subfigures: (a) shows the true path, and the deter-
ministic paths reconstructed using our new tracking algorithm,
streamline tracking and tensorline tracking and (b) shows plots
of the average error margin as a function of arc length.

In Fig. 4(a), we in fact show a piecewise cubic spline fit of the
path reconstructed using our new tracking algorithm. A piece-
wise cubic spline alleviates the artificial zigzag structure of the
reconstructed path, which is an unpleasing artifact of restricting

Fig. 5 also adheres to the same format described above with
respect to Fig. 4, except we now consider tracking one of the
two “kissing” parabolas shown in Fig. 2(c) for a moderate SNR
of 5 dB.

Finally, in Fig. 6, we have used the problem of tracking the
semi-circle shown in Fig. 2(e) to present an example demon-
strating that our tracking algorithm may reconstruct a phantom
bridge if u is in close proximity to v and/or SNR is low. In par-
ticular, Fig. 6(a) shows that a phantom bridge is reconstructed
for a low SNR of 1 dB; however, Fig. 6(b) shows that the true
path is accurately tracked if SNR is increased to 30 dB.

Authorized licensed use limited to: UNIVERSITY OF MELBOURNE. Downloaded on February 10, 2009 at 01:42 from |IEEE Xplore. Restrictions apply.



1466

3.5

3.0 +

2.5 1

1.5+

1.0 1

Streamline
0 +—————F—F+—+—+—
0 05 1.0 15 20 25 30 35 40 4.5 5.0

(a)

10!

Tensorline

Streamline

-
e=]
=]
|
T

Our Approach

Discretization Error
Upper Bound

ERROR [MM]
—
o
!
|

—_

<
()
|

103
0 1 2 3 4 5 6 7 8
PATH LENGTH [MM]

(b)

Fig. 4. Tracking the Spiral of Archimedes for a high SNR of 30 dB. (a) Our
approach versus conventional single-path tracking; (b) mean error (100 inde-
pendent trials).

V1. PERFORMANCE EVALUATION: AUTHENTIC DATA

Our new tracking algorithm is also comparable with all-paths
tracking algorithms. In particular, for a given seed point u, we
can view p( ) for all x € 7 as a probabilistic path. We call
this the all-paths tracking mode of our algorithm. We can there-
fore compare an intensity image of p( ;, ) for all x € 7 with
the conventional probabilistic path yielded with the all-paths
tracking algorithms devised in [7] and [15].

In this section, we use authentic 3-D DT-MRI data to quali-
tatively compare the performance of our tracking algorithm rel-
ative to conventional all-paths tracking algorithms.

A. Data Acquisition and Preprocessing

The DT-MRI data was acquired from a healthy male with
no known neurological disorders using a 3-T Magnetom Tri-
oTim scanner (Siemens, Erlangen, Germany). The spin-echo
EPI sequence (TE = 100 ms, TR = 9 s, 256 x 256 mm?
field-of-view) consisted of 128 isotropically distributed gradient
directions with b = 2000 s/mm? acquired over a 128 x 128
image matrix at 64 consecutive axial slices of thickness 2 mm,
thus resulting in voxel dimensions of 2 x 2 x 2 mm. An addi-
tional 10 volumes with b = 0 s/mm? were acquired at a set of
evenly distributed points in the sequence.

The 10 volumes with b = 0 s/mm? were aligned to the first
one using an affine transform and then averaged to yield a single
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Fig. 5. Tracking one of two ‘kissing” parabolas for a moderate SNR of 5 dB.
(a) Our approach versus conventional single-path tracking; (b) mean error (100
independent trials).
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Fig. 6. A phantom bridge: an example of what can go wrong with our approach
for low SNR. (a) 1 dB. (b) 30 dB.

reference volume. To correct for head motion and eddy-current
artifacts, the 128 volumes with b = 2000 s/mm? were individ-
ually registered to the reference volume using an affine trans-
form. We performed this step using the eddy-current correction
tool available as part of the diffusion toolbox from the FMRIB
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