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Abstract—Presented herein is a scalable framework for es-
timating path blocking probabilities in optical burst switched
(OBS) networks where limited wavelength conversion is possible.
Although presented under the guise of OBS, it is pertinent to
a broader class of optical networks based on the principle of
bufferless unacknowledged switching. By applying the frame-
work to the NSFNET topology, it is shown that even the most
limited conversion range may reduce path blocking probabilities
by several orders of magnitude, compared with no wavelength
conversion. Moreover, contrary to previous results derived for
all-optical non-OBS networks with acknowledgement, OBS with
full wavelength conversion achieves significantly lower blocking
probabilities than OBS with limited wavelength conversion when
the conversion range is small. Underpinning the framework is a
generalization of the classical reduced load approximation. As-
suming links evolve independently of each other allows decoupling
of the network into its constituent links. A set of fixed-point equa-
tions describing the evolution of each conversion range are then
solved by successive substitution to estimate link blocking prob-
abilities. Having these link blocking probabilities, path blocking
probabilities are evaluated. The complexity of the framework is
dominated by the wavelength conversion range and is independent
of the number of wavelengths per link under certain symmetry
conditions. Both just-in-time (JIT) and just-enough-time (JET)
scheduling are considered. Simulations are implemented to cor-
roborate the accuracy of the framework.

Index Terms—All-optical network, blocking probability, limited
wavelength conversion, optical burst switching, reduced load ap-
proximation.

I. INTRODUCTION

THE advancement of optical technology in recent years po-
sitions the all-optical network (AON) as a viable option for

next-generation communication networks. Being able to send a
data-carrying optical signal for thousands of kilometers, through
many transparent optical switches, or optical cross-connects,
without conversion to the electronic domain is the key feature
defining an AON.

An AON consists of many optical cross-connects inter-
connected through hundreds, possibly thousands, of fibers
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Fig. 1. Wavelength continuity constraint limits a lightpath to the same wave-
length, either w or w , within each of the four links.

containing hundreds of wavelength channels, which is referred
to as the core network. Fibers are considered unidirectional and
a link refers to multiple fibers aligned in the same direction
between a common pair of optical cross-connects. Located at
the periphery of the core network are edge routers. Edge routers
are given the task of assembling and disassembling many data
streams destined to or arriving from users connected to the core
network.

Data streams are sent, or switched, across the core network
via circuit-like connections, referred to as lightpaths. A light-
path is a contiguous sequence of wavelengths interconnected
through optical cross-connects. A lightpath is constrained to the
same wavelength within each link, referred to as the wavelength
continuity constraint, if cross-connects are not equipped with
wavelength converters. A wavelength converter is a device that
provides the ability to switch data from an incoming wavelength
to a different outgoing wavelength. Wavelength conversion
allows the wavelength continuity constraint to be relaxed.
Therefore, honoring a lightpath request only requires some
wavelength to be free within each link, whereas no wavelength
conversion requires the same wavelength to be free within each
link, as shown in Fig. 1. It is convenient to regard a pair of edge
routers, associated with a particular lightpath, as an ingress and
egress router pair.

Wavelength converters are costly devices and bear some side
effects. One such side effect is that output power strongly deteri-
orates as a function of the distance between the input and output
wavelengths, which motivates the study of limited wavelength
conversion [7]. Wavelength converters with a limited conver-
sion range allow an incoming wavelength to be switched only
to a small subset of outgoing wavelengths, referred to as the
range of conversion. For example, it has been shown [6] that
all-optical wavelength conversion capable of switching an in-
coming wavelength to two different outgoing wavelengths for a
total conversion range of 20 nm is achievable through four-wave
mixing in a semiconductor optical amplifier (SOA).

An AON can be categorized in terms of how lightpaths are
set up. The precise question to pose when categorizing an AON
according to this criterion is whether or not the ingress router
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is informed that a lightpath has been set up, from the ingress
router to the egress router, strictly before a data stream is sent.
Switching is considered acknowledged1 if the ingress router
is informed as such, otherwise, switching is considered unac-
knowledged. The problem of whether acknowledged or unac-
knowledged switching is best for a given application is complex
and not well understood yet.

Presented herein is a framework for estimating path blocking
probabilities specific to a state of the art unacknowledged
switching technology known as optical burst switching (OBS)
[3], [5], [9], [14], in a network of arbitrary topology in which
limited wavelength conversion is possible. OBS is an optical
analog of classical tell-and-go (TAG) switching [15], [19] and
is prevalent throughout literature.

The trademark features underpinning OBS are as follows.
Data streams are gathered at ingress routers, sorted according
to destination and grouped into variable-sized elementary
switching entities known as bursts. Consider a fully formed
burst that is ready to go. Before the burst is sent, a control
packet is generated at the ingress router and sent toward the
destination to set up a lightpath. The control packet, in essence,
is assigned the task of heralding the arrival of the upcoming
burst. Upon its arrival at each optical cross-connect along the
lightpath, the burst size and arrival time are read from the
control packet and the burst is scheduled in advance to an
appropriate outgoing wavelength. Scheduling involves making
an advance reservation for the wavelength. If the burst can be
scheduled in advance to a wavelength, the wavelength is said
to be free, otherwise the wavelength is busy. The burst itself is
sent after a fixed delay, referred to as an offset, equal to the total
processing delay encountered by the control packet. Such an
offset ensures that the burst cannot overtake the control packet
and effectively run out of lightpath.

It is possible that a control packet may be unable to set up
a lightpath when an ingress router is intending to send a burst.
The reason being that wavelengths, the building blocks of light-
paths, are a limited resource. Therefore, an ingress router in-
tending to send a burst must contend with other ingress routers
vying for the same wavelengths. A wavelength is in contention
if two or more ingress routers are vying for it and a resolu-
tion policy refers to the way in which wavelength contention
is resolved. The simplest resolution policy, and the policy con-
sidered herein, involves blocking a burst, meaning that its data
are lost, if it cannot be scheduled to an appropriate outgoing
wavelength. The responsibility of burst retransmission is then
given to higher layer protocols. Path blocking probability is
therefore one of the most important performance measures of
OBS.

OBS can be categorized in terms of when a wavelength is re-
served and when a wavelength is released, referred to as sched-
uling. Reservation is considered immediate if the wavelength is
reserved immediately upon arrival and processing of the con-
trol packet and delayed if the reservation period is delayed until
the time when the burst is expected to arrive. Release is con-
sidered immediate if the wavelength is released immediately

1Acknowledged switching in an AON is sometimes referred to as optical cir-
cuit switching.

Fig. 2. JET scheduling on a three-hop lightpath.

Fig. 3. JIT scheduling on a three-hop lightpath.

upon burst departure and delayed if the wavelength is released
some time later by an explicit trailing control packet. Therefore,
four possible categories of scheduling are possible, of which de-
layed reservation with immediate release, often referred to as
just-enough-time (JET) scheduling [9], and immediate reserva-
tion with delayed release, often referred to as just-in-time (JIT)
scheduling [2], [17], are most prevalent in the literature. The
operation of JET and JIT scheduling is shown in Figs. 2 and 3,
respectively.

Although JET demands the absolute minimal amount of
wavelength resources, it relies on a perfect estimate of the
offset. On the other hand, JIT wastefully overprovisions wave-
length resources, but is simple to implement and can tolerate a
poor estimate of the offset. Both JIT and JET scheduling are
considered herein, however, the framework does not take into
account the effect of the offset.

Studies have been performed to compare the performance,
in terms of path blocking probabilities, of limited wavelength
conversion to the extremal cases of full and no wavelength
conversion. Previous studies have only considered acknowl-
edged switching. Yates et al. [20] were the first to estimate path
blocking probabilities given that limited wavelength conversion
is possible. Their estimate is limited to a single lightpath in
isolation and assumes that links evolve independently of each
other. In a similar way, Sharma and Varvarigos [12] presented
a probabilistic model to estimate path blocking probabilities
in a network in which the topology is restricted to either a
wrap-around mesh or hypercube and limited wavelength con-
version is possible. Qin and Yang [10] derived a closed-form
expression to estimate blocking probabilities in a single optical
cross-connect in isolation equipped with limited wavelength
converters. Although these previous studies provide valuable
insight into the performance of limited wavelength conversion,
they are restricted to specific topologies. Recently, using a
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graph-theoretic approach, Tripathi and Sivarajan [13] extended
the reduced load approximation developed by Birman [4] for
no wavelength conversion to allow estimation of path blocking
probabilities in an network in which the topology is arbitrary
and limited wavelength conversion is possible. They concluded
that limited wavelength conversion with a small range is usu-
ally sufficient to equal the performance of full wavelength
conversion.

Unlike previous studies, the framework presented herein is
specific to unacknowledged switching, namely OBS. The results
presented herein suggest that, with OBS, full wavelength con-
version offers significantly lower blocking probabilities com-
pared with limited wavelength conversion when the conversion
range is small.

Remark 1: Although the framework is presented under the
guise of OBS, it is pertinent to a much broader class of optical
networks based on the principle of bufferless unacknowledged
switching.

The framework is underpinned by the classical reduced load
approximation, sometimes referred to as the Erlang fixed-point
approximation, which was popularized by Kelly [8] and Whitt
[18] and has remained a cornerstone of network performance
evaluation for several decades. Rosberg et al. [11] presented a
similar framework specific to OBS given that full wavelength
conversion is possible. The framework presented herein as-
sumes that links evolve independently of each other, allowing
decoupling of the network into its constituent links. Once the
network is decoupled, a set of fixed-point equations describing
the evolution of each conversion range are efficiently solved
with successive substitution to estimate link blocking proba-
bilities in much the same way as Erlang’s formula is solved
to estimate link blocking probabilities in the classical reduced
load approximation. Path blocking probabilities are thereafter
estimated based on link blocking probabilities.

Unlike previous studies on limited wavelength conversion,
the framework does not rely on the simplifying assumption that
a wavelength is selected randomly from a target range. Instead,
to reflect the fact that output power strongly deteriorates as a
function of the distance between the input and outgoing wave-
lengths, outgoing wavelengths closer in distance to the ingoing
wavelength are given preference.

Conceptually, the framework comprises two separate esti-
mates: an estimate of link blocking probabilities, obtained by
solving a set of fixed point equations describing the evolution
of each target range, which is derived in Section II, and an
estimate of path blocking probabilities, obtained with the re-
duced load approximation, which is derived in Section III. In
Section IV, the framework is applied to the NSFNET topology,
and simulations are performed to corroborate the accuracy of
the framework.

II. ESTIMATE OF LINK BLOCKING PROBABILITY

Consider a single optical cross-connect and focus on one of
its output links, which comprises fibers labeled .
A fiber contains wavelengths labeled , such that
wavelength is closest in distance to wave-
lengths and , followed by wavelengths and

, and so on, where modulo arithmetic is as-
sumed. As presented by Sharma and Varvarigos [12] and Tri-
pathi and Sirvarajan [13], modulo arithmetic is a simplification
that is made for the sake of modeling tractability. This simplifi-
cation neglects the “edge effect” that may occur at the two ex-
tremes of the wavelength spectrum, which in practice do not
wrap around, as is implied by assuming modulo arithmetic. It
is reasonable to suggest that the presence of the “edge effect”
becomes negligible for a fixed wavelength conversion range as
the number of wavelengths is increased since the proportion of
wavelengths that experience this effect dwindles. Simulations
are implemented in Section IV to quantify the error attributable
to the “edge effect” in a single output link.

Assume that bursts arrive at the link according to a Poisson
process. Such bursts consists of newly generated external bursts
arriving from an ingress router, and in-progress bursts arriving
from links incident to the cross-connect. Burst lengths are inde-
pendent and generally distributed random variables all having
the same mean. Henceforth, all time units will be normalized
with respect to the mean burst length. The peak rate at which
the ingress router transmits bursts is equal to the capacity of a
wavelength. Finally, the effect of offset will be ignored.

Let be the external burst load offered to the link, and let
, , be the in-progress burst load offered

to wavelength within the link. Load is given in Erlangs and
for JET scheduling is simply equal to the mean burst arrival
rate. For JIT scheduling, load must take into account the over-
provisioning of wavelength resources, shown by the light-gray
shaded portions of Fig. 3. By overprovisioning, it is meant that
a wavelength is reserved for a time that is longer than required.
As shown in Fig. 3, a wavelength is always overprovisioned for
a time equal to the total control packet processing time. There-
fore, for JIT scheduling, load is equal to the mean burst arrival
rate plus the product of the total control packet processing time
and mean burst arrival rate. A control packet is typically allo-
cated an out-of-band channel and does not offer any load.

Optical cross-connects are equipped with limited wavelength
converters, imposing the constraint that an in-progress burst ar-
riving on ingoing wavelength can only be converted to an out-
going wavelength

where is a small nonnegative integer specifying the conversion
range and modulo arithmetic is assumed. The set

is called the target range of wavelength . An external burst
is not subject to the constraint imposed by limited wavelength
conversion.

An in-progress burst arriving on ingoing wavelength can be
assigned to any of a number of free outgoing wavelengths within
target range . A wavelength conversion policy specifies how
to select one such free outgoing wavelength, if one exists. Two
wavelength conversion policies are considered herein.

1) Random (R), where wavelengths within a target range
are first randomly ordered and the first free wavelength is
selected.

2) Nearest Wavelength First (NWF), where a wavelength
within the target range closest in distance to the incoming
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wavelength is selected. A coin is flipped if there are
two free wavelengths equal in distance to the incoming
wavelength.

A burst is blocked if all wavelengths within its target range are
busy. Policy NWF gives preference to outgoing wavelengths
closer in distance to the incoming wavelength, reflecting the fact
that output power strongly deteriorates as a function of the dis-
tance between the ingoing and outgoing wavelengths.

In practice, an external burst can be scheduled to any free out-
going wavelength within the link. However, it is assumed that an
external burst is allocated to target range , ,
with probability , independent of the distribution of free wave-
lengths within the link, where . Policy R is then
used to select a free outgoing wavelength within the randomly
selected target range. Therefore, the external burst load offered
to target range is , meaning that the total load offered to
target range is .

Let be the number of bursts
scheduled to wavelength at time , and let

. The process is Markovian
and comprises states. Computation of the stationary
distribution of does not scale well as the number of
wavelengths per fiber or as the number of fibers per link
increases. Furthermore, computation of the stationary distri-
bution of is somewhat complicated by the fact that the
evolution of and , , is dependent.

To facilitate a simple and computationally tractable estima-
tion of the stationary distribution of , let

and assume that the evolution of and , , is
independent, that is, , , represents a
target range, and it is assumed that the evolution of each target
range is independent.

Recall that each target range receives bursts arriving from
in-progress and external bursts on ingoing wavelength , which
may be assigned to any wavelength . In addition, it
receives bursts that “overflow” from neighboring target ranges,
referred to as overflow load. To improve the accuracy of the
approximation, the overflow load will be taken into account.

Let be the total overflow load offered to outgoing wave-
length of target range , . Note that an
outgoing wavelength may exist within multiple target ranges,
but as the evolution of each target range is assumed to be inde-
pendent, it is possible that , . Therefore,
overflow load must be specified in terms of both a wavelength
and a target range.

An in-progress and external burst overflows as follows.
1) An in-progress burst arriving on ingoing wavelength

overflows to outgoing wavelength of target range if
and only if the burst is assigned by the conversion policy
to outgoing wavelength , where ,
and .

2) An external burst overflows to outgoing wavelength of
target range if and only if the burst is assigned by the
conversion policy to outgoing wavelength and .

An equation giving overflow load in terms of the stationary dis-
tribution of , , is derived in Section II-B
for both wavelength conversion policies.

As the process comprises only states, its
stationary distribution can be efficiently computed by solving
the balance equations arising from the transition rates described
in Section II-A. The functional relation between overflow load
and stationary distributions is given in Section II-C.

Once the stationary distribution of has been computed,
the link blocking probability is estimated as follows. Given
wavelength conversion policy , let be
the stationary probability of being in state . The link
blocking probability of an external burst is estimated by

and the link blocking probability of an in-progress burst arriving
on ingoing wavelength is estimated by .

A. Transition Rates

Let be the vector of size with the th element as
one and all other elements zero. Given state , let

, , be the set of outgoing wavelengths
that can be selected by policy NWF. The set is either
empty, a singleton, or a doubleton, as there can be at most two
outgoing wavelengths closest in distance to an ingoing wave-
length. Given state , such that , let

, where if and
only if , otherwise . The condition

means wavelength is busy on all of the fibers within
the link.

Given state , such that , that
is, wavelength is busy on at least one of the fibers within the
link, the transition rate to state is simply

because of the normalized burst transmission rate and the
insensitivity to service time distribution in an Erlang blocking
system.

Given state , such that , that is,
wavelength is free on at least one of the fibers within the link,
the transition rate to state depends on the
wavelength conversion policy.

For policy , the rate is

For policy NWF, the rate is

where is the cardinality of set . Note that ,
as wavelength is free on at least one of the fibers within the
link.

As the loads and are given at the outset, all that remains
to be determined before the transition rates are completely spec-
ified are the overflow loads .
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B. Overflow Load

Overflow load , , is functionally
related to . The
functional relation depends on the wavelength conversion policy

.
Suppose policy is used. Given state , such

that , an in-progress burst arriving on in-
going wavelength or an external burst that is allocated to target
range is assigned to outgoing wavelength with probability

and overflows to outgoing wavelength
of target range with the same probability, if ,

, and . Otherwise, the probability is zero.
If the state is such that , a burst

cannot overflow to outgoing wavelength , as wavelength is
busy on all of the fibers within the link. Therefore, summing
first over all ingoing wavelengths that offer overflow load to
wavelength of target range , and then summing over all
states of each such target range in which wavelength is free on
at least one fiber within the link gives

(1)

where is the conditional stationary distribution
of being in state conditioned upon .

Suppose policy NWF is used. Recall that, even when policy
NWF is used, policy still applies to external bursts. Therefore,
overflow load generated by external bursts is given by (1) with

, and overflow load generated by in-progress bursts is
estimated as follows.

Given state , such that , an
in-progress burst arriving on ingoing wavelength overflows to
outgoing wavelength of target range with probability one if

is a singleton (i.e., ), and with probability
half if is a doubleton, provided , ,

and .
A burst cannot overflow to wavelength if be-

cause either is empty, meaning , or
there exists a wavelength , such that

, contradicting the definition of policy NWF.
Let and be the sets of states in which an in-

progress burst arriving on ingoing wavelength is assigned to
wavelength with probability one and one half, respectively,
and let . Therefore, summing first over
all ingoing wavelengths that offer overflow load to wavelength

of target range and then summing over all states of each
such target range in which wavelength gives

(2)

where is the conditional stationary
distribution of being in state conditioned upon

.
Remark 2: A different modeling approach is to allow burst

overflow to wavelength , even though . Ex-
tensive numerical experimentation confirmed that such a mod-
eling approach yields estimates of similar accuracy.

C. Fixed Point Equations

The functional relation between overflow load ,
, and stationary distributions

is referred to as a set of fixed point equations. Given
the loads and , , and a policy

, the solution of (1) and (2), referred as the fixed
point, is computed with the following successive substitution
algorithm.

Let and , , be the stationary
distribution and overflow load, respectively, at iteration

of the successive substitution algorithm.

ALGORITHM 1: SUCCESSIVE SUBSTITUTION

0. Initialize: Set and , , to
an arbitrary distribution.

1. Compute: Set . Compute , ,
by solving the balance equations arising from the transition
rates described in Section II-A with overflow load .
Stop if , for sufficiently small , otherwise
go to step 2.

2. Update: Update the overflow load ,
, as described in Section II-B

with .

3. Loop: Go to step 1.

The following Remarks 3 and 4, which are valid if Condi-
tions 1 and 2 below are satisfied, allow for significant reductions
in the computational complexity of the successive substitution
algorithm.

1) Condition 1: An external burst is allocated to target range
, , with probability , meaning

, .
2) Condition 2: The in-progress burst load is equally pro-

portioned to all ingoing wavelengths, that is, ,
.

Remark 3: If Conditions 1 and 2 are satisfied, all ,
are equally distributed. Therefore, it is suf-

ficient to compute the stationary distribution of a single target
range. Thus, the computational complexity of the successive
substitution algorithm becomes independent of the number of
wavelengths, ensuring scalability.

Remark 4: If Conditions 1 and 2 are satisfied, ,
, that is, wavelength conversion poli-

cies NWF and are equivalent in terms of link blocking
probability.
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III. ESTIMATE OF PATH BLOCKING PROBABILITY

Consider of the links described in Section II labeled
, which have been arbitrarily interconnected via op-

tical cross-connects to form a network. Let
be an ordered set of links defining a path from an ingress
router to an egress router, and let be the set of all such paths.
A burst offered to route is assigned to a single wavelength
within each link until it is either blocked, because it
cannot be scheduled to an appropriate outgoing wavelength, or
arrives at the egress router.

An estimate of the probability that a burst is blocked before
it arrives at the egress router, referred to as the path blocking
probability, is derived by assuming links evolve independently
of each other. The simulation results presented in Section IV
substantiate that the error introduced by assuming links evolve
independently of each other is rather small and allows for an
accurate estimate.

Assuming links evolve independently of each other allows de-
coupling of the network into its constituent links. Once the net-
work is decoupled, and once the in-progress burst load offered
to each link has been estimated, an estimate of link blocking
probabilities can be obtained with the successive substitution
algorithm given in Section II-C. Path blocking probabilities are
thereafter estimated based on the estimate of link blocking prob-
abilities as follows.

When necessary, an additional index will
be appended to the notation defined in Section II to distinguish
amongst links.

Let , , , be the
stationary probability that an in-progress burst arriving on wave-
length within an arbitrary link incident to link is assigned
to wavelength within link , given policy .
For policy , we have

(3)

if , otherwise . For policy NWF, we have

(4)

if , otherwise . Equations (3) and
(4) follow straightforwardly from the discussion provided in
Section II-B.

Given policy , the path blocking probability
of is

(5)

where , along with

...
...

. . .
...

and is the th element of row vector .

Element of row vector
is the probability

that a burst is assigned to wavelength of the last link ,
given that it has already been assigned to a wavelength, not
necessarily wavelength , within links .

Recall that an external burst is allocated to target range ,
, with probability , and then policy is

used to select a free outgoing wavelength within the randomly
selected target range. Therefore, as reflected in (5), policy
always applies to the first link, , as it is only the first link of a
path that can be offered an external burst.

The average path blocking probability is given by

where is the external burst load offered to path , and
.

The external burst load is given at the outset, so are the prob-
abilities . The in-progress burst load, however, is functionally
related to the stationary distributions , ,

, and must be computed. Let be the
in-progress burst load offered to wavelength within link ,
and let . Given policy

, we have

(6)

Equation (6) is derived by summing the reduced load offered by
all paths traversing link and reflects the fact that load
is gradually thinned, because of blocking, as it propagates along
a path.

The amount by which load is thinned depends on
the stationary probabilities , ,

, and the stationary probabilities in turn
depend on the amount by which load is thinned. As such, (6)
gives rise to another set of fixed point equations for which
the fixed point is computed with the following successive
substitution algorithm.

ALGORITHM 2: SUCCESSIVE SUBSTITUTION

0. Initialize: Set , , ,
to an arbitrary distribution.

1. Compute: Compute the in-progress burst load ,
, by solving (6). Stop if the newly computed

in-progress burst load is sufficiently close to the in-progress
burst load computed in the previous iteration, otherwise go
to step 2 .

2. Update: Use the successive substitution algorithm given
in Section II-C to update the stationary probabilities ,

, with the in-progress
burst load computed in step 2.

3. Loop: Go to step 1.
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Fig. 4. NSFNET topology. Each solid line represents two links aligned in opposing directions.

TABLE I
THREE SETS OF INGRESS AND EGRESS ROUTER PAIRS

Although it is difficult to establish fixed point uniqueness, ex-
tensive numerical experimentation suggests that the successive
substitution algorithm converges to the same fixed point for dif-
ferent initializations. Usually less than 20 to 30 iterations are
sufficient to satisfy a stopping criterion of .

IV. NUMERICAL EVALUATION

The framework developed in Sections II and III is applied to a
diverse set of configurations of the NSFNET topology. The pur-
pose being to evaluate the performance of an OBS network in
which limited wavelength conversion is possible, and to quan-
tify the error introduced by assuming that links evolve indepen-
dently of each other and that target ranges within a link evolve
independently of each other. Simulations are implemented to
corroborate the accuracy of the framework.

The NSFNET topology, which is shown in Fig. 4, consists of
32 links and 13 optical cross-connects, which may also function
as ingress and egress routers. Each link consists of one fiber
containing 120 wavelengths. Three sets, each consisting of 12
distinct ingress and egress router pairs defined in Table I, are
randomly selected to reflect different configurations. All ingress
and egress router pairs within a set are offered the same external
burst load, and ingress and egress router pairs not within a set
are not offered any external burst load. Given that all links are of
equal weight, shortest paths are computed for each ingress and
egress router pair with Dijkstra’s algorithm [1].

To satisfy Conditions 1 and 2, an external burst is allocated
to target range , , with probability 1/120.
Consequently, by Remarks 3 and 4 in Section II, wavelength
conversion polices NWF and are equivalent in terms of
blocking probability, and the computational complexity of the
framework no longer depends on the number of wavelengths
within a link.

The framework is used to estimate the average link blocking
probability for the three sets of ingress and egress router pairs
defined defined in Table I for wavelength conversion ranges

. The extreme cases of full and no wave-
length conversion are commensurate to and ,
respectively. All 13 optical cross-connects are equipped with
wavelength converters, as opposed to sparse wavelength con-
version in which an optimal subset of optical cross-connects
are equipped with wavelength converters, and JET scheduling
is considered.

Average path blocking probabilities are plotted against the ex-
ternal burst load offered to each ingress and egress router pair
in Figs. 5–8. Plots of path blocking probability, not averages,
obey similar trends and have been omitted for brevity. To avoid
excessive simulation times, simulations are only implemented
to generate data points giving average path blocking probabili-
ties greater than . All data points generated by simulation
are shown with 95% confidence intervals. Confidence intervals
are estimated by the method of batch means, where ten batches
were simulated for each data point. Unlike the framework, the
simulation does not assume links evolve independently of each
other and does not assume target ranges within a link evolve in-
dependently of each other, otherwise the simulation parallels the
framework exactly. The effect of offset is not taken into account
in both, the simulation and the framework. The “edge effect” is
studied separately and presented below. A stopping criterion of

was used for the successive substitution algorithms.
Observation of Figs. 5–8 confirms that the error introduced

by the independence assumptions is rather small and still al-
lows for an accurate estimate. In fact, it is often difficult to dis-
tinguish the plots generated by the framework and simulation.
The accuracy of the framework worsens slightly as the conver-
sion range increases, which is attributable to greater interleaving
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Fig. 5. Set 1. Average path blocking probability against external burst load for
d 2 f0; 1; 2; 3g.

Fig. 6. Set 2. Average path blocking probability against external burst load for
d 2 f0;1; 2; 3g.

amongst target ranges, making less valid the assumption that
target ranges within a link evolve independently of each other.

Compared with no wavelength conversion, even the most
limited conversion range dramatically reduces the average path
blocking probability, particularly at low loads. The average
path blocking probability at the lowest load considered of one
Erlang is reduced by at least two, five, and eight orders of
magnitude for , 2 and 3, respectively, compared with no
wavelength conversion in all three sets of ingress and egress
router pairs. The benefit of limited wavelength conversion
diminishes as the load is increased.

Previous studies by Sharma and Varvarigos [12] and Tripathi
and Sirvarajan [13] suggest that the benefit of limited wave-
length conversion tends to plateau as the wavelength conversion
range is increased. It was concluded that limited wavelength
conversion with a small range, say or 2, is usually suf-
ficient to equal the performance of full wavelength conversion.

Fig. 7. Set 3. Average path blocking probability against external burst load for
d 2 f0;1; 2; 3g.

Fig. 8. Average path blocking probability against external burst load for full
wavelength conversion.

However, these previous studies have only considered acknowl-
edged switching. Counter to the previous studies, Figs. 5–8 sug-
gest that, although small wavelength conversion ranges offer
a massive reduction in path blocking probabilities, it is by no
means sufficient to equal the performance of full wavelength
conversion. In fact, it is not possible to compare full wavelength
conversion over the same set of loads as limited wavelength con-
version because the difference in average path blocking prob-
ability is far too great. Therefore, the results presented herein
suggest that, for unacknowledged switching, in particular OBS,
limited wavelength conversion is not sufficient to equal the per-
formance of full wavelength conversion, which is counter to pre-
vious studies considering acknowledged switching.

To show the utility of the framework in performing dimen-
sioning calculations, given a conversion range, the minimum
number of wavelengths required to ensure a blocking proba-
bility that is less than a prescribed value is computed for a single
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Fig. 9. Minimum number of wavelengths required to ensure blocking proba-
bility is less than a prescribed value for a single link.

Fig. 10. Estimate of blocking probability for a single link as provided by sim-
ulations with linear and wrap-around spectrum.

link containing a single fiber. The prescribed values 0.001,
0.005, and 0.01 are considered. Fig. 9 shows the minimum
number of wavelengths required for different conversion ranges
for an offered load of one and two Erlangs.

It must be kept in mind that many practical aspects, which
are not reflected in the results presented herein, may be of over-
riding importance when determining the suitability of limited
wavelength conversion in OBS. Such aspects may include com-
plexity of control, reliability, compatibility with existing net-
work elements, and cost.

To conclude this section, the error attributable to the “edge
effect,” which has been discussed in Section II, is quantified by
implementing simulations for a single output link in which both
linear and wrap-around spectrum are assumed. Plots of blocking
probability provided by these simulations are shown in Fig. 10

for , 2 and 3. It can be observed that the absolute error
attributable to the “edge effect” is negligible and diminishes as
the number of wavelengths increases.

V. CONCLUDING REMARKS

The framework presented herein provides ballpark estimates
of path blocking probabilities in an OBS network in which
limited wavelength conversion is possible. The utility of the
framework lies in its ability to provide estimates in a fraction
of the computational time demanded by simulation. The com-
putational complexity of the framework is dominated by the
conversion range and is independent of the number of wave-
lengths within a link if two minor conditions are satisfied. From
the viewpoint of vendors and telecommunications providers,
the framework provides a fast means to perform network
dimensioning and design, which usually requires successive
estimation of path blocking probabilities.

Simulations were implemented to confirm that the error in-
troduced by the independent assumption (i.e., links evolve in-
dependently of each other and that target ranges within a link
evolve independently of each other) is sufficiently small. The
accuracy of the framework was shown to worsen slightly as the
conversion range increases, which is attributable to greater in-
terleaving amongst target ranges.

By applying the framework to the NSFNET topology, it was
shown that even the most limited conversion range may reduce
path blocking probabilities by several orders of magnitude,
compared with no wavelength conversion, particularly at low
loads. For a conversion range of , average path blocking
probability was reduced by at least two orders of magnitude for
the lowest load considered. The benefit of limited wavelength
conversion was shown to diminish as the load is increased.

Previous studies, which considered only acknowledged
switching, suggest that the benefit of limited wavelength con-
version tends to plateau as the wavelength conversion range
is increased. Unlike previous studies, the results presented
herein suggested that such a plateau is a unique feature of ac-
knowledged switching, and does not arise for unacknowledged
switching, in particular OBS.

Future research may consider extending the framework to
facilitate performance comparison of limited wavelength con-
version with alternative resolution policies specific to OBS that
have been recently suggested, such as burst segmentation [16]
and burst deflection.
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