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To Burst or Circuit Switch?

Andrew Zalesky

Abstract We develop, analyze and then numerically compare
performance models of a fast-adapting and centrally controlled
form of optical circuit switching (OCS) with a conservative form
of optical burst switching (OBS). For the first time, we consider
a uni ed model comprising both: edge buffers at which arriving
packets are aggregated and enqueued according to a vacation-type
service discipline with nondeterministic set-up times, together with
a core network comprising switches arbitrarily interconnected via
fibers to allow transmission of packets from an edge buffer to their
desired egress point through use of a dynamic signaling process
to establish a lightpath, and in the case of OCS, also acknowledge
its establishment. As such, edge buffers dynamically issue requests
for wavelength capacity via a two or one-way reservation signaling
process. Previously analyzed models of OCS and OBS have either
been for a stand-alone edge buffer or a core network without edge
buffering. We compare OCS with OBS in terms of packet blocking
probability due to edge buffer overflow and blocking at switches in
the case of OBS; mean packet queueing delay at edge buffers; and,
wavelength capacity utilization. Also for the first time, we derive
the exact blocking probability for a multi-hop stand-alone OBS
route, assuming Kleinrock’s independence, which is not simply a
matter of summing the stationary distribution of an appropriate
Markov process over all blocking states, as shown to be the case
for an OCS route.

Index Terms All-optical switching, blocking probability, op-
tical burst switching, optical circuit switching, path decomposition,
stochastic performance modeling, vacation queue.

. INTRODUCTION

PTICAL communications is ultimately headed towards
optical packet switching (OPS). However, OPS is not
likely for some years yet, at least for a time until an optical
equivalent of random access memory is a reality. An approach
to optical switching has thus been sought to act as a stepping
stone in the evolution from today s point-to-point optical
communications to an envisaged all-optical era eventually
culminating at OPS. Optical communications is likely to evolve
towards OPS along one of two evolutionary paths, one corre-
sponding to optical burst switching (OBS) [3], [8], [21] [23],
[33], the other to optical circuit switching (OCS) [9], [13],
[14], [19], [26]. Among others, a third and fourth possibility
is that today s point-to-point optical communications remain
mainstay until OPS is a reality, thus staving off an all-optical
revolution for some time yet, or a hybridization of OCS and
OBS evolves. From the perspective of a teletraf cist, this paper
aims to quantitatively evaluate which of OCS or OBS is likely
to act as a stepping stone to OPS.
OCS and OBS are both all-optical approaches to switching
and through this characteristic are considered superior to
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today s point-to-point optical communications in which
switching is performed electronically at a speed unmatched
with optics. Both OCS and OBS serve as umbrella terms for a
broad variety of speci ¢ approaches to all-optical switching.
As such, most all-optical switching techniques fall under the
classi cation of either OCS or OBS, though there is a grey
area encompassing switching techniques that exhibit de ning
characteristics of both OCS and OBS.

In general, a switching technique in which no blocking
is possible at a switch falls under the classi cation of OCS.
Switching techniques falling under the classi cation of OCS
encompass a gamut of switching timescales. At one extreme,
techniques including wavelength-routed OBS [13], optical
analogues of tell-and-wait [20], adaptive optical time-division
multiplexing (OTDM) [14] and fast circuit switching [6] adapt
on a millisecond timescale, either distributively or centrally,
whereas at the other extreme, permanent and semi-permanent
wavelength-routing [9], [19], [26] remains static for possibly
years. Fast adapting forms of OCS are criticized for signaling
delays incurred in establishing a lightpath in addition to ac-
knowledging its establishment through a signaling process
referred to as two-way reservation. In particular, an edge
router foremost signals its intention to establish a lightpath to
each switch that lightpath traverses, or possibly to a central
controller, after which it awaits a return signal acknowledging
a lightpath has been established. At the other extreme, wave-
length routing is criticized for its inability to rapidly time
multiplex wavelength capacity among different edge routers,
which may result in poor capacity utilization.

A switching technique in which blocking is possible at a
switch falls under the classi cation of OBS, though OPS is
an exception since it is a classi cation in its own right. OBS
is an optical analogue of switching techniques developed for
one-way reservation in asynchronous transfer mode (ATM)
communications [7], including tell-and-go [34] and fast reser-
vation protocol with immediate transmission [28]. OBS and
fast adapting forms of OCS are closely allied and differ mainly
in that OBS is founded on one-way reservation, while OCS on
two-way reservation. Through this key difference, OBS trades
off an assurance of no blocking at each switch for a reduction
in signaling delay.

Comparative studies in [10], [28], [34], [38] of tell-and-wait
and tell-and-go, ATM analogues of fast adapting OCS and
OBS, respectively, concluded that trading off an assurance
of no blocking at each switch for a reduction in signaling
delay is favorable in long-haul communications. Sacri cing
an assurance of no blocking at each switch is however more
dire in optical communications since blocking is greater at an
optical switch than a commensurately dimensioned electronic
switch due to wavelength continuity constraints. In particular, a
lightpath is constrained to a common wavelength in each ber
it traverses, whereas channels in electronic communications
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are indistinguishable, thus allowing greater multiplexing of
channel capacity and hence lower blocking. As such, it appears
trading off an assurance of no blocking at each switch is less
favorable in OBS than in tell-and-go.

Recognizing that OBS in its most basic form is prone
to high blocking, many improved forms were proposed in
which blocking is alleviated, but not completely mitigated,
with either wavelength converters [24], [25], ber delay lines
[18], so-called burst segmentation [12], [32], advanced burst
scheduling algorithms [17], [36], de ection routing [39] or
a combination thereof [37]. It is however overlooked that
wavelength converters and ber delay lines are not present-day
off-the-shelf technology nor are they considered cost-effective,
and moreover, it is possible they may not reach off-the-shelf
status until a time shortly before technology enabling OPS is
a reality, in which case improved forms of OBS may never
eventuate.

Predicting via quantitative evaluation which of OCS or OBS
is likely to act as a stepping stone to OCS is an ambitious task
because both OCS and OBS are umbrella terms under which
fall many speci ¢ approaches to all-optical switching, making a
comprehensive evaluation colossal. In this paper, we are content
to develop and compare performance models of a particular fast
adapting and centrally controlled form of OCS with a conser-
vative form of OBS in which all aforementioned improvements
are not present. Henceforth, OBS and OCS are used to speci -
cally refer to these two particular forms of OBS and OCS, which
are further described shortly. We compare both models in terms
of packet blocking probability due to edge buffer over ow and
blocking at switches in the case of OBS; mean packet queueing
delay at edge buffers; and, wavelength capacity utilization. As
such, we recognize that other factors, ranging from cost-effec-
tiveness to more obscure issues such as a favor for distributed
control because of its congruency with the distributed nature of
OPS and today s Internet, may bear more importance.

Each performance model, one for OCS and one for OBS,
consists of two coupled sub-models, one corresponding to an
edge buffer while the other to a core network comprising op-
tical switches. The two OBS and OCS sub-models are devel-
oped in Sections Il and 111, respectively. In Sections IV and V,
for OBS and OCS, respectively, we derive approximations for
blocking probability due to buffer over ow and in the case of
OBS, blocking at switches, as well as mean packet queueing
delay at edge buffers. In Section V1, using simulation as a bench-
mark, we gauge the error incurred in invoking the assumptions
underpinning our approximations and numerically compare the
performance of OCS with OBS. We state our main results in
Section VII.

Il. OBS MODEL

We consider OBS in its most basic form. In particular,
switches are of a simple cross-connect type with electronic
processing of control signaling and are not equipped with

ber delay lines or wavelength converters. All aforementioned
improvements proposed to alleviate blocking are excluded
to ensure an unbiased comparison with OCS. Blocking per-
formance models of OBS improved with either wavelength
conversion, limited wavelength conversion, ber delay lines,
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burst segmentation, de ection routing and combinations thereof
have been developed and analyzed in [12], [18], [24], [25],
[37], and [39], respectively.

To ensure an evaluation that is impartial to scheduling al-
gorithm performance, we consider a signaling policy in which
a wavelength channel is not pre-booked in advance of its use
as with just-enough-time (JET) [21] and just-in-time (JIT) [1]
signaling. Instead, as described shortly, an attempt is made to
reserve a wavelength channel just before its expected use, en-
suring the pre-booking period, de ned as the period between
an attempt to reserve a wavelength channel and its actual use,
is small and remains xed. As discussed and rst proposed in
[2], xed pre-booking periods ensure optimal scheduling per-
formance is achieved with simple ordered search algorithms and
eliminates the need to tackle otherwise complicated issues such
asvoid- lling [36] arising from pre-booking periods that vary at
a switch, as in JET and JIT. Fixed pre-booking periods are also
handy because they allow a switch to be modeled as an Erlang
system.

A packet can be blocked either at an edge buffer or core
switch. A packet that arrives at an edge buffer with more than a
certain number of packets already enqueued is blocked and does
not return. This ensures packets are discarded in favor of expe-
riencing large queueing delays that may render them useless in
any case. A packet may also be blocked at a core switch in the
case of wavelength contention. The edge buffer model is used to
quantify the probability that a packet is blocked at an edge buffer
and the mean queueing delay a packet endures in the case it is
not blocked, while the core network model is used to quantify
the probability that a packet is blocked at a core switch.

A. OBS Edge Buffer Model

Packets marked for a common destination arrive at an edge
buffer according to a Poisson process with rate A. At most K
packets can be enqueued, excluding a packet that may be in ser-
vice. A packet arriving at an edge buffer with K packets already
enqueued is blocked and does not return.

A burst is the basic most switching entity of OBS and is a
time-contiguous train of M < K packets. A burst is formed
as soon as M packets are enqueued, after which a set-up pe-
riod, commonly referred to as an offset period [21], [22] for rea-
sons described shortly, of deterministic length 7 is required be-
fore burst transmission commences. During a set-up period, an
edge buffer signals its intention to establish a lightpath to each
switch that lightpath traverses in a signaling process referred to
as one-way reservation.

A period in which a burst is transmitted is referred to as a
service period. Exactly M packets, corresponding to a single
burst, are transmitted during each service period. At most one
burst can be served at any time instant, implying an edge buffer
is equipped with a single laser. For modeling simplicity, the
length of a packet s transmission period is exponentially dis-
tributed with mean 1/p.

At completion of a service period, another set-up period is
either immediately commenced if at least M packets are en-
queued, or commenced after a build-up period in which packets
are queued until at least M packets are enqueued and hence a
burst formed. As such, each service cycle comprises a build-up
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Fig. 1. Typical edge buffer service cycle, shaded regions represent periods in
which arriving packets are blocked due to buffer over ow. (a) OBS. (b) OCS.

period lasting until M packets are enqueued, which is of length
zero if M or more packets are already enqueued, followed by
a set-up period of deterministic length =, which is in turn fol-
lowed by a service period. A typical service cycle is shown in
Fig. 1(a).

In summary, an OBS edge bufferis modeled asa nite waiting
room single server vacation queue with a gated M -threshold ser-
vice discipline [31] and deterministic set-up times of length .

An alternative service discipline in which a burst is consid-
ered formed and ready-to-go as soon as an enqueued packet ex-
ceeds a prescribed queueing delay 7" is modeled with a gated
T-threshold service discipline [31] instead. With this discipline,
each burst does not necessarily comprise a xed number of
packets. Therefore, a set-up period commences as soon as a
packet is enqueued for a period exceeding 7', as determined by
expiry of the headmost packet s virtual timer, where a packet s
virtual timer is reset to zero at its arrival instant.

Modeling packet arrivals with a Poisson process is a model
weak-point given that packet arrivals are well-known to ex-
hibit correlation over many timescales in practice. However,
analyzing, or even simulating, an elementary vacation queue
fed by a self-similar arrival process is a formidable task, thus
we are content to settle for a commonly used approximation in
which packet arrivals are modeled with a Poisson process.

B. OBS Core Network Model

Switches are arbitrarily interconnected via directional bers,
each comprising C' wavelength channels, where at most one
ber leads from one switch to another. An edge buffer is con-
nected to a single arbitrary switch via an access ber, also com-
prising C' wavelength channels. Blocking does not occur in an
access ber. Several access bers as well as bers leading from
neighboring switches may terminate at a common switch. Each
edge buffer is assigned a xed predetermined route, de ned as
an ordered set of switches, on which a lightpath is established
as required. Let n = (nq,...,nx) denote an ordered set of N

switches corresponding to a route, and let (n;, n;) denotea ber
leading from n; to n;, where (ng,n1) and (nx,ny41) denote
access bers leading to n; and from n , respectively.

A lightpath is established and torn down during each edge
buffer service cycle. In particular, at commencement of a set-up
period, a control packet is created and stamped with information
specifying its corresponding burst s route and length, the set-up
period length 7 and a randomly chosen wavelength channel,!
say ¢, to which its burst is assigned. It is then forwarded to
switch nq via a separate out-of-band wavelength channel where
electronic processing is used to record the information carried
by the control packet. Electronic processing requires a deter-
ministic period of length A, after which the control packet is
immediately forwarded to switch ny and so on until it reaches
switch n .

Switch n; is thus informed to expect the headmost packet of a
burst to arrive on wavelength channel ¢ at a time instant 7 — A
after the time instant at which electronic processing was com-
pleted at switch n;. Accordingly, switch n; attempts to switch
wavelength channel ¢ in  ber (n;_1,n;) to wavelength channel
cin ber (n;,n;4+1) just before2 the headmost packet is expected
to arrive at switch n;, with suf cienttime provisioned for switch
con guration. This may not be possible due to contention, in
which case the burst is blocked.

Switches subsequent to a switch at which contention occurs
are unaware that they are no longer to expect a burst due to its
blocking at an upstream switch. As such, these switches perform
a switching operation for a so-called phantom burst [2] that ties
up a wavelength channel unnecessarily. It has been argued in
[2] that performance degradation due to phantom bursts is neg-
ligible. Furthermore, techniques for detecting and eliminating
phantom bursts are possible.

To provision for electronic processing at each switch a light-
path traverses, the length of a set-up period is chosen such that
7 = NA. Asignaling timing diagram for a lightpath traversing
three switches is shown in Fig. 2(a).

To ensure tractability, we adopt a model in which a burst oc-
cupies exactly one wavelength channel along its lightpath at any
time instant of its transmission, as also used in [24], [25], [39]. In
particular, the endmost packet of a burst must rst complete its
transmission in  ber (n;_1,n;) before the headmost packet of
that burst commences transmission in  ber (n;,n;41). In prac-
tice however, the endmost packet of a burst is transmitted in - ber
(ni—1,n;) while a packet in front of it is simultaneously trans-
mitted in  ber (n;,n;y1). This difference between our model
and reality is exempli ed in Fig. 2. An alternative model in
which a burst occupies two consecutive bers along its light-
path at any time instant of its transmission has been analyzed
in [4].

1We assign a burst to a randomly chosen wavelength channel to ensure a
model that is amenable to analysis. Random wavelength assignment ensures
wavelength channels in a given ber are independent and identical and has also
been used in [5], [29], [30], and [40] for analytical tractability. Assigning wave-
lengthsina xed order may give better performance but is harder to analyze. To
ensure an unbiased comparison, our OCS model also uses random wavelength
assignment.

2This is unlike JET and JIT in which an attempt is made to pre-book wave-
length channel in ber , ;. assoon as the control packet arrives at
switch ;, resulting in variable pre-booking periods and thus the need for sched-
uling algorithms using void- lling [36].
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Fig. 2. OBS signaling timing diagram for a lightpath 1 2 3 ,Where
the control packet is represented with a solid line,  denotes the length of the
electronic processing period at each switch, denotes propagation delay and

denotes switch con guration time; switch ; begins to con gure at time ;.
(a) Reality. (b) Model.

11l. OCS MODEL

We consider a fast adapting and centrally controlled form of
OCS bearing resemblance to proposals in [13]. Lightpaths are
established and torn down by a central controller as randomly re-
quested by edge buffers. Some time after signaling an intention
to establish a lightpath, an edge buffer receives a return signal
either acknowledging or renouncing establishment of that light-
path from the central controller. In the case that a request is re-
nounced, another request is issued, possibly after an exponential
back-off time. Switches are of the same type used in our OBS
model.

OCS differs from OBS chie y in that additional signaling
delay is incurred in acknowledging or renouncing establish-
ment of a lightpath; a lightpath is torn down only once its
corresponding edge buffer is empty; and, packets are only
blocked due to edge buffer over ow. Furthermore, state in-
formation maintained by the central controller ensures only
a wavelength channel that is free in each ber traversed by
a lightpath is assigned to that lightpath. Contrarily, lacking
knowledge of state information at an edge buffer, OBS can do
no better than assigning any wavelength channel to a lightpath,
possibly a wavelength channel that is busy in one or more

bers traversed by that lightpath. As such, centralized control
offers a speci ¢ advantage in optical communications due to its
ability to reduce blocking attributable to wavelength continuity
constraints. We remark that it is possible to envisage variants
of OBS for which a wavelength channel is assigned to a burst
based on the state of that wavelength channel in bers (links)
other than the foremost ber (n1,n2). Such variants would
allow for a globally optimal scheduling rule, but inevitably
require periodic dissemination of state information, which is
expected to introduce signi cant signaling overheads and add
complexity to the scheduling algorithm.
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A. OCS Edge Buffer Model

Commensurate with our OBS edge buffer model, packets ar-
rive according to a Poisson process with rate A and at most K
packets can be enqueued.

As soon as M < K packets? are enqueued, a set-up pe-
riod of deterministic length 7 immediately follows. In practice,
M > M. At commencement of a set-up period, an edge buffer
signals its intention to establish a lightpath to the central con-
troller via an out-of-band wavelength channel. At the end of a
set-up period, an edge buffer receives a return signal from the
central controller either acknowledging or renouncing establish-
ment of a lightpath with probability p and 1 — p, respectively.
A service period follows if establishment of a lightpath is ac-
knowledged, otherwise another request is immediately issued.
Thus, the number of set-up periods preceding a service period
is geometrically distributed with a probability of success p. The
probability p represents blocking in the core network.

A service period is exhaustive [31] and continues until no
further packets are enqueued. Unlike OBS, packets may thus
traverse a lightpath that was established before their arrival.

At completion of a service period, a build-up period com-
mences in which packets are queued until at least M/ packets are
enqueued.4 As such, each service cycle comprises a build-up pe-
riod lasting until M/ packets are enqueued and the nal packet of
the previous service cycle completes its transmission, followed
by a geometrically distributed number of set-up periods of de-
terministic length 7, which is in turn followed by a service pe-
riod. In practice, 7 > T because 7 comprises a deterministic pe-
riod of electronic processing performed at the central controller
of length A in addition to the round-trip propagation delay be-
tween an edge buffer and the central controller, denoted with 2x.
Thus, 7 = A+ 2x. Atypical service cycle is shown in Fig. 1(b).

In summary, an OCS edge buffer is modeled as a nite
waiting room single server vacation gqueue with an exhaus-
tive M-threshold service discipline [31] and a geometrically
distributed number of deterministic set-up periods of length 7
preceding each service period.

B. OCS Core Network Model

The core network model is physically identical to our OBS
core network model, except a central controller is present and
two-way control signaling between the central controller and
each switch as well as each edge buffer is enabled via out-of-
band wavelength channels. To ensure an evaluation impartial to
routing, each edge buffer is assigned the same xed predeter-
mined route used in our OBS core network model.

At commencement of a set-up period, an edge buffer signals
its intention to establish a lightpath to the central controller,
which upon receiving a request to establish a lightpath, ran-
domly chooses a wavelength channels that is free in each ber
traversed by that lightpath. In the case that a free wavelength

3To set apart notation common to both OBS and OCS, we place a line above
notation that is in speci c reference to OCS.

4More precisely, a build-up period commences as soon as the buffer empties.
Note that the time at which a buffer empties lags the time at which the corre-
sponding service period completes by the nal packet s transmission period.

5See footnote 1 for explanation.
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channel exists, say c, the central controller simultaneously in-
forms switch n;, 7 = 1,..., N, to switch wavelength channel
cin ber (n;_1,n;) to wavelength channel ¢ in  ber (n;,n;41)
just before the headmost packet is expected to arrive at switch
n; and returns a signal to the edge buffer acknowledging es-
tablishment of a lightpath. Otherwise, it simply returns a signal
denouncing establishment.

An edge buffer is unaware of the time at which it  rst empties
a priori, thus it must explicitly inform the central controller at
the time this event occurs to ensure its corresponding lightpath
is torn down. As such, a lightpath remains intact unnecessarily
during the period required for a tear-down signal to propagate
to each switch traversed by that lightpath, resulting in capacity
wastage.

We consider a model in which the propagation delay between
a pair of adjacent switches along a lightpath is negligible relative
to the period for which a lightpath is established, a model preva-
lently used for electronic circuit switched networks [15]. This
is a conservative assumption. However, the propagation delay
from an edge buffer to the central controller, denoted as , is not
negligible, implying « is at least of the same order of magnitude
as A. To exemplify our model, a signaling timing diagram for a
lightpath traversing three switches is shown in Fig. 3.

IV. ANALYSIS OF OBS MODEL

Stand-alone models of an OBS core network equipped with
wavelength converters and an OBS edge buffer have been
analyzed in [24] and [35], respectively. For the rst time, we
analyze a uni ed OBS model comprising edge buffers at which
arriving packets are queued to form bursts before unacknowl-
edged transmission across a core network of switches. Our OBS
model was described in Section Il. We derive approximations
for packet blocking probability due to buffer over ow and
blocking at switches, and mean packet queueing delay at an
edge buffer.

Also for the rsttime, we describe a procedure to compute the
exact blocking probability for a stand-alone OBS route, which
is not simply a matter of summing the stationary distribution

of an appropriate Markov process over all blocking states, as
shown to be the case in [35] for a stand-alone OCS route. In-
stead, we must also consider the transient distribution, which
for a two-hop lightpath is expressible in a closed form and cor-
responds to the transient distribution of an A//M/1/1 queue.
This enables path decomposition approaches [35] to approxi-
mate blocking probabilities for an OBS core network, which as
we verify with simulation, offer higher accuracy than link de-
composition approaches based on Erlang s xed-point approx-
imation, rst proposed in [24].

A. Analysis of OBS Edge Buffer Model

We consider an embedded Markov chain approach [31] to

compute the probability of packet blocking due to buffer over-

ow and use Little s law to compute the mean packet queueing
delay.

Time instants immediately after packets complete transmis-
sion and depart from an edge buffer de ne a set of renewal
epochs at which we consider an embedded Markov Chain. Let
Tr,m De the stationary probability that & packets are enqueued,
excluding a packet possibly in transmission, at the time instant
immediately after the mth longest enqueued packet departs the
buffer to commence its transmission. The stationary distribu-
tion {my m|k = 0,...,K — I;m = max(1,M — k),...,M}
is uniquely determined by the set of difference equations (1),
shown at the bottom of the page, where

a; 2P (7 packets arrive in another packet’s trans. period)

N oo . /\LN
= — /\ v 6()\AFH)CI _ T
u/o (Ag)"e ¢ A+ p)itt’

b; 2P (i packets arrive in another

packet’s trans. period plus 7)

- / T+ T et
0

_ pe
<)\+,u>

1!
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k41
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Fig. 3. OCSsignaling timing diagram for a lightpath 1 2 3 ,where
control signaling is represented with a solid line, ~ denotes the length of the
electronic processing period at the central controller, denotes propagation
delay from an edge buffer to the central controller and  denotes switch con g-
uration time; switch ; begins to con gure at time ;.

and ¢; = (A7)’e>7 /il. For de niteness, we choose the length
of each packet s transmission period to be exponentially i.i.d.
with mean 1/u. Note that m,, x = 0 because all K waiting
positions cannot be occupied immediately after a packet departs
the buffer to commence its transmission. Gauss Seidel iteration
is used to solve (1).

De ne 7} = Yoo pax(uar—k) Thoms k= 0, K — 1,
which is the stationary probability that & packets are enqueued
at an instant immediately after an arbitrary packet completes its
transmission, and let {I1; } X_, be the stationary distribution of
the number of enqueued packets at an arbitrary instant. Since ex-
actly one packet either arrives or departs at each state transition,
Burke s theorem gives {11 },—' = a{r}};—,' component-
wise, where « is a positive constant. To determine a, we use the
relation IIx = 1 — 1/(An), where

K-1 K1
n= Z (1/p A7) mi 0 + (1 - Z m,M) 1/p
=M i=0
M1

+ Z (E(Zpnr—i) + 7')7%‘,]\1 2
1=0

is the mean length of the period between an arbitrary pair of
consecutive embedded points. In (2), Z; = max(R,S;),
where P(R < r) = 1 — e ™ and P(S; < s5) =
1 — Y0 4(As)7e™**/jl. Given that i < M — 1 packets
are enqueued at the instant immediately after the Mth packet
departs the buffer to commence transmission, Z,,_; is the
length of the period beginning at that instant and ending at the
instant the next set-up period commences, which occurs once
M packets are enqueued and the Mth packet of the previous
burst has completed transmission. In understanding (2), note
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that the next set-up period cannot commence at least until the
Mth packet of the previous burst has completed transmission.
To compute E(Z;), we write

E(Z;) = /000(1 —P(R < 2)P(S; < 2))dz

. i1 .
7 N

1
:)\-l—;‘l'jzz;]m. 3

Thus, « = 1/(\n), and using the Poisson-arrivals-see-time-
averages property, we have

Py 2P (packet blocked due to buffer overflow)
=g =1 1
=T = o

Little s law is used to determine the mean packet queueing
delay, denoted as W. In particular, since the mean number of
packets enqueued at an arbitrary instant is given by ZiK: o L5,
we write W = 25 Il /(1 — P1)A).

An edge buffer is perceived as an on/off source by the core
network, where an on-period corresponds to a service period
while an off-period corresponds to a consecutive build-up and
set-up period. The length of each on-period is M-Erlang i.i.d.
with mean M /p. The length of each off-period is a phase-type
distribution shifted by 7, not necessarily i.i.d. because the initial
phase distribution is dependent on the preceding off-period, and
has mean

1/¢ 2E (length of an off — period)
M—1M—i

=7+ Z Z ajwwl'lm:]\/j7

i=0 j=0

where Tilm=M = 7ri7M/ Zii_ol Tk, M -

To enable a tractable analysis of our core network model, we
invoke the following assumption.

Assumption 1: Engset-Type Sources [27]: The length of on
and off periods are exponentially® i.i.d. with mean M/u and
1/¢, respectively.

The error incurred in invoking Assumption 1, as well as sub-
sequent assumptions, is later quanti ed with simulation.

As such, the probability that a source is on at an arbitrary time
instantis 8/(1+6), where § = M/ is the source offered load.

B. Analysis of OBS Core Network Model

We consider J independent and identical edge buffers,
each of which behaves as an on/off source described above
and uses a common route n = (ng,...,ny). A depiction
is shown in Fig. 4(a). During a service cycle, an edge buffer
competes for a common wavelength channel on each ber
(n1,n2), (n2,n3),...,(nx_1,nn). Blocking does not occur
in access bers. Our OBS core network model was fully de-
scribed in Section 11-B.

6Although Engset s formula [27] is insensitive to the distribution of the length
of on and off periods, as discussed shortly, our core network model does not
enjoy this insensitivity property, we thus explicitly require exponentially i.i.d.
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ZALESKY: TO BURST OR CIRCUIT SWITCH?

Route n = (nq,...
used by buffers 1, ...,

7\ 7\
{2} {723 )
g g

C' wavelengths

per fiber
(@)
P1,3
3> .
A Arbitrary
@ @ @ wavelength,
say ¢
P1,2 P2,3
(b)

Fig. 4. Stand-alone lightpath model. (a) edge routers, each of which uses
a common route 1 ~ ; no blocking in access bers, (b) Cross-
routes for 12 3.

Assignment of a burst to a randomly chosen wavelength
channel ensures each common wavelength channel in  bers
(n1,m2),(n2,m3),...,(ny—1,ny) is independent and statisti-
cally identical. It therefore suf ces to consider a single arbitrary
wavelength channel to completely characterize blocking for
route n.

Each of the .7 edge buffers offers a load 6/C' to an arbitrary
wavelength channel in (ny,n2), thus the cumulative load of-
fered to an arbitrary wavelength channel in (nq,n2) is p =
J0/C, which arrives as a Poisson stream if we assume .J > 1.

Assumption 2: Poisson Arrivals [15], [24], [25], [29], [30],
[40]: The cumulative load offered to an arbitrary wavelength
channel in ber (n1,n2) arrives as a Poisson stream, implying
J > 1

Edge buffers corresponding to all other routes traversing at
least one ber in route n, referred to as cross-routes, also com-
pete with the J edge buffers for a common wavelength channel.
Let p;;, 1 < i < j < N, denote the load offered to an ar-
bitrary wavelength channel in  ber (n;,n;+1) by a cross-route
traversing n;, ni41, . . . , n; IN N, where such a cross-route is de-
noted as (4, 7). Thus, categorizing n itself as a cross-route, we
have PLN = p = JH/C

We rst compute the exact blocking probability for each of
the three cross-routes traversing n = (n1,n2,n3), as shown
in Fig. 4(b), and then progress to describe a procedure for
arbitrary N. We invoke Kleinrock s independence assumption
throughout, stated as follows.

Assumption 3: Kleinrock’s Independence [16]: The length
of a burst s transmission period is re-sampled independently in
each ber it traverses.

As shorthand, let ¢ denote an arbitrary common wave-
length channel in  ber (ny,n2) and (n2,n3). The evo-
lution of ¢ in route n = (n1,n9,n3) can be character-
ized as a Markov process with state-space S3 = {x =
(z1, 22,212, 223) |1 + w12 < Liwg + w23 < 1,2 € [0,1]},
where z; = 10rzy2 = 1ifcin ber (nq,ns) is transmitting
a burst corresponding to cross-route (1,2) or (1,3), respectively,
and zo = 1 orazey = Lifcin ber (ng,ng) is transmitting

a burst corresponding to cross-route (2,3) or (1,3), respec-
tively. Note that two separate bursts simultaneously traverse
cross-route (1,3) if z12 = 1 and x5 3 = 1 at a given time in-
stant, one traverses c in  ber (ny,ny) while the other traverses
cin ber (na,n3). The state-transition diagram for S; is shown
in Fig. 5, where without loss of generality, the mean length of a
burst s transmission period is normalized to unity.

The state-transition diagram shown in Fig. 5 de nes an er-
godic Markov process on the state-space Ss that is not time-re-
versible, thus, we resort to determining its unique stationary dis-
tribution numerically by solving a set of balance equations with
Gauss Seidel iteration. Let {Qy }xes, be the stationary distri-
bution of the Markov process de ned on Ss, and let «; ; be the
blocking probability for cross-route (,7),: < 1 < j < 3.
Due to the Poisson-arrivals-see-time-averages property, a; » =
L= Y xessx=(0,0. 5 = 1 = L0000 = L0100 —
Q(0,0,0,1), and similarly, vz 3 = 1 =3
1= 0,0,0,0) = 2(1,0,0,0) = £2(0,0,1,0)-

However, «4 3 cannot be determined as «; 3 = ExeB Qx,
where B C &3 is an appropriate subset of so-called blocking
states. Instead, we have

{xesg\x:(-,o,-,o)}Qx =

a1 3 2P (burst traversing cross — route (1, 3) is blocked)
=1-P(0:12,023) =1-P(02)P(023]|01>)
=1-P(023]012)(1 — a1 2), 4

where ©; ; denotes the event that a burst traversing cross-route
(1,3) is not blocked at wavelength channel cin  ber (n;,n;).

To determine the conditional probability P(©, 3|01 2), we
must consider the transient distribution of another Markov
process de ned on the state-space

Q= {X € 83|X = ('7 1, )}
= {(0‘/ 07 17 0)7 (07 17 17 0)‘/ (07 07 17 1)}
corresponding to all states in S3 in which wavelength channel ¢
in ber (ni,n9) is transmitting a burst traversing cross-route
(1,3). State-transitions are de ned such that a state-transition
x — vy, z,y € Q, with rate p is permitted ifand only if z — y
is a state-transition with rate p of the Markov process de ned
on Ss, distinguished with a red color in Fig. 5. Let g« (¢), x €
Q, t > 0, be the transient distribution of the Markov process
de ned on Q, where ¢ (0) is the initial distribution at ¢ = 0.
We can thus write

PO202 =Y [ wbdr®  ©

xeX

where F(t) = 1 — e=#/M t > 0, is the distribution of the
length of a burst s transmission period, and £ = {x € Q|x=
(-,0,-,0)} = (0,0,1,0) is to be interpreted as the set of states
in which a burst traversing cross-route (1,3) that is just about to
complete transmission in wavelength channel ¢ in  ber (ny,n2)
can subsequently progress to commence transmission in wave-
length channel ¢ in  ber (ns,n3), without blocking. Accord-
ingly, we set

9(117932,0@2,3)

«(0) = P(x|® =
4x(0) = P(x[01,2) = a1s

xe Q.  (6)
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Fig. 6. Utilization of a stand-alone link comprising 100 wavelengths;
models the enforcement of strict wavelength continuity con-
straints, while models the relaxation of these constraints.

Recognizing that the Markov process de ned on Q charac-
terizes an M/M/1/1 queue with an additional transient state
corresponding to (0,0,1,1), we can determine ¢x(t) using ex-
isting closed-form expressions for the transient distribution of
an M/M/1/1 queue with service rate u/M and arrival rate
wp2,3/M. In particular, (5) can be rewritten as

P(©23]01 ) = é (Q(o,l,o,o) /0'00 Jo(t)dF(t)
+ (2(0,0,0,1/2 + 2(0,0,0,0)) /0°° fl(t)dF(t)> (7

Where G - 9(0717070) + 9(0707071) + 9(0707070) and
1 — e~ #t/M(1+p2.3)

14+ p23

—ut/M(1+ps.
+re ut/M( P2,3)7

fr(t) = t>0 (8)

is the transient probability thatan M /M /1/1 queue with service
rate p/M and arrival rate pps 3 /M isempty attime ¢ > 0 given
that it was initially empty at ¢ = 0 with probability .7

"Note that the factor of 1/2 multiplying (0.0,0,1) in (7) arises because the
probability that - 3 before , the two possible transitions from
state  (0,0,1,1), IS equal to 1/2 and is the probability that of two exponentially
i.i.d. periods, one given period is longer than the other. Thus, if - 3 before

1.2 , state (0,0,1,0) is entered and transitions between state (0,0,1,0) and
(0,0,1,1) continue for an exponentially distributed period, each transition cor-
responding to either commencement or completion of transmission of a burst
traversing cross-route (2,3). At expiry of this exponentially distributed period,
if state (0,0,1,0) presides, a burst traversing cross-route (1,3) that has just com-
pleted transmission in wavelength channel in ber ; > can progress to
commence transmission in wavelength channel in ber ., 3 . Otherwise,
if state (0,0,1,1) presides, it is blocked.
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3, State transitions depicted with a dashed line correspond to completion of a burst transmission and occur with normalized rate

Substituting (7) and (8) into (4), and integrating gives

apz3=1-

1—ag <Q(0,1,0,0) + Q0,0,0,1) + 2Q(0,0,0,0))
G 2+ p23 .

In the Appendix , we describe a numerical procedure to com-
pute the exact blocking probability for each of the cross-routes
traversingn = (n1,...,ny), forarbitrary N. Thus far, we have
derived an expression for the simple Vv = 3 case. As detailed
in the Appendix , for arbitrary N, we are required to numeri-
cally determine the transient distribution of several Markov pro-
cesses. This becomes computationally intractable for large V.
We therefore propose a decomposition approximation that im-
proves tractability.

1) Computational Considerations: The unmanageable
dimensionality of Sy for large N, say N > N*, precludes
numerical solution of Q€ = 0 as well as numerical solution of
the n — m — 1 transient distributions of the Markov processes
de nedon Q,,v =m,...,n— 1, required to determine a, .
(See the Appendix for further details.) Therefore, for N > N*,
we decompose route n = (ng,...,ny) iNto R = [N/N*]
contiguous sub-routes such that n = (ni,...,ng) =
((nl, . ./7‘LN*)(’I”LN*,. .- ,TLQN*),.. .y (nRN*,. .- ,nN)).
Other decomposition strategies are possible and are discussed
in [11] and [40].

Through invoking the following two common assumptions,
we permit an approximation whereby each sub-route n;, i =
1,..., Ris treated as a stand-alone route in its own right.

Assumption 4: Sub-Route Independence [15], [24], [40]:
Where ©,,,, ¢ = 1,..., R, denotes the event that a burst is
not blocked at wavelength channel ¢ in any bers traversed by
sub-route n;,

P(©12,023,...,0n_1n) = P(On, )P(On,) ...

P(Ony).

Assumption 5: Poisson Reduced Load [15], [24], [40]: Let

the ordered set ry, , = (r1,...,7r,,,|) € (n1,...,ng) be
such that n; € rp, n, ¢ = 1,..., R, if and only if cross-route
(m,n) and sub-route n; traverse at least one common ber.
Each sub-route r; € vy, @ = 1,..., |t pl, IS in its own right

a stand-alone route and thus has its own set of cross-routes. For
each sub-route r; € ry,,, let 7 denote the particular cross-
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